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1. Introduction
1.1. Motivation and Literature Review

In our final project we attempted tone detection in Standard Mandarin Chinese by considering
only non-segmental features (mostly the pitch track). There are two possible uses of tone
detection in Mandarin: (1) One may use it for speech recognition. While the toneless
("segmental™) string of phonemes determines the correct tone sequence to high accuracy
(otherwise toneless pinyin input methods for Chinese would not work), there is possible room for
improvement by having a model for Chinese tone recognition that does not depend on the
segmental phoneme sequence. (2) While Chinese speech synthesis is nowadays unit selection
synthesis, having a good model for Chinese tones might help in improving one of the traditional
HMM methods of speech synthesis where the segmental sequence is synthesized using an HMM
(os some other sequence model) and tone is being tacked on with an independent model.

[Levow 2005] discusses that using SVMs with a linear kernel and very simple features (pitch
maxima and means, difference of these to those of the preceding syllable etc.) yield 72%
accuracy on a broadcast news corpus. [Levow 2006] achieves above 90% accuracy using semi-
supervised and unsupervised learning techniques on a corpus of clear Mandarin laboratory
speech. [Surendran et al. 2005] use an SVM with a linear kernel together with focus features
(e.g., a syllable's relative position to a focused word) for an 8.7% error rate on Mandarin
laboratory speech. [Wang, Seneff 2000] use compensation for phrasal downdrift (also known as
declination) to significantly improve Mandarin digit recognition. [Zhou et al. 2004] use
conditioning on the previous tonal context (i.e., does the previous syllable end high or low) to
improve tonal articulation modeling.

1.2. Description of the Corpus

We used the corpus of Chinese Annotated Spontaneous Speech [CCC-CASS]. The corpus is
character-annotated, word-segmented, and phonetically transcribed with alignment at the syllable
level, which we thought would make it easy for us to focus on just the tonal modeling without
having to worry about alignment issues. It contains about 3 hours of speech and 2 female (387
[train] and 82 [test] tracks each) and 5 male (993, 1141, 62, 569 [train] and 179 [test] tracks
each) speakers. We arbitrarily split up our data into training and test sets as indicated
hereinabove.

2. Methodology
2.1. Method

First we extract pitch for every sound bit in 10 ms intervals using Praat's [Boersma, Weenink
2007] "To Pitch..." function. We spent a major amount of time cleaning up the corpus and
ridding it of inconsistencies. For example we though that we could easily use word segmentation
in our tone detection experiments, but the two pinyin tiers (one aligned with times in sound files
and the other being word-segmented) did not match up, and the only clean way of dealing with
this would have been to use an alignment algorithms such as one derived from the edit distance
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algorithm. We decided not to worry too much about this and instead use heuristics to deal with
these. Out of 3481 sound tracks (each representing one sentence or longer phrasal sentence
fragment, we had to throw away 68 tracks, whose problems our heuristics and methods were not
able to deal with. Corpus clean-up, the calling of Praat via scripts, and preprocessing of the
corpus to prepare it for Java was all done in Perl.

We then read in the corpus in Java, extracted features out of the base features already in the
corpus and extracted via Praat, and finally fed it to libSVM [Chang 2001] for SVM
classification. The preprocessed Perl output that was fed to Java contained the following features
for each syllable: word-segmented sentence string; pitch, energy, intensity (in dB, energy and
sones) for each time point; syllable length, beginning of the rhyme of each syllable (more
accurately: what Chinese linguists call the "initial", that is the rhyme plus possibly a glide in the
onset) and band energy in sixteen 500Hz-bands in between 0 Hz and 8000 Hz. All more
advanced features that were fed to the SVM are discussed in the next section (2.2).

We built our classifier on top of LIBSVM, an implementation of a SVM capable of multi-class
classification. LIBSVM is highly configurable. It is capable of the following types of SVM: C-
SVC, nu-SVC, one-class SVM, epsilon-SVR, and nu-SVR. It also supports the following kernel
types: linear, polynomial, radial basis function, and sigmoid. Of these, we used C-SVC and
linear and radial kernels. Of the two kernels, we found the radial to be more useful. Not only
did we get better results with our radial kernel, we also found it easier to use and more
extensible. The radial kernel demanded tuning of two significant parameters: C, the cost
parameter of the objective function, and gamma. We hand-tuned the value of C to be 5000 and
gamma to be 1, values which worked fairly well for both the male and female datasets. In order
to tune such values, we used cross-validation. We preferred cross-validation, which functions by
dividing the training dataset into n subsets and iteratively isolating one, training the other n-1,
and using them to classify the isolated one, because it allowed us to get an evaluation of the
performance of our classifier without wasting valuable data-points on a separate validation set.
For further discussion on how we might choose even better parameters, see Discussion and
Evaluation.

2.2. Features

Here are the features that we tried in our SVM for tone recognition. We implemented and tried
51 different features (feature O - feature 50).

Important note: Most features were normalized by speaker to make them comparable. Pitch was
additionally first converted to a log-scale because contour tones tend to (loosely) correspond to
constant musical intervals.

o (feature 0O, feature 1, feature 2): (minimum FO, maximum FO, mean FO) [of
current syllable]

o feature 3: syllable duration

o (feature 4, feature 5, feature 6): (minimum FO of preceding syllable, maximum
FO of preceeding syllable, mean FO of preceding syllable)
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o (feature 7, feature 8, feature 9): (minimum FO of succeeding syllable, maximum
FO of succeeding syllable, mean FO of succeeding syllable)

o (feature 10, feature 11): (first pitch of current syllable, last pitch of current
syllable)

o (feature 12, feature 13): (last pitch of preceding syllable, (first pitch of current
syllable - last pitch of preceding syllable))

o (feature 14, feature 15): (first pitch of succeeding syllable, (last pitch of current
syllable - first pitch of succeeding syllable))

The linguistic relevance of features 0-15 is immediately clear for a task like tone detection.

o (feature 16, feature 17): (succeeds distortion, precedes distortion). Distortions
were labeled in the corpus to be in between characters. Distortions are
lengthening of syllables, coughing, laughing, interruptions from the outside,
etc.

Features 16-17 allowed a neat separation of data points into those that are clean and those that
have been distorted through external factors. That way, the optimal separating hyperplane in the
SVM classifier can focus on optimizing the clean datapoints, while having no particular
preference for any orientation in the "bad" region.

o feature 18: percentage-wise position of a character within a word

e feature 19: word length

o feature 20: percentage-wise position of a character within a sentence
e feature 21: sentence length (using buckets: 0-4, 5-9, 10-14, >=15)

Features 18-21 are important because sentences and words are prosodic units, and absolute pitch
height tends to be reset for each new phrase, while within a phrase, declination gradually lowers
the pitch.

o features 22-37: band energies (500 Hz bands from 0 Hz to 8000 Hz)

Gina-Anne Levow (p.c., unpublished work) reports that band energies are useful for neutral tone
detection.

o (feature 38, feature 39): (a, b), where a and b are the least-squares fit
coefficients

o (feature 40, feature 41): (a, b), where a and b are the least-squares fit
coefficients of the preceding syllable

o (feature 42, feature 43): this(a,b) - preceding(a,b)

o (feature 44, feature 45): (a, b), where a and b are the least-squares fit
coefficients of the succeeding syllable

o (feature 46, feature 47): this(a,b) - succeeding(a,b)

Least-squares fitting of slope is used everywhere in tone recognition (op. cit.).
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o feature 48: voicing percentage
o feature 49: voicing percentage of preceding syllable
e feature 50: voicing percentage of succeeding syllable

As some tones have influences on voicing of a syllables (e.g., the third tone creates creaky voice,
and the fourth tone is particularly short with possibly some preglottalization at the end), we
thought that features 48-50 would be useful.

We tested each major Java class via its main method and the Eclipse debugger to manually
inspect the inner data structures for whether they contain all the proper parsed-in data. For the
SVM, we constructed toy dataset of four (separable) and five (just not separable) points to check
that we were using libSVM correctly.

3. Results
3.1 General discussion with tables and graphs

Measurement of performance was relatively straightforward: Accuracy was defined as number
of correctly labeled samples over total number of samples. We did, however, break accuracy
into two separate quantities, vanilla accuracy and permissive accuracy. To explain these, we
need a brief digression about the contextual behavior of the Chinese 3rd tone. In short, the when
a 3rd tone is followed by another 3rd tone, the first 3rd tone typically becomes a 2nd tone.
However, when we have a series of 3rd tones in a row, which of those tones become 2nd tones
and which remain 3rd tones is highly a matter of personal and regional style. Consequently, our
vanilla accuracy actually tests for 6 classes: neutral, 1st to 4th, and what we call the 33rd tone.
By 33rd tone, we mean a word which is officially 3rd tone and is followed by another 3rd tone.
According to vanilla accuracy, our model should be able to identify 33rd tones. Realistically,
however, without knowledge of the actual character being spoken (and we're only dealing with
pitch in this project), distinguishing such a tone from a 2nd or 3rd tone could be virtually
impossible. Consequently, we allowed ourselves permissive accuracy, in which anything labeled
as 33rd tone was correct if the true label was a 2nd, 3rd, or 33rd tone, and anything labeled as
2nd and 3rd tones was correct if the true label was a 33rd tone (or a 2nd or 3rd tone, respectively,
obviously).

Here are our best results:

Male Female
Accuracy 42.2% 46.4%
Permissive Accuracy 42.4% 47.6%

The above were obtained with the following features: min, max, and mean frequency of the
current syllable itself and also of those before and after it; first pitch of current syllable; last pitch
of the current syllable; precedes a distortion (a distortion is something like a cough or crying);
succeeds a distortion; percentage-wise position ocurrent character within the sentence;
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percentage-wise position of current character within the word; current word length; 6 band
energies 500 Hz wide from 0 to 3000 Hz; (a, b), where a and b are the least-squares fit
coefficients.

Here are some statistics demonstrating the importance of the SVM parameters (in this case,
gamma). The values below were obtained on the female test set using a radial kernel and a C
value of 10,000:

GAMMA ACCURACY PERMISSIVE ACCURACY
.0001 40.9% 41.6%
1 44.9% 45.9%
10 42.8% 43.6%
10,000 35.8% 35.8%

3.2. The difficulty or normalization

The hardest part was to properly normalize for the speaker's pitch range. The following two
graphs show the linearly sorted frequencies on the y-axis, organized by rank on the x-axis for
one female and one male speaker. There was no simple characteristic for finding thresholds for
which frequencies were normal and which were simply miscalculated by the pitch tracker -
sometimes these would be the bottom or top 1/3 of frequencies, while at other times, this would
be just one percent:
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We thus decided to simply find proper top and bottom thresholds for normalization by hand.
3.3. Evaluation of features:

Particularly useful features were the following: Minimum, maximum, and mean pitch and its
neighbors tended to be useful features. Our distortion features gave us a 2% boost. Syllables
duration was a feature we decided to use because it improved performance by about 1%. Of the
many energy bands, band energy from 0 Hz to 3000 Hz (in bands of width 500 Hz) turned out to
be the useful bands.

Features that decreased performance (typically by 1%-2%) were particularly word length,
(surprisingly) the least-squares fit coefficients, and the voicing percentage.

4. Discussion and evaluation
Our baseline model simply labeled all the syllables with the most frequently occurring class. A
more interesting baseline model would be to, given a data-point with n features, find, in n-

dimensional space, the nearest data-point which the model saw in training to that given data-
point, and label the given data-point with the class of that nearest data-point.
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We saw two noticeable trends in mis-categorization. The first was that the neutral tone tended to
be confused with everything. This is unsurprising, as it is the nature of the neutral tone to lack a
distinctive tonal characteristic of its own and rather be pronounced with heavy influence of the
surrounding tonal context. Nevertheless, Levow, who has also noticed this problem, has some
unpublished material suggesting that band energy is an effective means to identifying neutral
tones. Indeed, we implemented as features six 500 Hz bands stretching from 0 to 3000 Hz and
they did improve our score by a couple percent. We also attempted to use bands from 3000 to
8000 Hz, but they were detrimental. A good way to further the benefit of this approach might be
to implement a binary pre-classifier which uses band energy to prune out what it perceives to be
neutral tones before using another classifier to do 4-way classification of the remaining tones.

The other issue we saw was a confusion of 2nd and 3rd tones. As mentioned above, use of the
2nd and 3rd tone can be interchangeable in some contexts, and they share some similarity in that
the pitch contours of both rise towards the end of the syllable. Fortunately, the 3rd tone is
distinctive in that it has a creak. It drops to approximately 35 Hz mid-syllable. Using open
quotient as a feature would be effective in identifying such tones.

Nevertheless, there are a myriad techniques to compensate for such difficulties which could yet
be implemented. An immediately apparent solution would be to find a different corpus, one
which still contains spontaneous speech but is correctly annotated. Poor results from the data
itself could have been smoothed out via different pitch trackers. Instead of simply using the
mean, min, and max of individual points throughout a syllable as features, we could have used
linear regression to infer a polynomial from that set of points and then used the coefficients of
such a polynomial as features. This approach is a bit like least squares.

Hand-tuning the parameters of the SVM is far from optimal. Not only would manually finding
an optimal parameter pair be slow, it would need to be done twice: once for the male dataset and
once for the female dataset (we used the same parameters for both). The authors of LIBSVM
have suggested a way to completely automate the process, which we find quite appealing. To
do such, we would do a simple grid search over the cross-validation accuracy, with the logs of C
and gamma as our two parameters. The idea is to cover an exponential amount of space in a
minimal amount of time (say, stepping through 107-15, 107-12, ..., 10712, 10”15 as our values
for both variables). A nice benefit of such a search is that it can be easily parallelized. When a
point maximizing the accuracy is found, one can do another grid search, centered around that
point, but with finer steps. One can repeat such an action until he is satisfied with the level of
convergence.

Of course, it is also possible that the SVM is not the classifier of choice for this task, and that the
job may be better delegated to sequence models like the HMM. But understanding what types of
classifiers are best suited to what types of problems is still an open area of research and, as such,
any choice is a pretty even gamble. Thus, one way to potentially squeeze out some extra
accuracy would be to experiment with other types of classifiers.

The largest issue to tackle was an incorrectly annotated and incomplete corpus. Such problems

include: mislabeled syllable boundaries, incorrect and nonsensical labels, missing labels,
impossibly short syllables, etc. We were forced to implement a number of heuristics to
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approximate annotations that should have been made by the authors of the corpus themselves. A
good example is that the pinyin transcription used in the word alignments were so utterly
different from tier to tier (frequently inserted or omitted syllables in one tier but not the other,
and there was obviously no clear intention or system behind this) so that we were not able to use
wrod-segmentation-based features in our SVM for one third (!) of the sound tracks. Moreover,
annotation irregularities aside, the speech material within the corpus was inherently difficult due
to its being spontaneous speech. One may classify speech material into lab speech, news
broadcasts, spontaneous speech, and conversational speech, in order of increasing difficulty.
Spontaneous speech is characterized by low sound quality and fast speech, such as lecture-style
speech. Levow (op. cit.) cites results in the 90% range for clean lab speech (nonsense syllables,
clearly uttered, usually with explicit omission of the difficult neutral tone), and general results
for news-broadcast speech are usually between 70% and 75%. We suspect thus that the ceiling
for spontaneous speech lies around 55% to 65%. Our best result of 47.6% (permissive) for
female speech is actually very decent, given that there are many features we did not yet
implement! Features we have not yet implemented (or found a use for in the SVM) are: open
quotient, intensity-based features, finer-grained normalizations such as least-squares coefficients
for pitch only in the second half of the syllable, etc.

Chinese has 4 or 5 tones, depending on whether one counts the neutral tone or not. We did not
succeed in recognition of the neutral tone because it is linguistically characterized by being
shorter than other syllables, having reduced vowels, and having a pitch that is highly context-
dependent. Unsurprisingly, the neutral tone will generally have features that are all over the
place. For this reason SVMs are perhaps inherently unsuited to detecting neutral tones in
Mandarin.

There are studies showing that native speakers are very bad at tone recognition of the three
Cantonese checked tones (the three level tones) in that their accuracy for without hearing the
tones in context (i.e. in words or phrases) is close to random (Daniel Jurafsky, p.c.). Maybe our
task was just inherently hard. One needs to consider that spontaneous speech may be the clearest
"natural™ level of speech for Chinese: news broadcasts are done by anchormen who are
specifically selected to speak clearly and occasionally overarticulate, as there are so many
regional languages ("dialects™) in China and clear transmission of Putonghua has great political
importance; and lab speech of nonsense syllables is of course not natural.

Finally, one reason why our results are not clearly comparable to the other results cited by us is
that often, only syllables with suffieitnly enough voicing are used (e.g., Levow (op. cit.) uses
only syllables with at least 50 ms of voicing. Do anything akin to that would have been
completely impossible for our corpus: spontaneous speech is mostly too fast for this, and we
would have had to throw away most of our already relatively small (3 hours of recorded speech)
corpus.

A different classifier to try would be a maxent classifier or a simple linear or quadratic model in
the features to be considered.

5. Conclusion
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We believe to have obtained accuracies (around 45%) that were reachable, given that we used a
corpus of spontaneous speech. We believe the upper limits for these corpora to be accuracies of
around 55%-65%, and thus our 10% improvement over baseline is one we are not ashamed to
show.
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