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Abstract

We build a system to perform information extrac-
tion over unstructured automotive advertisements
using various natural language processing tech-
niques including learning maximum entropy classi-
fiers for named entity recognition and using manu-
ally crafted rule based approaches. The informa-
tion extracted from these advertisements can be
used to perform structured search over certain at-
tributes of interest.

1 Introduction

1.1 Motivation

Advertisements on websites such as Craigslist1 are
largely unstructured text even though individu-
als would naturally want to perform structured
search over certain attributes of interest for pur-
poses such as purchasing a car. Craigslist is one
of the most popular websites in the San Francisco
bay area for posting advertisements for automobiles
(amongst many other things) but it offers a very
basic keyword-search interface to search through
hundreds of postings that are uploaded every day.
This makes it very difficult to efficiently find the
ads that are of interest to a particular individual
even though individuals are usually looking only for
specific attributes such as a particular make, or a
specific price range. Potential buyers would benefit
immensely if they could perform structured search
over these postings after specifying the criteria they
are looking for.

1www.craigslist.org

1.2 Problem Definition

The problem can be characterized as an informa-
tion extraction task, one where we are to populate
rows in a relational database with values for certain
attributes of interest. An information task may be
defined as extracting segments of the text to pop-
ulate the columns of a database but in this case it
would be ideal if we could go beyond this to under-
stand the semantics of some of the attributes; for
example, we would like to be able to extract an ac-
tual numeric value for the price of a car rather than
just the raw text that represents the price in the ad-
vertisement. While at first it may seem like this is
an easy task, on closer inspection of the advertise-
ments it becomes clear that there are many ambi-
guities to deal with since the advertisements are not
well-formatted and may shortforms and acronyms
are used.

Figure 1: Example 1 highlighting the challenges
faced by our system

We chose the following attributes of interest
based on the most common attributes that indi-
viduals use as criteria when selecting cars: make,
model, year, price, mileage, transmission. We also
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extract whether the posting was made by a dealer
or an owner, the location of the vehicle and a con-
tact phone number if provided in the advertise-
ment.

Figure 2: Example 2

1.3 Challenges

Figure 2 shows two prices mentioned in the ad-
vertisement related to different options for buying
but only one of these is the true price of the car
for sale. This is an example of the ambiguities that
may arise while extracting the price. Figure 1 is
another example where suggested prices from Kelly
Blue Book2 are mentioned as a reference but these
all differ from the price the car is being offered at.
Figure 3 shows an example of ambiguities that may
arise while determining the mileage. Moreover, the
semantics of expressions like “35K miles” has to be
understood so that a corresponding numeric value
of 35,000 miles may be extracted.

Figure 3: Example 3

1.4 Approach

There are two kinds of approaches usually adopted
for the task of information extraction. The first
approach is a rule-based approach where rules are
carefully crafted manually to identify instances of
attributes. The second approach is to provide a
statistical model with enough training data so that
it can learn the rules that are most effective; usu-
ally this approach is successful when ample training
data is available.

We decided that a combination of the two ap-
proaches would be most suitable for this purpose.

2www.kbb.com

After creating a dataset by tagging words in the ad-
vertisement with the appropriate attribute labels,
we used two MEMM classifiers, one for the tilte and
one for the body of the advertisement, to statisti-
cally learn rules that best identified the different
attributes. However since training data was man-
ually annotated and was not plentiful, very careful
feature engineering had to be done to avoid the
sparseness problem. Moreover, additional manual
rules were also employed to deal with this problem
and increase accuracy for certain attributes.

2 Data Set

Figure 4: Annotation System

We downloaded the HTML postings for cars and
trucks from craigslist. Our data consists of around
350 postings from the San Franscisco bay area sec-
tion. Each of these postings were unstructured and
the relevant information is contained in title and
main body.
In order to annotate these advertisements, we first
converted the HTML postings to text. Converting
them to text resulted in the loss of HTML tags,
however care was maintained to ensure that tags
that help recognize the title in these advertisements
were not lost. To perform this we used, we used a
free tool3to convert HTML pages to plain text files.

3http://www.nirsoft.net/utils/htmlastext.html
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The generated text files are then hand annotated
with the attributes (tags) using a Java-based doc-
ument annotation system which was developed by
NLP group at Stanford university and is part of
JavaNLP4 initiative.

3 System Design

Figure 5 shows the various components of the sys-
tem and illustrates how we extract relevant infor-
mation from the unstructured text. In the first
step, we parse the unstructured advertisement to
extract the title and body. To facilitate this step
the HTML advertisement downloaded is converted
to text format. However, care is taken to ensure
that the tags that help identifying a title are not
lost. The extracted title and body are then fed into
the Body and Title classifier.

Figure 5: Pipeline for extracting structured infor-
mation

3.1 Training of Classifiers

The core of our system uses maximum entropy
based classifiers to perform the named entity recog-
nition tasks. As is the case with all degenerative
classifiers, these are first trained on a corpus. We
decided to train two independent MEMM classifiers
for title and body. The downloaded HTML training
corpus was first converted to text files. It was then
manually annotated using the Stanford JavaNLP
annotation tool and then parsed to separate out
the title and body along with the attribute tags in
them. Using the title and body training data the
classifiers were trained.

4http://nlp.stanford.edu/software/tagger.shtml

Maximum entropy classifiers, as discussed in
class, belong to the general class of feature-based
classifiers which use a linear combination of weights
to produce a probabilistic model.

P (c|d, λ) =
exp

∑
i λifi(c, d)∑

c′ exp
∑

i λifi(c
′ , d)

An important aspect of these classifiers is the set
of features chosen. We explain in greater detail
the process of feature selection in the next sec-
tion. Weights for these features are calculated us-
ing the EM algorithm. The main aim is to choose
weights for the parameters λis that maximize the
conditional likelihood of the data according to this
model.

3.2 Generation of candidates

The classifiers trained above are used for the gen-
eration of candidate values for various attributes.
The classifiers take in the title and body data of the
unstructured advertisement and using the weights
of various features learnt in the above step classify
each word with an appropriate tag. The title and
body classifiers generate a separate set of candi-
dates for each of the attributes.

3.3 Combining the classifier results

We designed our system to use separate classifiers
for title and body. This was motivated by the fact
that the keyword dense title and body have inher-
ently different structures and thus merit different
classifiers. In the Results section we provide further
analysis of why this technique works and augment
our decision with precision, recall and F measure.
However, a direct complication arising from this use
of two classifiers was developing a just method for
combining the results of them. In our system we
use the a weighted linear combination of the two
classifiers.

3.4 Best candidates

As discussed above each of the classifiers gener-
ates a set of candidate words for various attributes
(tags). These candidate words have a probability
associated with them which is a measure of con-
fidence of the attribute (tag) attached with them.
Our final goal is to have only one candidate for
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every attribute. To achieve this we compare the
weighted probabilities (i.e. candidate probabilities
multiplied by the weights associated with the clas-
sifier) and select the candidate which has the high-
est probability among the set of candidates for that
particular attribute. In addition, to achieve higher
precision we augmented this with manual rule to
pick candidates in certain cases based on particu-
lar features.

4 Feature Selection

Maximum entropy classifiers belong to the general
class of feature based classifiers which use a linear
combination of weights to produce a probabilistic
model. A general approach to building such models
is to first define a set of features over data points
and then learn weights over those features for par-
ticular tags. Features selection is a critical part
for effective implementation of a maximum entropy
models. In this section we explain the features used
by our models and the effect of the features on F-
measure of various attributes (tags) present in the
system.

The features used in our model are binary in-
dicator functions that pick out particular contexts
and pair them with each attribute (tag). To select
our final set of features we used an iterative pro-
cess. We began by eyeballing through the data and
looking out for interesting features that could be
used to characterize a particular attribute.

A general approach for selecting features is to
first select global document level features and then
narrow down to more specific features. However,
as explained in section 3 our system uses a differ-
ent classifier for title and body. This design deci-
sion and the fact that title & body have an inher-
ently different structure made it necessary for us to
choose a different set of features for them.

4.1 Feature Descriptions and Moti-
vation - Title

Table 1 shows the features used in the Title clas-
sifier. An intuitive and obvious thing in titles is
use of keywords and lack any proper structured lan-
guage. For example instead of writing a proper sen-
tence like “We are selling a Toyota Corrolla man-
ufactured in 2000 for $1200”, a title more often

than not is presented as “2000 Toyota Corrolla for
$1200”’. Due to the general sparseness in title and
lack of any structure, contextual features like bi-
grams or trigrams become practically inconsequen-
tial. Building further on these observations we now
explain in greater detail the features used in the ti-
tle classifier.

Feature Example
isPresentLexicon Toyota

hasDollar hasDigit $1,235
hasParanthesis (San Mateo)

hasDigit 1998
hasApostrophe hasDigit ‘98

PrevLabel NEi−1

Word wi

Table 1: Features - Title

1. isPresentLexicon
This feature is used to indicate the presence
of make. For make detection we use a lex-
icon based approach. Since all makes are
proper nouns, a feature using generalized se-
mantic word groups based on lexicon could
greatly help in identifying them. The model
maybe able to learn that the words “Toy-
ota”,“BMW” and “Nissan” are indicative of
brands but would not capture the fact that
they are all related to each other since they
are types of makes. An important attribute of
makes is that for all practical purposes the set
of makes is closed and can be captured in a
lexicon. To build our lexicon we used all the
car makes available at Kelly Blue Book (kbb)5.
Each word in the title is checked for presence
in the lexicon and a boolean feature is added
to indicate the same.

2. hasDollar hasDigit
This feature indicates the price attribute based
on the presence of certain orthographic or sur-
face clues. This is a conjunctive feature which
is switched on with the presence of a digit and
‘$’ sign as the first or the last character.

3. hasApostrophe hasDigit
This feature was developed on similar lines as

5www.kbb.com
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price and relied on orthographic features. Eye-
balling through the data we found that year is
represented either as 4 digits, 2 digits or 2 dig-
its preceded by the ‘ symbol. We developed a
regex expression to check for these patterns.

4. hasParanthesis
This orthographic feature is used to detect the
presence of parenthesis in the word.

4.2 Feature Descriptions and Moti-
vation - Body

Table 2 shows features used in the body classifier.
These features are used in addition to the ones men-
tioned in Table 1. Unlike the brevity in the title,
body has more text available and thus contextual
features as shown by rows 7 and 8 of Table 2.

1. isPresentTrLexicon & isPresentOwLexicon
Lexicon based features for transmission and
owner. The current word is checked in the lexi-
con and the features are activated accordingly.

2. Word Representation
Words are also assigned to a generalized word
classs which replaces digits with ’x’ and re-
moves all other characters. This word class
is used to capture the contact information.

Feature Example
isPresentTrLexicon Automatic/Manual
isPresentOwLexicon Self-Owned/Dealer

hasDigit hasDash 123-456-2345
hasDigit hasDot 123.456.2345

hasDigit hasParanthesis (123)456-2345
Word Representation (123)456-2345 - x(10)

Neighbor wi−1

Neighbor wi+1

Table 2: Features - Body

4.3 Feature Evaluation

As already mentioned, feature selection should be
an iterative process. To analyse the effect of the fea-
tures, we calculated the weights of the features for
each of the attributes(tags). This gave us insight on

how features are causing an impact on attribute se-
lection. Figure 6 shows the weights of various fea-
tures for different attributes. For brevity and com-
prehensibility purposes we are showing the weights
of only selected features for an attribute(tag).

Figure 6: Weights of various features for different
attributes in Title.

Figure 6 and 7 reinforce our understanding and
knowledge of the domain. On going through the
training data we realized that ‘Year’ is most cases
precedes the make of the car. As can be seen from
Figure 6 the feature PrevLabel with the value of
‘Year’ has a substantial weight and is present in the
top 2 features for detecting the make label. An-
other important point that can be observed from
the two figures is the extremely high weight for lex-
icon based features for the attributes ‘Make’ and
‘Transmission’. These high weights point to the
direction that attributes that can be represented
using closed set lexicons should be prefrebally mod-
eled using them.

Figure 7 also illustrates the difference in the
structure between the title and body parts of an
advertisement. The relatively high weights for the
feature ‘Neighbor’ indicate presence of contextual
information in the body. Further proof of this can
be from the values of the feature ‘Neighbor’. For
example, the word ‘obo’ or ‘or best offer’ is often
succeeded by the price. The high weight on this
and other relevant contextual features shows cor-
rectness of our model and features.
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5 Results & Discussion

In this section we present the results obtained using
the above system. We tested our system on 50 new
previously unseen instances and report the recall,
precision and F measure. As already mentioned
our system is build using a different classifier for
title and body. This design decision introduces a
critical step of combining the candidates generated
from the two classifiers into one final candidate set.

Figure 8 shows the F measure obtained using

Figure 7: Weights of various features for different
attributes in Body.

Figure 8: F-measure using weights ratio as 1 & 3
between both title and body classifiers

two different combination strategies. Classifier 1 is
a linear combination of the body and title classifier
with equal weights. Classifier 2 is also a linear com-
bination of the classifiers with weights for the title
classifier 3 times the weights for the body classi-
fiers. As can be seen from the histogram, classifier
2 using non equal weights preforms better in rec-
ognizing brand and model. Intuitively this makes
sense, since the title should have a higher probabil-
ity of having the correct the make and model.

Label Recall Precision F1
Make 47.05 87.5 61.20
Model 44.44 75.0 55.81
Year 55.55 80.0 65.57
Price 37.5 100.0 54.54
Miles 27.27 100.0 42.85

Location 35.71 100.0 52.63
Contact 100.0 100.0 100.0

PostedBy 100.0 100.0 100.0
Transmission 77.77 87.5 82.35

Table 3: Recall, Precision and F1 using only Body
classifier

Further insight into our decision of using non uni-
form weights can be obtained by comparing the re-
sults in table 3 and table 4. Using only the body
classifier the recall, precision and F measure are
really low for almost all attributes except contact,
posted and transmission. On the other hand, title
classifier has very high F measure for all attributes.
However, the attributes miles, contact and trans-
mission have 0 recall as people generally don’t post
them in the title. This phenomenon can be fur-
ther understood by taking cognizance of the fact
the make, model, price and location are almost al-
ways present with a high degree of accuracy in the
title.

Table 5 shows the final values of precision, re-
call and F measure. The recall in most cases is
better than the precision reported which is favor-
able given that our end goal is to improve search
over the data. Hence, we would ideally want an
overall recall of 100 to report all positive instances
for a given query even if at the cost of some pre-
cision (similar to the spam classification problem).
An interesting trade off arising from the sparseness
of the data can be observed by comparing table
5 and 6. Table 5 are obtained by not using a
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Label Recall Precision F1
Make 100.0 94.44 97.14
Model 100.0 94.44 97.14
Year 100.0 100.0 100.0
Price 93.75 100.0 96.77
Miles 0.0 - 0.0

Location 92.85 100.0 96.29
Contact 0.0 - 0.0

PostedBy 0.0 - 0.0
Transmission 0.0 - 0.0

Table 4: Recall, Precision and F1 using only Title
classifier

Label Recall Precision F1
Make 100.0 88.88 94.11
Model 100.0 83.33 90.90
Year 100.0 100.0 100.0
Price 93.75 100.0 96.77
Miles 90.90 83.33 86.95

Location 100.0 100.0 100.0
Contact 100.0 100.0 100.0

PostedBy 100.0 100.0 100.0
Transmission 88.88 88.88 88.88

Table 5: Recall, Precision and F1 not using Neigh-
bor as a feature

global document level context feature like ‘neigh-
bor’. Instead it uses specific instances context fea-
tures for attributes like miles. For example, we add
the ‘neighbor’ feature for the attribute miles only
when surrounding word is ‘miles’ and not always.
Due to the inherent sparseness this seems to work
well. The precision, recall and F measure values
using contextual features can be seen in Table 6.

Figure 9 shows comparison of F measures for
various features with and without contextual fea-
tures.

Finally figure 10 shows the learning curve ob-
tained for F measure of various features using dif-
ferent sizes of the training corpus. On the x-axis
we have the number of training samples available
and on the y-axis the F measure for various at-
tributes. From the curve an interesting analomy re-
garding the F measure of location can be observed.
To further investigate its cause we looked through
the new training samples added. These training
samples had substantial noise in them, this noise

Label Recall Precision F1
Make 100.0 94.44 97.14
Model 100.0 94.44 97.14
Year 100.0 100.0 100.0
Price 100.0 100.0 100.0
Miles 54.54 75.0 63.15

Location 100.0 100.0 100.0
Contact 100.0 100.0 100.0

PostedBy 100.0 100.0 100.0
Transmission 77.77 87.5 82.35

Table 6: Recall, Precision and F1 using Neighbor
as a feature

could be a plausible reason for the reduction. Our
learning curve levels off at around 200 samples, this
shows that adding new training samples wouldn’t
be too helpful.

5.1 Error Analysis

By using specific features motivated by error anal-
ysis performed on test data, we were able to over-
come many of the challenges mentioned in Section
1. Figure 1 shows an example of an advertise-
ment where multiple prices are mentioned; this ad-
vertisement contains along with the correct price
three other prices which are the KBB prices for
Excellent, Good and Fair condition. Through er-
ror analysis, we noticed that a reasonable fraction
of advertisements contain such ambiguities but if
a price is present in the title it is usually the cor-

Figure 9: F-measure with and without neighboring
words as a feature
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rect price that we are looking for. This prompted
us to weight the classifier for title higher than the
classifier for body as mentioned before. Moreover,
when the price was not present in the title, our
’neighbor’ feature turned out to be quite useful; for
example, as shown in figure 7 the body classifier
learned that if the neighboring word is ’obo’ then
this is almost always the correct price; ’obo’ is a
common acronym used in automobile classifieds on
craigslist and stands for the phrase ’or best offer’.
Still there were certain ambiguities where the sys-
tem is not able to correctly choose in the face of
these ambiguities. For example, for the advertise-
ment shown in figure 3, the system is unable to
correctly recognize that neither of the two miles
mentioned is the correct one we want. Ambigui-
ties of this kind and other ambiguities unresolved
by our system currently may be fixed by having a
much larger training data size so that features that
use contextual information will become much more
effective. But even with a relatively small train-
ing dataset, we were still able to gain significantly
from contextual features by doing careful feature
selection.

6 Future Work

In the course of this project we made substantial
progress for attribute based search. However, a lot
of possibilities remain to make the system more ro-
bust. The current implementation of our system
uses a very simple technique for extracting the best
word from the set of candidates for a tag. It would

Figure 10: Learning Curve

interesting to compare this simple process with ex-
isting classifiers like Naive Bayes, Ada boost and
SVM. Furhter, as the result indicate lexicon based
approach for recognizing make of a car is very effec-
tive. A similar lexicon can also be built for model
of a specific make. This can help improve the recall
for the attribute make.

Our system was designed to use two classifiers.
To combine the results of these two classifiers we
currently use non uniform but fixed weights. The
weights for this linear combination can also be
learnt using the EM algorithm.
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