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Introduction

For this project, I did text clustering on a set of scientific papers. The goal was
to build a system which, when presented with a paper, the system would return
other papers that might be of interest to the user.

Data

The first thing I needed to do was find a source of data. I chose to use a
repository of algebraic geometry papers downloaded from the arXiv database.

The reason for choosing this particular subject was a combination of personal
interest and practical benefits from the paricular subject chosen. Over the course
of 15 years, arXiv has collected roughly ten thousand algebraic geometric papers.
I planned to use references between documents as a measure of similarity, and
I figured the field of algebraic geometry was small enough that there would be
many references between the documents. On the other hand, there should be
enough subtopics within algebraic geometry for the clustering to come up with
some interesting results.

To use the data, I first downloaded all ten thousand papers, with permission
from the webmasters at arXiv. I then wrote several scripts that found important
features of the papers. For example, I needed to find the author and title of the
papers and find the body of the paper between the header and the references
section. The first was useful for finding references between papers, and the
latter was important so that when clustering, I wasn’t clustering on obvious
words such as the title of each paper.

When writing these scripts, I chose to be very selective so as not to have a data
set filled with incorrect information, but this still resulted in a data set of 2700
papers to cluster.

Evaluation

When evaluating clustering, there are two situations in which the clustering is
typically performed. One is the case where the data can be labeled by hand,
meaning we can do things like evaluate the purity of clusters. Unfortunately,
that is not the situation we find ourselves in here, as labeling each of these
papers would require more time and knowledge than I have.
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This would apparently relegate us to the situation of having to use metrics
on the clusters themselves, such as inter and intra cluster distance. However,
many of the papers reference other papers in the algebraic geometry set, giving
us a tool we can use to track similarity. Obviously, since the references are
part of the papers, they might influence the clustering by virtue of being in
the paper. Accordingly, I removed the text of the references from the papers
before clustering, including the small references in square brackets (eg [foo])
that appear in the body of papers.

If paper X references paper Y, this suggests the two are related in some way that
our clustering approach would hopefully capture. A quite common occurance
would be a reference that doesn’t inform us of paper similarities, such as paper
X referencing paper Y for one particular result without actually being on the
same topic as Y. However, one would hope that references occur more often
than random chance, so there would be some signal of paper similarity from
using these references. The more frequently a reference link is entirely within
one cluster, the better.

One nice thing about using reference accuracy rate is that it gives some insight
into how well scattered the cluster sizes are. If we compare reference accuracy
to the expected rate of randomly assigning clusters, we can see both whether
the clustering is organizing clusters well, and whether it is spreading documents
out to different clusters well.

For example, if we use 20 clusters and find a reference accuracy rate of 0.4, with
an expected accuracy of 0.35, that suggests the clustering is keeping too many
documents in only a few clusters. If we find a reference accuracy rate of 0.15
and an expected rate of 0.1, the clustering is picking good sized clusters, but
losing too much information. When the accuracy rate is 0.4 with an expectation
of 0.1, though, then we start to think the clustering is working.

To find the expected reference accuracy rate, I treated the k clusters as k dif-
ferent colors for balls and figured out the probability of picking two balls of the
same color. Thus, if the number of elements in cluster i is ni, and the total
elements is n, the expected accuracy rate is:

k∑
i=1

ni(ni − 1)
n(n− 1)

I did make some graphs showing inter- and intra- cluster distances, but these
graphs were almost meaningless, as every change in the clustering changed the
scale. Therefore, they are not included here.
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Clustering

The first method I tried was to cluster using kmeans, with the vector space being
the set of unigrams in the papers. I then used kmeans with bigram features. I
also tried various ways of modifying the kmeans algorithm, including different
ways of normalizing or using PCA to reduce the dimension of the feature space.
Finally, I tried a couple HAC approaches, but these turned out to be less effective
than the kmeans approaches I had already tried.

KMeans

The first attempt was to use kmeans with feature vectors that represented the
number of times a word shows up in a paper. (I reduced all numbers to a
single token, <num>.) This rough attempt has several problems with it, which
we go into later, and so the accuracy is actually quite bad. However, even
this experiment showed an improvement over random chance in assignment of
references to clusters.

The first problem with this that I considered was that math papers have many
small “words” representing variables. Accordingly, I reduced all words of two
letters to a single token, and then tried again with all words of three letters.
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Eliminating short words reduced the number of unique words, which was useful
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for efficiency, and also improved the accuracy of the reference assignments.

Words eliminated Unique words
None 86983
|x| ≤ 2 84607
|x| ≤ 3 64463

For the case of eliminating |x| ≤ 3, I ran the experiment starting from a lower k
to see what difference that would make. It seemed that the reference accuracy
improved, but the entropy of the cluster size got worse (high entropy would be
good), so there was no clear indication that a small k was a good idea.

I did not try experiments with more than 3 letter words, as that would start
eliminating too many words of interest to algebraic geometry. Indeed, important
words such as “lie” (as it “lie group”) were already eliminated by removing all
3 letter words.

One interesting direction for future work would be to try experiments with
eliminating longer words, but without eliminating words such as “lie”. This
would require expert advice on which words to keep.

One problem with this elimination is that now each document had a very large
feature based on how many small words it had. This feature wound up represent-
ing the length of a document more than any contextual information, meaning
the clusters were based more on length than on anything else. Fixing this re-
quired renormalization. Overall, without renormalizing the feature vectors at
all, the dominance of simple words made the results extremely noisy and not
very useful. On the other hand, by throwing away short words, I had already
improved the results at least a little.

Renormalizing feature vectors

The next obvious problem was that the feature vectors were badly skewed in
various ways. One was that common words were a very large component of the
overall length of each feature vector. Another problem was that longer papers
had more total weight and would therefore be very far from similar but shorter
papers. To fix this, I tried various schemes for renormalizing the size of vectors.

The first observation I made was that without any kind of renormalizing, the
clusters tended to be dominated by the number of words that matched the
“<short>” or “<num>” tokens. Only once those words were in rough propor-
tion would the clustering separate documents by the rest of the words. This was
in large part responsible for the performance being barely better than random
in the previous set of experiments.
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The first scheme I tried to fix this was to divide the features by the maximum
value in any of the feature vectors, renormalizing each dimension to between
0 and 1. This did not help with the overall problem, though, as the results
would now break into three or four large clusters with most of the mass, with
many tiny clusters with only a few documents in each cluster. For example, one
iteration with 20 clusters produced a cluster with 1565 of 2707 documents, with
several clusters of size 2. It turned out one of the small clusters was composed
of all the French documents in the data set, so the clustering was clearly still
separating documents correctly. Furthermore, it did improve on the reference
score (slightly), as the reference rate was 0.413 instead of the expected rate of
0.394. However, overall this was fairly useless, as the number of documents in
the largest cluster was unacceptably high.

The next thing I tried was to first renormalize the features to the range 0 to 1,
and then renormalize each vector to have a length of 1. This helped with both
the uneven distribution problem and the overall reference accuracy:

This was a large improvement over previous attempts. However, it was still far
from perfect; the graph still has spikes where the expected reference rate was
quite high, indicating cluster sizes with very low entropy.
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Changing the clusters

To compensate for the times when kmeans found very large central clusters, I
changed the way I was picking the starting clusters. The way I had been picking
starting clusters was to randomly pick a data point and use that as the cluster.
Since the space is very high dimensional, it is too easy for one cluster to absorb
all of the mass, leaving the rest to be small, isolated clusters. Instead, I picked
m starting points and averaged them together to make the starting clusters for
various values of m, such as 4, 10, or 20.

This seemed like a good idea at the time, but this did not help. The low entropy
problem of the clustering was not helped; instead, it would occur more often than
before. Even worse, the relative improvement in reference accuracy was lower.
The larger the set of averaged data points, the worse the overall performance.
Furthermore, the algorithm would often fail to converge even after hundreds of
iterations, only stopping when cut off after a high time limit.

The reason for these changes is clear. Because the feature space is so high
dimensional, starting off with two or more data points averaged together in a
cluster means that the cluster will have data of two completely different dimen-
sions. Worse, because I first averaged the data points and then renormalized
the cluster, the cluster started off quite far from its original data points!

Typical results would be:

References 0.875 0.516 0.548
Expected 0.858 0.406 0.387

This gave me an idea, though. If the results were getting worse as you added
more starting points to a cluster, what about getting rid of clusters that were
too large? I experimented with eliminating any cluster that had more than x%
of the data for various values of x, such as 12%, 20%, or 30%.

Unfortunately, this didn’t help, either. What happened was by the time one
large cluster was eliminated, another large cluster would be close enough that
it would become just as large as the old cluster on the next pass of cluster-
ing. Regardless of the cutoff size, the result was inevitably that the clustering
would have even less entropy in cluster size than before. However, this does
present another idea for future work: throw away the large cluster and then
stop clustering, using the remaining centroids as clusters.

Finally, I renormalized the features by dividing by the total number of oc-
curences for that feature in all documents, rather than the max. Thus a word
like “the” would have a very narrow range for its possible values (if I hadn’t
already discarded it), whereas a rare word such as “homology” would have a
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much wider range. Renormalizing this way produced arguably better results:

Even though the overall reference accuracy dropped, the accuracy was now much
higher relative to the expected reference accuracy. This was because the cluster
sizes were much more evenly distributed with this renormalization method.

One particularly noticeable example with this method was the clustering found
for k = 22 in this experiment. The expected accuracy was 0.0625, but the found
accuracy was 0.178. For this particular experiment, the cluster sizes were very
smoothly distributed, but the reference accuracy was still on par with other
experiments. (Note: because of the random nature of the clusters, this does
not mean that 22 is the right number of clusters to use; it just happens to have
worked well in this case. In general 10-30 clusters seemed to work best on this
data set.)

Analysis of the Unigrams

The unigram clusters would have different levels of quality depending on how
large they were.

Small clusters tended to be very coherent, such as the French cluster mentioned
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above, and other small clusters would often be composed of just one topic.

As clusters got larger, to the 20 to 100 paper range, they started to make less
sense as clusters. For example, one cluster in the last experiment described had a
combination of papers on “elliptic curves”, “toric bundles”, “ruled surfaces”, and
a scattering of papers on other topics. Although some of the papers were clearly
related, subsets of the cluster would be seemingly unrelated. Unfortunately, the
obvious conclusion that there were not enough clusters did not apply. Instead,
only a fraction of the “toric bundle” papers would show up in any given cluster,
for example.

Large clusters would be extremely disorganized, with vast quantities of papers
thrown in for no obvious reason. Since the reference accuracy would often be
reasonably high compared to the expected accuracy, there was obviously some
connection, but in general the large clusters were not clusters a person would
have chosen as a gold standard.

One of the biggest difficulties was the dimensionality of the problem. Even
though reasonably rare words such as “homology” had a large feature range,
and therefore a large contribution to the overall clustering, even rarer words
such as a person’s name would have an ever larger contribution to the overall
clustering. The number of unique words compared to the number of papers
meant that each paper could have a small handful of unique words, which would
give it a high distance to any other paper’s feature vector, meaning it was very
hard to extract a meaningful signal from the data. Later on we discuss using
Principle Component Analysis (PCA) to help solve this problem.

Bigrams

In the previous section, it often seemed that the biggest problem was with
the dimensionality of the problem. Two texts that shared a few important
words surrounded by text with completely different language would have a large
difference between their vectors, no matter how we renormalized the data.

Nevertheless, I tried to use bigrams renormalized using the technique of dividing
each feature by the sum of all its values and then making the feature vectors of
unit length. This increased the dimension of the space to over 600000, which
wound up not working at all for the given data set.

In most cases, the expected and the actual references matched were almost
identical, indicating the clustering was no better than randomly assigning papers
to clusters. As the cluster size increased, though, the bigram clusters had a slight
improvement over the expected number of references. However, there was no
way to argue this was an improvement over the unigrams.
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The biggest problem with this attempt was the dimensionality of the problem.
A couple ideas for fixing this come to mind. One idea would be to throw much
more data at the problem. The problem with this solution is the amount of data
needed would be infeasible. Since the dimension of the problem had increased by
10x, perhaps increasing the data set by 10x would let the bigrams compete with
the unigrams. However, getting that many papers in the subtopic of algebraic
geometry would be a problem. Getting as many papers as the dimension of the
problem would be impossible. Obviously we could get this many papers using a
wider range of topics. However, this would have two negative side effects. The
first is doing so would increase the dimension even further. The other is that
the original goal was to find subtopics of a particular subject, so adding more
subjects would be completely counterproductive.

Another idea for fixing the dimensionality of the problem would be to use a
technique such as PCA. The unigrams problem is only 2700 papers by 60000
features, for a matrix of roughly 200 million numbers. For that size problem, a
modern laptop using Matlab is almost able to find the first several rows of the
SVD. Even for the bigrams problem, Lanczos methods could solve the SVD for
a matrix with roughly 2 billion numbers.
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PCA

As mentioned, modern computers should be able to solve the SVD for the bigram
problem, given enough time and specialized code. I did not want to make this
a linear algebra project, though, and I didn’t have time to do so, anyway, so I
worked with a subset of the data when finding the principle components.

In particular, I limited the data set to 434 of the papers, which also limited the
dimension of the problem to 22000. I then printed out a large matrix of the
data, using the sum normalization method described for the unigrams. I fed
this matrix into matlab and ran an SVD.

Included for comparison is a graph of the unigram method without PCA.
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The results were an astonishing improvement. Clearly projecting to a lower
dimension improved performance significantly.

Then, rather than varying k, I tried varying the number of priciple components
used, with a fixed cluster size of k = 40. As a sanity check, note that clustering
by one principle component gives almost random results. Inspecting the vector
for this singular value makes it clear this is the vector representing document
length, so this is a good result to see.
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Results acheive their highest relative accuracy around 30 PCs and acheive their
highest absolute accuracy around 60 PCs.

I also ran the experiment with varying k and using IDF instead of the normal-
ization similar to IDF, but that did not have as good results:
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A good idea for future work would be to run PCA on the complete data set or
on the bigram distribution.

HAC

I also tried HAC as a clustering algorithm. I built an HAC tree using a couple
different distance measures, and then I chose clusters by walking up the tree
until I had the desired number of clusters. This clustering algorithm did not
seem to work as well as kmeans, though. In particular, the problem of one large
cluster was extremely pronounced.

Using the min element metric, one cluster quickly grew to encompass the entire
data, regardless of what dimension I projected the data onto using PCA. This
was not surprising, as in low dimensions, there would not be enough signal
available, and in high dimensions, large clusters would naturally be closer to
scattered individual data points than small clusters would.
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Using the max element metric, the cluster growth was not quite so bad, but
there would still be a few large clusters in the middle of the data that wound
up collecting everything. Although the accuracy was good, the distribution of
cluster sizes was too peaked, so high accuracy was the expected result.
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I did not try average distance measurements, as I did not expect them to produce
smaller clusters than the max distance approach. If the furthest data point in a
large cluster could still attract more points, then surely the average data points
from within that cluster would also attract the same points.

Good clusters

The best results I found were using kmeans on feature vectors of unigrams.
To get good results, I used a renormalization method similar to IDF, where
I divided a feature by the total number of times it appeared anywhere in te
documents. PCA was also necessary to get good results. With this kind of
clustering, it would be perfectly reasonable to get one cluster with 20% of the
data, a handful of clusters with 5% of the data, and the rest of the clusters with
roughly 1%-2% of the data.

Here, 434 data points are clustered into 39 clusters:
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One cluster of size 94 is not included to make the histogram more readable.

The fact that this approach often found good results, with a good distribution
of cluster sizes, suggests repeating kmeans for roughly this number of clusters
several times until a smooth distribution of cluster sizes is acheived.

Some example clusters (from this and other iterations) were clusters involving
“threefolds” and papers written by the same author. The latter observation
gives an idea for future a potential improvement: find all examples of an au-
thor’s name and drop that from the features. This might decrease the accuracy
evaluation used, since authors tend to cite themselves quite a lot, but it would
improve the overall objective.

Conclusion and Future Work

Although one would expect a more complicated clustering models involving
higher order n-grams to work better if presented with enough data, the problems
involving high dimensional spaces limited the features to unigrams. In this
regime, a properly renormalized kmeans approach organized the papers into
clusters in which the papers inside the clusters referenced each other much more
often than would be expected by random chance. This seems to indicate the
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clustering had succeeded. However, this was not always the case, as sometimes
the clusters would be papers written by the same author instead of more useful
clusters on one particular topic.

One interesting direction for future work would be to find and remove all in-
stances of author names, which would hopefully eliminate clusters based on
authors rather than concepts.

Another, possibly minor, improvement would be to be more careful about elim-
inating various words. Some words we eliminated when removing short words
would actually be quite useful, such as “lie”, a common word in “lie group” or
“lie algebra”.

Another direction would be to use the HAC trees for more than just picking k
clusters. For example, knowing which clusters merged when might give some
insight into how similar papers are. Furthermore, since the original goal was
to make recommendations based on a query paper, the neighbors of a queried
paper in the HAC tree might make for good recommendations, even if the overall
HAC clustering was not as good as the kmeans clustering.

Finally, one explanation for why the bigrams failed so badly was the high di-
mension of the feature space. PCA helped significantly with the unigrams, but
was too expensive to run on the set of bigrams. However, there are plenty of
techniques that would allow PCA on the larger data sets; they just need to be
implemented or integrated with this project.
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