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Abstract

In the context of machine translation, languages can  
take on implicit morphology. For instance, nouns in a  
morphologically  poor  language  can  be  assigned 
implicit  cases  when  being  translated  into  a 
morphologically  rich  language.  We  investigated  a 
technique of predicting cases for English nouns, in the  
context of English-Czech translation. We used a parser  
trained on Czech treebank to annotate the target side  
of  the word-aligned parallel  corpus.  The cases were  
then  projected  from  Czech  into  English  via  the  
alignments. Finally, a maximum entropy classifier was 
trained to  predict  cases  of  English  nouns in  unseen  
sentences. We evaluated our technique on a held-out  
set of word-aligned data, achieving 62.5 precision, and  
20.9 recall (F-score of 31.4). Extensive error analysis  
showed  that  contextual  and  POS  features  acted  as  
most  useful  for  the  classification  task.  Overall,  we  
showed  that  one  can  produce  a  generalized  case  
annotator for a morphologically poor language, given  
a  morphologically  rich  one.  The  achieved  precision 
suggests this technique might be useful for the task of  
machine translation.

1. Introduction

Statistical machine translation relies on large amounts 
of  training  data  in  order  to  produce  adequate 
translation quality. Unfortunately, for morphologically 
rich  target  languages,  data  sparsity  can  often  cause 
poor  agreement  within  sentences.  Namely,  the  same 
word on the source side can be translated as several 
differently  inflected  words  on  the  target  side.  It  is, 
therefore, desirable to disambiguate the morphological 
information of the source, prior to translation.

In  this  paper,  we  attempt  to  enrich  the 
morphologically  poor  source  text  by  annotating  the 
nouns with implicit cases, given a morphologically rich 
target  language.  Throughout  the  paper,  we  will  be 
working with an English-Czech system.

1.1. Motivation and related work 

To get a better idea of the impact of errors caused by 
poor  morphological  choices,  consider  the  error 
classification  for  an  English-Greek  system  of  A. 
Eleftherios  and  P. Koehn (2008), shown in Figure 1.

Figure 1.  Classification of errors on an English-Greek 
system as suggested by Vilar  et al. (2006) 

Note that over 40% of errors are caused by incorrect 
word form. We chose to focus on a particular subset of 
this problem – noun cases. Although this is an English-
Greek  system,  it  is  very  likely  that  these  problems 
persist  with  other  morphologically  rich  languages  as 
well.

Our  task  is  to  predict  cases  of  nouns  in  unseen 
English  sentences.  Although a  lot  of  work has  been 
done on source annotation, most of the efforts, such as 
Avramidis  and  Koehn  (2008)  and  Krujiffova  et  al. 
(2006),  have  been  focused  around  rule-based  or 
manual methods. Although such methods achieve good 
accuracy  and  high  annotation  coverage,  they  require 
substantial  knowledge  of  the  target  language,  and 
therefore do not scale well with the increasing number 
of  languages  demanded  from  statistical  machine 
translation.  Kujiffova  et  al.  (2006)  substitutes 
projection  for  manual  rule  generation,  but  still  uses 
manually  aligned  data,  which  is  not  immediately 
scalable.



Our  goal  is  to  produce  a  method  of  annotating 
English  nouns  with  cases,  given  Czech  as  a  target 
language.  We  would  like  this  method  to  be  target-
language-agnostic, to ensure scalability, and involve no 
manual or  rule-based annotations.  Such an  annotator 
can then be useful for the task of machine translation 
via  the  factored  model,  described  in  Avramidis  and 
Koehn (2008), and Hoang and Kohen (2007).

2. Methodology

In  this  section we review the  end-to-end pipeline of 
training a noun case annotator for English sentences. 
We also discuss data and tools involved in building this 
pipeline.

2.1. Pipeline overview 

Since  English  does  not  have  noun  cases,  we  must 
project this information from Czech. Thus,  we begin 
with a large set of English-Czech parallel data. First, 
we  perform  word  alignment  on  the  sentence  level. 
Then,  we  annotate  Czech  side  with  morphological 
information, by employing a parser trained on treebank 
data.  Finally,  we  follow  the  alignment  links  from 
Czech  to  English,  projecting  the  cases  from  Czech 
nouns  into  English  nouns.  In  order  to  ensure  that 
projection only happens when nouns align to nouns, we 
also annotate the English side with a POS tagger, and 
check that the aforementioned condition holds prior to 
projection.

Once the source nouns have been annotated, we can 
train  a  Maximum Entropy  Markov Model  (MEMM) 
classifier.  The  success  of  the  classification  task  will 
largely  depend  on  the  set  of  features  we  chose  to 
annotate our training data with. Tuning of the classifier 
and subsequent testing should be done on two separate 
held-out sets of case-annotated source sentences.

2.2. Data 

We obtained 53K sentences of parallel English-Czech 
text  from  Prague  English-Czech  Dependency 
Treebank,  Čmejrek  (2004).  The  text  was  already 
sentenced-aligned  –  each  source  sentence  aligned  to 
one, and only one, target sentence.

Czech  morphological  annotator  was  trained  on 
Prague Dependency Treebank 2.0 (PDT 2.0) data. This 
suite came with a whole ensemble of useful annotators, 
parsers, and preprocessors.

2.3. Tools 

As mentioned in the previous section, morphological 
annotator was supplied with the PDT 2.0 data.

Word alignment was performed with GIZA++, Och 
and Ney (2000).

Source  (English)  side  part  of  speech  tagging  was 
performed with Stanford's POS tagger, Toutanova et al. 
(2000, 2003).

2.4. Implementation details 

Most of the tools were used directly “out of the box”, 
with  the  exception  of  GIZA++.  In  order  to  avoid 
alignments  of  a  single  Czech  word  to  numerous 
English words, we had to reduce the maximum fertility 
parameter to 2 (from the original 9).

The rest  of the training proceeded as follows. All 
Czech and English parallel  data files were combined 
into single source and and a single target files. They 
were  then  preprocessed  using  English  and  Czech 
tokenizers, supplied in PDT 1.0. GIZA++ was then run 
with  maximum  fertility  set  to  2,  aligning  Czech  to 
English. The aligned sentences file was passed directly 
to MEMM classifier trainer/tester.

Unpreprocessed Czech sentences were given to the 
PDT 2.0's morphological annotator pipeline. It runs its 
own  tokenization,  SGML conversion,  morphological 
lemma  assignment,  and,  finally,  tag  disambiguation. 
The final output was post-processed to have blank-line-
delimited sentences. Each sentence was represented as 
a  single  word  per  line  (left  to  right  becomes top  to 
bottom), matched to its disambiguated morphological 
annotation tag. For example:

Lesovi     NNMS1-----A----
ten        PDIS4----------
problém    NNIS4-----A----
nedal      VpYS---XR-NA---
spát       Vf--------A----
.          Z:-------------

Here, the first two characters of the tag represent the 
part of speech. The 5th character (e.g.  Lesovi [1]  and 
problém [4]) represents case. The case identifiers have 
the following mapping:

-    Not applicable
1    Nominative
2    Genitive
3    Dative
4    Accusative
5    Vocative
6    Locative

  7    Instrumental
  X    Any



Note that we only considered case labels 1 through 7. 
The  annotated  file  was  then  passed  directly  to  the 
MEMM classifier trainer/tester.

Finally,  for  efficiency  considerations  we 
constructed  a  vocabulary  from preprocessed  English 
text and passed it to Stanford's POS tagger. As a result 
we had to choose a single part of speech for each word, 
which  probably  hurt  our  performance,  but 
significantly sped up our  experimentation cycle.  The 
final  entires  in  the  tagged  vocabulary  looked  as 
follows:

again_RB
against_IN
agape_JJ
agate_JJ
age_NN

The  vocabulary  in  this  form was  passed  directly  to 
MEMM classifier trainer/tester.

The classifier training code read in all of the data 
mentioned above and processed it to prepare a source-
annotated  sentence  set.  This  projection  was  done  as 
follows. For every noun on the target (Czech) side, we 
consulted the alignment file to determine which source 
(English)  words  the  noun  aligned  to.  Any  of  those 
words, which were themselves nouns according to the 
POS-tagged source (English) vocabulary, received the 
projected case annotation of the target  (Czech) noun, 
according  to  the  morphological  annotation  file.  The 
noun agreement was taken to be an alignment of  NN 
POS tag on target size to any of NNP, NNS, and NN on 
the source side. The case annotation served as a class 
label. Source sentences were represented one word per 
line  with  blank  line  serving  as  a  delimiter.  Those 
words,  which  received no  case  annotation,  were left 
unlabeled.

2.5. Data after training

After running word alignment with GIZA++, 24% of 
the  Czech  words  remained  unaligned.  Of  the  53K 
sentences  of  parallel  English-Czech  text  from,  only 
31K  have  passed  the  noun-agreement  filter.  This 
means that over 40% of word-aligned sentences did not 
have a single noun on the target side aligning to a noun 
on the source side. This is indicative of a rather noisy 
alignment, which is not unexpected, since we still have 
a fairly small corpus for a very morphologically rich 
language.  For  the purposes  of  the  MEMM classifier 
training we have thrown out all sentences that did not 
pass the noun agreement filter.

3. MEMM Classifier

Our task  is  to  recognize which words on the source 
side should be marked with one of the case labels (1 
through 7). We first highlight some basic theory and 
implementation  details,  and  then  proceed  to 
establishing a baseline for our subsequent experiments.

3.1. Theory and implementation 

MEMM is  an  iterative  model.  It  maintains  a  set  of 

weights    and updates them on every iteration as it 

aims  to  minimize  the  log-likelihood  of  the  training 
data.  Recall  that  the  training  data  is  labelled  with 
classes that we eventually want to assign to words in 
unseen  English sentences.  Thus,  given  a  data  set D 
labelled  with  classes C,  we  aim  to  optimize  the 
following objective function

F =−[ ∑
 c ,d ∈C , D

log  pc ∣ d , ]            (1)
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Here  fi are the indicator functions that signal whether 
feature i is present in a datum (c', d).

The optimization of the objective function in (1) is 

done along its derivatives with respect to each i . The 

computation  of  the  derivative  for  a  feature  can  be 
performed very efficiently by calculating the difference 
between its true count and its predicted count, based on 
the label distribution the model learned so far. The log 
of (2) can be computed efficiently by simply summing 
the weighted feature counts and subtracting the log of 
the denominator. Note that the denominator normalizes 
our  weighted  counts,  which  makes  p a  valid 
distribution over training data. 

Finally,  we  add  smoothing  to  our  model  by 
penalizing  large  weights.  To  do  so,  we  rewrite  our 
objective function as follows

G  =F ∑
i


i

2

22
                               (3)

Correspondingly,

           
∂G 

∂
i

=
∂F 

∂
i




i

2
                                (4)



Thus,  we  can  adjust  the  derivatives  we  computed 
earlier by a simple factor, dependent on the weight of 
the feature only.

3.2. Baseline performance

The  features  given  to  our  MEMM  classifier  can 
contain any information about the word or its context. 
We started with a single simplest feature – the word 
itself.  We  split  our  data  into  training  set  of  50K, 
development set of 500, and a test set of 1.5K. Our F-
score on development set was 30.2, with a precision of 
43.4 and a recall of 23.2. Note that by recall here we 
understand the fraction of correctly annotated source 
nouns out of all nouns that had annotations in the test 
data  via  projection.  The  test  set  had  45.8  precision, 
24.2  recall,  yielding  an  F-score  of  31.7.  The  case-
specific  performance  on  both  sets  is  summarized  in 
Table 1.

Case Dev P / R Test P / R
Nom 55.4 / 41.2 58.6 / 40.9
Gen 40.9 / 19.5 44.1 / 23.6
Dat 1.6 / 2.1 1.9 / 1.42
Acc 41.3 / 13.2 39.5 / 12.7
Voc 62.5 / 38.5 75.5 / 51.43
Loc 47.4 / 9.9 46.4 / 9.7
Inst 15.4 / 2.9 12.5 / 1.2

Table 1.  Baseline performance for each case

As  evidenced  by  our  recall  number,  the  greatest 
source of errors in the baseline model was simply not 
recognizing many nouns that needed tagging. That is 
expected, since using words themselves as a feature is 
prone to the data sparsity problem. There is very little 
chance  that  we will  recognize  a  noun that  we have 
never seen before. In fact, even if we have seen that 
noun it is possible for it to appear in a different case 
depending on context (this is after all the point!).

Table 1 results highlight that Nominative case gets 
the highest precision and recall, when adjusted for the 
number of times that case was identified. Looking at 
the output, we find that many named entities (e.g Les,  
Robyns, California) have been correctly labeled. These 
entities don't change their case very often and so the 
classifier  can  pick  up  the  case  correctly  just  from 
having seen the word. Still, several entities were not 
labeled  with  a  case  (e.g .  Colleen,  Summers,  
Washington).  Most  of  the  mistakes,  however,  were 
concentrated around the fact that the classifier predicts 
the  same  case  for  a  word  that  it  has  seen  most 
frequently during training. This is not classifier's fault, 
but rather that of the lack of disambiguating features. 

4. Features

To  disambiguate  case  annotations,  we  must  look 
beyond the word itself. Besides the usual orthographic 
features to  help further  disambiguate  named entities, 
we felt  that  most  important  would be the  contextual 
features.  For  instance,  in  prepositional  phrases,  the 
case is most often influenced by contextual words (e.g. 
the leading preposition). Since the results between dev 
and test seem to be correlated at least for the baseline, 
we will report the rest of the experimental results on 
the development set only. The test set will be added at 
the end for final comparison.

4.1. Orthographic features

In an attempt to differentiate the named entities, which 
are  predominantly  of  Nominative  case,  we  looked 
through some training data and found that most entities 
that  have a case annotation have only the first  letter 
capitalized  (e.g.  Anna,  Waukesha,  Leslie).  So,  we 
added the corresponding feature.

Surprisingly,  our  performance  dropped.  We 
obtained an F-score of 28.6, with precision of 40.3 and 
a  recall  of  22.2.  It  appears  that  there  were  enough 
capitalized entities that did not have Nominative case. 
They were labeled as Nominative due to it being the 
most frequently observed case for capitalized entities 
in training. For example, verb phrases, such as “told  
Anna” and “went to Washington” suffered.

Altogether, it turned out that orthographic features 
are not really discriminative for this problem. Adding 
them confuses the tagger by biasing it towards more 
frequent cases.

4.2. Context features

In an attempt to add some differentiating features for 
the Genitive and Accusative cases, we decided to add 
previous words as features. This is because these two 
cases  are  most  often  found in  prepositional  phrases. 
Briefly looking at some PPs in the training data, we 
concluded  that  adding  3  previous  words  would  be 
sufficient.  Going  beyond  that  introduced  significant 
data sparsity issues and hurt performance. Note also, 
that although less significantly than past context, future 
context also plays a role. A good example of that is the 
possessive token  's, which is usually indicative of the 
Genitive case. To accommodate for that, we also added 
the next word as a feature.

Although the resulting overall F-score was 30.8 and 
precision was much higher at 57.9, recall dropped to 
20.1. While all cases benefited from these contextual 



features,  the  ones  that  benefited  the  most  were 
Nominative, Genitive, and Accusative.

The  benefit  to  the  latter  two  cases  above  was 
expected, and we indeed saw several corrected phrases, 
such  as  “of  the  breakdown  lane_GEN”,  “on  her 
car_GEN  phone”,  and  “on  the  surface_ACC”. 
However, we were a bit surprised by the Nominative 
case. As it turns out, many nouns in Nominative case 
start at the beginning of sentence, which would now 
have  a  unique  contextual  tag  of  having  no  previous 
words.  Furthermore,  the  indefinite  articles  a  and  an 
also indicate Nominative nouns. Thus, phrases such as 
“a spouse_NOM” and “a top student_NOM” were now 
correctly labeled. This was true of the definite article 
the as well.

Another surprising discovery during error analysis 
was the fact that although we targeted prepositions, we 
also got some useful information from frequent verbs. 
Phrases such as “speak words_ACC” and  “had opened 
markets_ACC” received correct cases.

Of the errors not solved by our contextual features, 
most prominent were the confusion between Genitive 
and Accusative cases. In particular, PPs with  of  as a 
leading preposition have caused some ambiguity. It is 
not  clear  how  to  disambiguate  between  the  two. 
Linguistically  speaking,  the  Genitive  ase  more  often 
applies to animate objects or personal pronouns. Given 
our  limited  set  of  annotations,  it  would  be  hard  to 
introduce such a distinction.

4.3. POS tags 

Low  recall  continues  to  be  an  issue  between  our 
experiments.  Since  we only  consider  nouns  for  case 
annotation, we want to encourage our classifier to pay 
more  attention  to  nouns  rather  than  other  parts  of 
speech. Thus, we decided to add a part of speech tag to 
every word.  Ideally,  since nouns are the only words 
that have annotations,  our classifier should only tag 
nouns and, hopefully, increase recall.

We obtain an F-score of 32.1, with precision of 60.1 
and recall of  21.8. Although recall didn't improve as 
significantly as precision, we were quite happy to see 
that this feature was a step in the right direction.

Besides  overall  gain  in  correct  annotations 
dispersed among all case labels, error analysis did not 
reveal a conclusive trend.

4.4. POS tags + Context

During  error  analysis  of  our  contextual  features  we 
noticed  that  verbs  and  prepositions  have  a  strong 
influence on the cases of the nouns they precede. We 
even  observed  that  for  some  popular  verbs,  case 

annotations  of  the  subject  noun  was  corrected. 
However,  for  less  common  verbs,  data  sparsity 
problem kicks in and if we have never seen a particular 
verb,  we  have  no  chance  of  successfully  predicting 
case. So, a logical step would be to “bucket” verbs.

In  general,  we  decided  to  annotate  contextual 
positions around our word in question with the part of 
speech  of  the  corresponding  words.  Similar  to 
contextual  features  we  added  the  POS tags  of  three 
previous words, as well as a single following word. As 
a result, we obtained an F-score of 31.4, with precision 
of  62.5  and  recall  of  20.9.  Again,  precision  has 
improved at the expense of recall. 

Error analysis revealed that we now do a better job 
of correctly labeling some verb sentences (specifically 
past  tense),  but  we  have  also  introduced  more 
confusion  between  Genitive  and  Accusative  cases 
within  prepositional  phrases,  since  prepositions  have 
the same POS tag.

Having  concluded  our  experimentation  cycle,  we 
end up with the results presented in Table 2. This is a 
comparison  of  case-specific  precision  and  recall 
numbers  between  the  baseline  system  and  our  final 
system, evaluated on the test set.

Case Base P / R Final P / R
Nom 58.6 / 40.9 69.4 / 33.5
Gen 44.1 / 23.6 55.2 / 14.4
Dat 1.9 / 1.42 50.5 / 2.86
Acc 39.5 / 12.7 52.3 / 18.1
Voc 75.5 / 51.43 70.5 / 20.5
Loc 46.4 / 9.7 56.6 / 11.2
Inst 12.5 / 1.2 62.5 / 8.3

Table 2.  Final system performance, compared to baseline

5. Results

We started out with a very modest baseline. Although 
we  made  significant  progress  in  improving  the 
precision of our predictions,  we didn't  manage to do 
much about improving recall.

5.1. Precision vs Recall 

The reason for poor recall is quite pathological to our 
method. We rely on good word alignments to produce 
enough projections for training purposes. However, as 
we  mentioned  in  the  very  beginning,  40%  of  our 
training  data  sentences  do  not  have  a  single  source 
noun  aligning  to  a  target  noun.  Furthermore,  on 
average  less  than  20%  of  nouns  within  a  given 
sentence were aligned to other nouns.



Before  we  bemoan  our  rotten  luck  any  further, 
however, let us revisit our original goal. Although we 
do want to annotate as many nouns on the source side 
as  possible,  in  the  end we would like  our  tagger  to 
produce annotations that could be used beneficially in 
the machine translation process.

Following Eleftherios and Kohen (2008), the likely 
platform  for  utilizing  our  annotations  would  be 
factored translation model with back off. Namely, after 
annotating source sentences with cases, we would train 
an additional translation model. At translation time, we 
would attempt to extract annotated source alignment to 
the  proper  inflected  target  form.  If  there  is  no  such 
source  phrase,  we  would  back  off  to  a  less  sparse 
model (e.g. simple source/target or source+pos/target). 
Note that this approach will only hurt performance if 
our alignments disagree in cases. That is, having a high 
precision in predicting correct noun case on the source 
side  has  more  direct  influence  on  whether  the 
additional  translation  model  would  improve 
performance. Thus, although we present several ideas 
on  improving  recall,  our  precision  numbers  are  not 
entirely meaningless in absence of the correspondingly 
high recall.

5.2. Evaluation soundness 

Since we don't have manually annotated set of source 
sentences, our evaluation was performed on the held-
out set of projected case annotations. This approach is 
not most desirable for at least two reasons: combined 
lossy processes; less meaningful recall numbers.

Combined lossy processes refers to the fact that in 
order to generate our test data, we had to rely on the 
following  processes  to  be  correct:  word  alignment, 
morphological annotation of Czech, POS annotation of 
English. While POS annotation is the most accurate of 
these three, the word alignment is definitely not to be 
entirely  trusted.  Note  that  every  incorrect  alignment 
during  training  confuses  the  classifier,  since  wrong 
alignments  are  not  always  persistent  between 
sentences. That is, certain nouns will not consistently 
align to each other (correctly or incorrectly).

However, using manually annotated test set would 
not be entirely appropriate either. This is because the 
training data has many unannotated nouns. This once 
again highlights the issue of data sparsity due to poor 
word alignments.

5.3. Limitations 

The main advantage of our approach is that it allows us 
to use large amounts of parallel data and existing tools 
to  avoid writing manual rules  or  performing manual 

projection  or  alignment.  However,  our  approach  has 
several limitations.

As  we  mentioned  several  times  now,  word 
alignment is a very noisy process. Adding more data 
might help, but it is not always the case. Secondly, we 
rely heavily on the ability to assign morphological tags 
to  the  target  side  of  the  translation  system.  This 
presupposes  the  existence  of  a  morphological  parser 
for  the  target  language.  Unfortunately,  these  are  not 
always  available.  For  instance,  one  of  the  popular 
morphologically rich languages is  Russian. However, 
there is no treebank data for Russian, nor are there any 
annotators  or  taggers.  It  is  possible  to  introduce  yet 
another lossy process into our framework and generate 
a  parser  by  translating,  say,  Czech  to  Russian  and 
projecting the annotations. However, given that our set 
up  is  not  very  robust  to  already  existing  processes, 
adding another level of indirection is not likely to be 
helpful. 

6. Conclusions and future work

Our goal  was to  build a  source noun case annotator 
without performing rule-based or manual projections. 
We were happy to see that, although the results weren't 
entirely satisfactory, it is possible to produce such an 
annotator. Furthermore, the precision numbers suggest 
that  this  annotator  might  fit,  beneficially,  into  a 
factored  translation  model.  Although  it  would  be 
utilized  rarely,  chances  are  it  would  improve  case 
agreement in translated sentences.

Most of the effort of our project went into making 
all the various tools work correctly together. A lot of 
issues arose during data preparation and preprocessing. 
Although  we  have  successfully  built  an  end-to-end 
pipeline, capable of making case predictions for unseen 
English nouns, we didn't get to spend as much time on 
improving the performance of our system.

As future improvements for better word alignments 
we could try more aggressive filtering, such as aligning 
words  in  both  directions  and  then  intersecting  the 
alignments to improve precision. More data would also 
potentially improve the alignment quality.

As  future  improvements  to  MEMM classifier,  we 
could  try  the  following  features:  1)  parse  source 
sentence  and  apply  subject/object  annotations  to  the 
nouns 2) add left or right parse tree siblings as features 
3) project more information (e.g. gender).

Finally,  in  order  to  see  if  our  work  could  indeed 
help  with  machine  translation,  we  should  try 
implementing a factored translation model, following 
Eleftherios and Koehn (2008).
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