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Abstract

This paper describes a system for learning
before-after temporal relations by training
on text and dependency relation patterns
mined from large-scale corpora. We
mined the Google N-gram corpus to  ex-
tract good text patterns to use as features
in a temporal ordering classification sys-
tem.  Though we identified these as being
qualitatively good features.  Classification
results were just above baseline.  We
compare this set of features to another set
of features generated from a corpus of de-
pendency relations in newswire text.  The
latter set of features improved classifica-
tion beyond baseline by about 2%, but
when combined with existing state-of-the-
art features, worsened performance by a
small amount.

1 Introduction

The extraction and classification of temporal rela-
tion in text is an important component of natural
language understanding and has wide applications
in information extraction, question answering,
summarization, and inference.  For example, com-
prehending the sentence, "Sebastian Pinera is
sworn in as president of quake-hit Chile as a 6.9-
magnitude aftershock strikes the centre of the
country," requires understanding that the event
indicated by the phrase "sworn in" occurs during
the event indicated by the phrase "strikes."  The
task of temporal ordering encompasses both classi-
fication of pairs of events and classification of
pairs of events and times.  Recent work in this field

has improved performance on this task by focusing
on the use of supervised machine learning tech-
niques to extract textual features in event strings
and their surrounding context that are indicative of
particular types of temporal relations.

Unfortunately, the small size and poor labelling of
the TimeBank corpus limit the amount of data
available for supervised machine learning methods
to learn features for temporal relation classifica-
tion.  While TimeBank provides a number of use-
ful textual features, such as part of speech, tense,
modality, and polarity, this set of features is lim-
ited to what can be derived solely from the text of
documents contained in the corpus.  One potential
way to address this problem is to harness the large-
scale data available from other existing corpora
and the World Wide Web to supplement the infor-
mation in TimeBank.  Using labelled examples
from TimeBank, we can mine these other corpora
for features characteristic of these event pairs in
documents beyond the TimeBank corpus.  Such
features could be used to improve current temporal
relation classifiers while also labelling additional
event pairs to expand the corpora available for su-
pervised learning in the field of temporal relations.
In this paper, we describe a system that compares
contextual features drawn from TimeBank, text
pattern features drawn a Web corpus of N-grams to
supplement TimeBank, and dependency features
drawn from the Gigaword corpus of newswire text.

We discuss previous work on temporal relation
extraction in Section 2.  Section 3 describes the
design of our experiments, and Sections 4 and 5
describe our data and implementation.  Section 6
gives the results of our experiments, which we
analyze in Section 7 and suggest improvements
upon in Section 8.
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2 Previous Work

The TimeBank corpus for temporal relation classi-
fication was introduced by Pustejovsky, et al.
(2003). Mani, et al. (2007), Lapata and Lascarides
(2006), and Chambers, Wang, and Jurafksy (2007)
built classifiers based on this corpus with varying
features.  Mani, et al. used a MaxEnt classifier,
with individual word features like tense, aspect,
modality, polarity, and pairwise features involving
these construct, while Lapata and Lascarides fo-
cused on learning features to detect inter-sentential
temporal relations.

Chambers, Wang, and Jurafsky (2007) imple-
mented a fully automatic machine learning system
for the learning and classification of temporal rela-
tions for pairs of events.  This system used many
of the features described in earlier work while
adding many more.  They draw a large number of
features from the text, including the event string,
lemmas of event words, part of speech tags for
words in and surrounding the event string, and bi-
gram features of tense, aspect, and class.  Also
used are syntactic features like parse tree charac-
teristics, WordNet synsets, presence in a list of
select prepositional phrases, and a split approach
that learns separate models for event pairs that ap-
pear in the same sentence and those that appear in
different sentences.  An SVM trained on these
features performed very well, achieving a peak
accuracy of 59.43% on TimeBank.

Mani, et al. (2007) also focus on the effects of
certain variations on training methods on the accu-
racy of the classifier.  They found that partitioning
the training set by pairs rather than documents pro-
vided better performance on the test set, and that
transitive closure can amplify these effects by in-
creasing or decreasing the amount of shared con-
text between the training and test sets.

Our work is similar to that of both sets of authors
in terms of focusing on the task of learning types
of relations for event-event pairs.  We depart from
these studies by looking beyond the TimeBank
corpus for feature learning. We supplement the set
of features drawn from TimeBank with features
drawn from large-scale data in the hope that the
scale of the data and the additional information it
brings will result in more sophisticated features.

Finally, one interesting aspect of current work on
temporal relation extraction and classification tasks
is enforcement of global consistency of all pair-
wise relations.  Mani, et al. (2007) do some pre-
liminary investigation in this area using a greedy
algorithm based on confidence intervals that adds
progressively less confident pairwise relations to a
globally consistent set.  Chambers and Jurafsky
(2008) build upon this work by enforcing global
constraints like transitivity and time expression
normalization to improve classification of
BEFORE/AFTER relations by about 3.6% over a
model that simply classifies event-event pairs sepa-
rately.  While we find this task fascinating and
large-scale data may supplement these approaches
to ensuring global consistency, we focus on the
more fundamental task of showing the usefulness
of large-scale data in the basic task of temporal
relation classification.

3 Design

Our system includes a set of features drawn from
the context of the event-event pair, as well as two
sets of features mined from larger corpora using a
set of seed event-event pairs.

3.1 Contextual Features

The contextual features are drawn from the sur-
rounding sentence and other context of an event-
event pair.  They are mostly taken from the fea-
tures described by Chambers, Wang, and Jurafsky
(2007), and include the event word itself; POS tags
of the event word, the preceding two words and
following word; tense; grammatical aspect; mo-
dality; polarity; event class; whether the event is
part of a prepositional phrase; WordNet synset of
the event; bigram POS features; matches between
events in tense, aspect, and class; dominance of
one event’s phrase over the other; and whether the
events are part of the same sentence.

3.2 Mining Features Using Seed Event Pairs

We mine new features using a form of bootstrap-
ping by searching for a seed set of event-event
pairs with known temporal relations in large cor-
pora.  If these pairs appear often in a particular
pattern, we consider that pattern a potential feature
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for classifying temporal relations.  We limit the
patterns we select by requiring a minimum number
of appearances of seed event-event pairs in those
patterns.   For example, the  seed event-event pair
<dive, swim> almost always has a BEFORE rela-
tion since one must dive into a body of water to
swim.  We look for instances of this event-event
pair in a large corpus and try to find patterns in
what textual or dependency relations this pair ap-
pears in, making sure to discard patterns that
equally match pairs of opposite temporal relations.
For example, if <dive,swim> and <swim, dive>
occur approximately equally often in the same
pattern, that pattern holds little meaning for tempo-
ral relation classification.

3.3 Selecting Seed Event Pairs

We select the seed set to include event-event pairs
that are strongly associated with either a BEFORE
or AFTER relation.  A more complex approach
would be to include all seed pairs when mining
features and later use the classifier to prune mined
features with low weights. We avoid this approach
because it is computationally inefficient. The point
of the work is to mine a large corpus with under-
annotated data for features, thus resulting in a
lower weight computation time.  However, an
analysis of the performance difference between the
two techniques, both in time and in accuracy,
would be an interesting avenue for future work.

4 Data

In order to derive a seed set of event-event pairs
with which to mine patterns, we use the human-
annotated TimeBank corpus.  We also use Time-
Bank for generating training and test sets on which
to apply the classifier.  Our large-scale data was
drawn from the Google N-gram corpus and the
Gigaword corpus.

4.1 Timebank Corpus

The Timebank Corpus consists of 186 newswire
articles that have been annotated according to the
TimeML specification with temporal information,
including events, times, and temporal relations
between events and times.  There are six types of
relations, along with their inverses (BEFORE,
IBEFORE, INCLUDES, BEGINS, ENDS, and

SIMULTANEOUS), but due to some ambiguity in
human annotations for relations that might imply
some overlap or simultaneity, and for simplicity's
sake, we focus on event-event pairs in either a
BEFORE or AFTER relation.

4.2 Google N-gram Corpus

The Google N-gram Corpus consists of English
word n-grams and their observed frequency counts
across 1 trillion publicly accessible Web pages.
The pages were tokenized in a manner similar to
that of the Wall Street Journal portion of the Penn
Treebank, with the exception of hyphenated words
(treated as separate tokens), hyphenated numbers
(one token), sequences of numbers separated by
slashes (one token), and sequences that resemble
URLs or email addresses (one token). The length
of the N-grams ranges from unigrams to 5-grams;
for this project, we only use 4-grams and 5-grams
in order to maximize the context window for pairs
of events. The corpus contains 1,318,818,354 4-
grams and 1,176,470,663 5-grams.

4.3 Gigaword Corpus

The Gigaword corpus is a corpus of newswire text
from the Associated Press and the New York
Times.  In total, there are 1,756,504 words in these
collections, making it a significantly smaller cor-
pus than the N-grams Corpus  From this data, the
Stanford NLP group has generated two aggregated
data sets – phrases and dependencies.  The phrase
information is a list of phrase structure trees gener-
ated from all the sentences in the data.  Depend-
ency relations represent the syntactic relationship
between all pairs of related entities in the sentence.

5 Procedure

5.1 Seed Set Generation

We generated our seed set using the TimeBank
corpus.  First we crawled the TimeBank corpus,
and extracted all verbs that appeared in a be-
fore/after context.  These verbs needed to fulfill
two criteria in order to be included in the seed set:

1. Appear at least three times in TimeBank
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2. The majority label must occur at least 80% of
the time.

3. The minority label must occur at most 10% of
the time.

This generated a preliminary seed set of 201 verbs.
Upon preliminary inspection, these seemed to be
reasonable choices for before/ after verbs.  Here is
a sampling of the before/ after verbs that our
SeedExtractor chose:

defraud, convictions  |  commenting, implication
convictions, thrown   |  meet, reported
abducted, recover |  shipped, record
kidnapped, killed |  convictions, released
rally, believe |  introduced, accounted

The patterns listed above conform closely to our
intuitions about semantic ordering of temporally
related verbs.

We noticed that verb pairs with the verb “said”
dominated our SeedSet.  Of the 201 verbs we ex-
tracted, 63 of these pairs included the word “said.”
Since TimeBank is a database comprised of news
reports, we believe that the abundance of “said”
verbs is a property intrinsic to the data.  To more
carefully track the effect of “said” verbs, we cre-
ated three separate seed sets: the original set, only
“said” pairs, and only pairs without “said.”.

5.2 N-Gram Pattern Generation

After generating a seed set, we used this set of
“high confidence” verbs to generate “high confi-
dence patterns.”  For this task, we used the Google
N-grams corpus, a set of about 32 billion four and
five word patterns that occur in web text.  If we see
one of our high confidence verbs in a particular
pattern, then we add this pattern to a set of good
patterns.  At the end of our run, we keep only pat-
terns that have occurred with at least three distinct
verb pairs.

Each pattern has three values associated with it.
First, there is the number of unique seed pairs that
we saw in that pattern.  Then, we have two values:
before and after that indicate how before-indicating
and after-indicating each pattern is.  When we see
a pattern that contains one of our before-indicating
verbs from the seed set, we increment the pattern’s
before value with the integer value associated with
how many times that particular n-gram appears on
the web.  For example, if <arrest, convict> is a be-
fore verb, and we see the n-gram “they arrest and
then convict 86”, we would extract the pattern
“they [_] and then [_]” and increment our before
count by 86.  We follow a similar process for up-
dating the after value.  Ultimately, we hope to see
large disparity between the “before” and “after”
values of our good patterns.  Patterns with large

Figure 1.  Diagram of Architecture for Feature Mining.  When mining dependency features, we replace the N-
gram corpus with the Gigaword corpus.



Lin, Long, Miduthuri 5

separation between these values occur primarily
around verbs with a certain kind of temporal rela-
tion.

In addition to the baseline pattern set, we also gen-
erated patterns using the no_said Seed Set and the
only_said seed set, to account for the dichotomy in
our data set.  Then, because of the prevalence of
common words – especially pronouns and preposi-
tions – in our pattern set, we decided to run another
experiment with more aggregated information.  All
pronouns were collapsed into the label [PRON]
and prepositions under the label [PREP].

5.3 Dependency Pattern Generation

One of the deficiencies we observed with N-gram
patterns was that we could only glean information
from up to three surrounding words.  Often, the
relationship between two verbs is determined by
far away word cues or by the structure of the sen-
tence.  Consequently, we decided to use trees, not
N-grams, to gain access to broader context.  Given
Stanford’s data, we chose to use dependencies
rather than phrases.  We feared sparsity issues that
would arise if we mapped the full tree path from
one verb to another, and believed that the depend-
encies extracted by the Stanford parser more suc-
cinctly described the relationship between the two
verbs.

To extract good dependencies from our corpus, we
followed much the same procedure as we did for
Google N-grams.  Using the seed set, we extracted
only those dependencies that appeared with either
“before” verb pairs or “after” verb pairs at least
60% of the time.

5.4 Classification

We implemented a logistic regression classifier,
using Weka, in order to test the validity of the pat-
terns we found.  The training set for our classifier
consisted of a collection of feature vectors based
on all the before/ after verbs that appear in the
TimeBank corpus.  Each verb has a corresponding
n-dimensional vector, where n is the number of
good patterns that we’ve seen.  The feature values,
then, encode whether or not we’ve seen the verb
pair occur with a given feature.  We also tested a
version of the program in which these are not bi-
nary features and, instead, represent the number of
times we’ve seen the verb pair occur in that feature
pattern.  This vector is associated with the majority
label of that verb pair in TimeBank, and we use
90% of our data to classify.  Then, for testing, we
try to guess the majority value of the remaining
10% of verbs in TimeBank, based on what patterns
they appear in.
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6 Results

We have two distinct measurements of our results.
We include the results of our classifier.  Then, to
try to isolate the quality of our feature set, we
plotted the average majority (before/ after) value
corresponding to each trial.

In order to validate the quality of our features, we
trained and tested a classifier on TimeBank data,
using 10-fold cross-validation. The baseline, or
majority value, for these tests is 51%.

6.1 N-Gram Pattern Quality Results

Figure 2 shows the results of our classification.
Though we list different parameters in the table’s
column, none of these features made very much
overall difference in our classification.  Because
our classification results were disappointing, we
endeavored to create another measure of the qual-
ity of our patterns.

MAX(before, after) / (before + after)
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Figure 3.  Majority Pattern Label vs. Trial

Figure 3 shows how the majority before/after value
divided by total instances of a pattern changes as
we broaden the scope of our patterns.  Our experi-
ments were:

1. No seeds with “said”
2. All seeds
3. All seeds, with pronoun collapsing
4. All seeds, with preposition and pro-

noun collapsing

Evidently, as our patterns become more general,
(and we find more instances of each pattern in the
corpus), those patterns become more predictive of
whether a particular verb pair will exhibit a before

or after temporal relation.  This accords with our
intuition, and shows a promising trend of im-
provement as our patterns become more sophisti-
cated.  Though we could not use a classifier to
prove the validity of the patterns we extracted, this
measure shows that these patterns are, nonetheless,
predictive of something.   

6.2 Dependency Pattern Quality Results

Figure 5 shows the results of our classification.
Our features, when used on their own, resulted in
an improvement of 1-2% on average over baseline
as well as the classifier trained on N-gram patterns,
suggesting that the mined dependency patterns
constituted good features for temporal relation
classification.  Based on this, we combined the
dependency patterns with contextual features in a
new classifier.  However, this classifier performed
slightly worse than a classifier trained only on the
contextual features.  We attempted to improve this
by varying restrictions on the minimum ratio of
majority label required to include a dependency
pattern as a feature in our overall feature vector,
but were not successful in getting the combined
classifier to perform better than the classifier
trained only on contextual features.  We discuss
reasons why this may be the case and examine the
mined dependency patterns more closely below.

7 Discussion

7.1 N-Gram Pattern Analysis

Since our results show only a slight improvement
above the baseline, we will spend most of this sec-
tion discussing how we attempted to fix our classi-
fication results, and why we think the patterns we
extracted were, in fact, valuable.

Figure 4. Sample Patterns
Unique
Verbs

Before After Pattern

19 0 528851 [_] been [_] [PREP]
100 85382 21673 [_] that [PRON] [_]
46 53446 533 [_] [PRON] would [_]
47 19211 61483 [_] , “ he [_]

We contend that training on all seeds, with pro-
noun and preposition collapsing, led to the best
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overall patterns.  This impression is supported by
the high MAX(before, after)/(before + after) meas-
ure plotted in Figure 3,  Analyzing these patterns
led us to some fairly interesting conclusions about
the nature of these text patterns.  First, when the
word “been” falls in between the two verbs, the
majority value for these pairs is an overwhelming
100% AFTER.  This means that every time we see
the word “been” between two other verbs in the
training set, we can conclude that the first verb
occurs temporally before the second.  Moreover,
when “been” occurs syntactically after both verbs,
the first of these verbs occurs temporally before the
second an amazing 100% of the time.  We also
observed a near-perfect correlation between the
AFTER patterns and patterns that had either “had,”
“has”, or “had” occurring between the two verbs.

Upon further analysis, these results aren’t quite as
incredible as they seem.  Both forms of “have”, as
well as “been” are signifiers of past perfect tense.
Intuitively, if the second verb is conjugated in the
past perfect tense, this is a strong indicator that it
happened before other events earlier in the sen-
tence.  Indeed, to refer to this more concisely, we
can talk about a verb’s modality.  Using modality
to gauge temporal ordering.  In Chambers and Ju-
rafsky’s most recent classifier, modality was one of
their chosen features (Chambers, 2008).  However,
Chambers and Jurafsky derived this feature using a
human-labeled corpus.  In contrast, the effect of
had, have, has, and been in our classifier is auto-
matically generated.  As a result, this automatic
feature generation seems like a promising path to
take to discover new patterns lurking in text.

We see a similar phenomenon with [PREP] that
come in the word or two after the second verb.
Again, in nearly 100% of observed cases, this par-
ticular syntactic feature is indicative of an AFTER
relationship between the two verbs.

Though the accuracy is striking, the effectiveness
of this feature runs counter to our hypotheses.  Be-
fore we began the experiments, we believed that
prepositions encoded some of the best semantic
information available to us to use in classifying
temporal relations.  By collapsing all pronouns into
a single label, we lose the distinction between
words like to and from, by and during.  Even “be-
fore” and “after” are prepositions!

The success of this feature speaks to two things:
sparsity issues and generalizability issues with our
data.  When finding good patterns, we would like
two things: first, that theses patterns have specific
semantic information encoded in them that is rele-
vant to temporal ordering and second, that we are
able to apply this same pattern to many different
verbs and get consistent results.  To make a pattern
applicable to more verb pairs, we often must use
groups of words instead of a single word.  Using
many words interchangeably dilutes the semantic
information that a single word provides us with.
Yet, since text can appear in so many different
forms, this is a necessary evil.  We must generalize
to make sure that the patterns we see in training are
likely to repeat themselves during testing.  Indeed,
collapsing words across a syntactic category seems
to be an effective strategy to deal with these issues.
In the future, we hope to continue this approach,
and perhaps extend it to replace n-gram data with
parse trees.

Finally, the fourth pattern listed in Figure 4 is in-
dicative of a whole class of patterns that involve
some combination of comma, quotation mark, and
pronoun.  Since these patterns come from pattern
sets without collapsed pronouns or prepositions,
we see many variants of the same pattern.  This
kind of consistency is reassuring; it shows us that
PatternGetter is picking out a whole class of utter-
ances, and can generalize across pronouns even
when it doesn’t know that pronouns are collapsi-
ble.  This also shows us that “said” verbs occur in
specialized contexts – that is, usually just before or
after a quotation mark.  Because we are sure of
what verbs inhabit this specialized context, we can
make more confident inferences about their tempo-
ral relation to each other – especially if we know
how “said” tends to relate temporally to other
verbs.

In conclusion, many of our patterns conform to our
intuitions about what kind of context should sur-
round temporally ordered verb pairs.  Furthermore,
some of these patterns correspond very closely to
previously isolated features like modality.  Since
modality seems to be effective at gauging temporal
ordering, we believe this means that our features
will be, as well.
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7.2 Dependency Pattern Analysis

Figure 5: Results of dependency pattern trials using
10-fold cross-validation. Min Ratio refers to the mini-
mum percentage of majority label required for depend-
ency patterns to be included as features.

Overall, the dependency patterns had a similar
MAX(before, after)/ (before+after) value to the
most general of our N-gram patterns.  We conclude
that this means that there is an upper bound to
positive relationship we observed between the
specificity of pattern and this ratio.

Overwhelmingly, dependency patterns involved
prepositional relations.  This is interesting because
it accords with what we’ve seen with the N-gram
patterns, and because prepositional relations are a
minority of possible dependencies.

A manual inspection shows that many of the pat-
terns that we generated seem to be genuinely re-
lated to temporal ordering.  For example, the top
six dependency patterns in Fold 1 were:

1. prepc_before
2. prep_opening
3. prep_during
4. prep_at
5. prep_before
6. prep_after

Equally interesting are the discarded dependencies
– aka, those that do not meet our minimum be-
fore/after consistency threshold of 60%.  A large
majority of these are not prepositional. Most non-
prepositional dependencies are discarded in feature
selection, although some, like conjunctive depend-
encies, make it through the process.  One surpris-
ing factor is that what would seem to be strong
temporal relation indicators, such as prep_before,
do not necessarily perform well.

The characteristics of the seed set explain why de-
pendency patterns are able to provide a consistent
1-2% boost in performance over baseline. We fur-
ther refined the features by varying our restrictions
on dependency pattern selection. In selecting de-
pendency patterns as features in our classifier, we
impose a minimum ratio of number of appearances
of the pattern with the majority label to total num-
ber of appearances.  Decreasing the minimum ratio
includes more patterns, which covers more infor-
mation but threatens to include patterns unassoci-
ated with temporal relations.  Increasing the
minimum ratio ensures association with temporal
relations but may not provide sufficient informa-
tion for classification.  Our trials show that an op-
timal minimum ratio is about 0.75.

The success of dependency features on their own,
gave no indication that they would hurt classifier
performance when added to the contextual features
classifier.  One possible reason for this is an over-
all reduction in the weights of strong features like
POS with the addition of a large number of weaker
features. Due to time constraints, we couldn't find
a way to look into the training weights assigned to
each particular dependency feature, so we con-
ducted our error analysis based on the cor-
rect/wrong answers predicted by the classifier, and
what the value of each of the dependency features
was for each test datum.

Figure 6 shows the correlation of particular de-
pendency patterns’ appearances in test examples
with correct classifications of testing examples.
One interesting thing to note is that while the im-
portance of dependency features for classification
decreases with the introduction of contextual fea-
tures, the decreases is in some cases not nearly as
much as would be expected from adding so many
additional features to the classifier.  This, along
with the failure of dependency features to improve
a classifier that already has the contextual features,
suggests that the dependency features may cover
overlapping ground with some of the contextual
features.  In particular, the contextual features re-
lated to prepositional phrases, phrase dominance,
and inter-sententiality seem like they might corre-
late conceptually with some of our most useful
dependency patterns.  The noise in annotation, ei-
ther from manual mistakes in Timebank or from
computational mistakes in Gigaword parsing,
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might result in conflicting information about the
same concept in some cases, weakening the ability
of the classifier to discern between labels and
thereby explaining the worse performance that re-
sults from the combination of contextual and de-
pendency features.

We also note that none of the features correlates
more than 60% with correctly classified data, and a
large number of them are present in only 30-40%
of the overall data. Thus, the features, while valu-
able, are not overwhelmingly predictive on their
own.  This supports our initial suspicion that add-
ing these features to the classifier may keep the
classifier from assigning more weight to stronger
features like POS tags.

7.3  Differences in Corpus Genre

One factor to consider when comparing perform-
ance of our N-gram pattern features and depend-
ency pattern features is the genre of text in
TimeBank, the Google N-Gram corpus, and the
Gigaword corpus.

TimeBank and Gigaword are highly specialized
corpora of information.  Since they contains only
newswire documents, the diction and vocabulary
are relatively specialized and consistent.  In con-
trast, the Google N-gram corpus is assembled from
text on the web.  Unlike news information, text on
the Web is completely unmoderated.  We think
that context in the N-grams in TimeBank also has
idiosyncratic verb usage when it comes to “said.”
Though “said” patterns seemed to be useful in
classifying temporal ordering of verbs in Time-
Bank, we wonder whether a training set skewed by
many instances of “said” would be useful in tem-
poral relation classification in a genre be com-
pletely different from context we might see in
TimeBank.  If we were to repeat this experiment in
the future, we would recommend using an N-gram
corpus that is also news-focused.

Figure 6. Correlation of dependency pattern features with correct classification.  We show correlations both
in the case of the dependency-only classifier without contextual features and the combined classifier. The two bars
for each dependency feature represent how many test examples that appeared within that feature were correctly
classified.
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8 Future Work

One improvement on our work with dependency
patterns would be to replace our manually chosen
parameters for seed set and pattern selection with
procedures designed to optimize these selections.
In our experiments, we pruned poorly performing
dependency patterns by imposing requirements on
what frequency with which they appeared in the
Gigaword corpus with event pairs from our seed
set of event-event pairs. This, however, is a heu-
ristic way of determining what may have been a
good feature. A more accurate approach, which we
did not implement as a result of time constraints, is
training the classifier, removing those features with
low weights, and retraining it. In a similar spirit,
the extraction of a seed set of event pairs from
which to mine dependencies may not be as good as
using all event pairs present to find dependencies
in the Gigaword corpus, and later weeding out
poor features with low weights.  Both of these re-
quire analysis of individual weights for each pat-
tern feature.

While the N-gram patterns did not significantly
improve classification above baseline, it may be
worth investigating whether a classifier that com-
bines N-gram pattern features with contextual and
dependency pattern features yields improvements
by adding more information to train on.  While
dependency pattern features overlapped in mean-
ing with some contextual features, it is unclear to
what degree N-gram pattern features might suffer
from the same problem.  A combined classifier
would give further insight into comparing different
types of large-scale corpora for mining new fea-
tures for temporal relation classification.

Another avenue worth investigating is use of dif-
ferent corpora from which to extract text patterns.
The differences in diction, vocabulary, and mod-
eration of the TimeBank and Google N-gram cor-
pora suggest that large-scale pattern mining
techniques may be more useful if drawing patterns
from a corpus composed of newswire documents
similar to those that make up TimeBank.  Repeat-
ing the experiments from this paper using a corpus
of N-grams drawn solely from documents aggre-
gated by Google News, for example, could prove

fruitful.  Investigating along this avenue could pro-
vide insight into what contexts are appropriate for
applications of certain categories of large-scale
data for temporal relation classification.
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