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As the number of bioinformatics articles increase, the ability to classify them into a
structured hierarchy grows more important.  For purposes such as text retrieval or
knowledge discovery, it is useful organize articles based on content.  In this study, we
evaluate a new method for hierarchical classification of abstracts from bioinformatics
articles according to MeSH terms.  We compare our method against a flat classifier as a
baseline, and find that although performance on exact index assignment is weaker, the
hierarchical classifier more often makes predictions in the correct branch of the
hierarchy.

Introduction

The MEDLINE database contains references for all journal articles pertaining to the
biomedical domain.  Beginning in 1966, it now contains over 10 million citations.  In
order to facilitate searching of the database, the National Library of Medicine (NLM)
defined a controlled vocabulary of index terms called Medical Subject Headings (MeSH).

MeSH is organized hierarchically and contains over 19,000 main headings
(Figure 1).  Articles are
indexed under several
headings to describe all
relevant concepts.  The
NLM indexes these
articles manually at a
cost of about two
million dollars per year
(Yang, evaluate
statistical approaches).
Since the index terms,
or MeSH headings, are
manually assigned, the
process suffers from
high cost, time latency,
and low inter-indexer
reliability (Funk &
Reid).

In addition to
the problems describe
above, assigning index
terms to articles from

All MeSH Categories
Analytical, Diagnostic and Therapeutic
Techniques and Equipment Category +
Anatomy Category +
Anthropology, Education, Sociology and
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Biological Sciences Category +
Check Tags +
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Physical Sciences Category +
Psychiatry and Psychology Category +
Technology and Food and Beverages
Category +

Figure 1  The top level of the MeSH hierarchy.



an inter-disciplinary field such as bioinformatics (defined here broadly to include all
biology that includes non-trivial computational analysis) is particularly difficult.  With
bioinformatics articles,
indexers need to be familiar
with the coding conventions in
diverse parts of the tree.  For
example, the index terms for the
Structural Classification of
Proteins database contains
terms from "Protein
Conformation" to "Databases,
Factual" (Figure 2).

The general problem of
indexing text has been
addressed extensively in
previous literature.  Many
algorithms have been applied, including vector space (Salton, 1991), Linear Least
Squares Fit (Yang & Chute, 1992), Nearest Neighbors (Yang, 1994; Yavuz and Guvenir),
Naïve Bayes (Koller & Sahami; 1997), Linear Discriminant Analysis, Logistic
Regression, Neural Networks (Schutze et al.), Maximum Entropy (Nigam et al.),
Expectation-Maximization (Cohen, 1998), Rule Induction (Cohen, 1995), and Support
Vector Machines and Transductive Support Vector Machines (Joachims).  Although very
many methods have been applied, simple methods have been shown to work generally as
well as more computational expensive ones (Yang, 1997).

In addition, there has been work showing that classification results can be
improved by taking advantage of hierarchical structure (Weigend et al.; Koller & Sahami,
1997; Mladenic).  The general idea behind this is that the features useful for
distinguishing articles will vary among different levels in the hierarchy.  Thus, it is more
effective to train multiple classifiers, where each one classifies one level of the hierarchy,
rather than to train one classifier for all possible classifications.

Thus, for this study, we investigate methods to exploit the MeSH hierarchy in
order to assign index terms to abstracts from bioinformatics articles.  Specifically, view
this as a problem of assigning probabilities that each index term applies to a document.
Because we view this as a probabilistic classification problem, we apply two algorithms
that can be interpreted probabilistically: naïve Bayes (NB), and k-nearest-neighbors
(kNN).

The naive Bayes classifier uses Bayes Rule to assess the probability of
the fit between some classification and the data:
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That is, the probability of the class given the data is proportional to the probability of the
data given the class multiplied by the prior probability of the class.  Since the latter two
probabilities can be estimated from the training data, this rule can be used to make
predictions of the probability of a class.  A NB classifier takes many pieces of data, or
features, and multiplies the probabilities together to get the probability for the class given
all the data.  This assumes independence among the features of the data.  Although this is
almost never true, the classifier still works will in practice.

TI  - SCOP: a structural
classification of proteins database.
LA  - Eng
MH  - *Databases, Factual
MH  - Evolution, Molecular
MH  - Information Storage and
Retrieval
MH  - Internet
MH  - *Protein Conformation
MH  - Proteins/chemistry/genetics
MH  - Support, Non-U.S. Gov't

Figure 2  MeSH headings for a reference to a paper on
SCOP (Lo Conte, et al., 1999).



We also use the k-nearest-neighbors classifier.  kNN represents every training
example as a specific point in feature space.  Then, when given a new observation, it
examines the classification of the K points closest in space to make its prediction.  One
interpretation of the results is that kNN is assigning major likelihood probabilities for
classes based on the class assignments of its K neighbors.

For both these classifiers, we represent documents as vectors of words.  The
contents of the vectors can be binary, 1 or 0 depending on whether the word appears in
the document, the actual word count, or the word count binned into discrete categories.
Represented this way, feature selection is thus the task of removing words from
consideration.  Fortunately, very simple feature selection algorithms, such as document
frequency (the number of document a word appears in) cutoff, have been shown to work
well (Yang).

Method

For the gold standard, we collected the set of articles published in the "Bioinformatics"
journal since it started in April 1998 until 1 May 2000.  We augmented this set using the
“Related Articles” function available on the PubMed web site.  This selects other articles
based on a vector cosine score of text similarity.  This insures that we get a large enough
sample size of bioinformatics articles from various journals.  We took the top 5 hits for
each article.  After removing duplicate citations, and citations without MeSH terms, we
were left with 846 articles.  Of these articles, we randomly picked 677 of them to be the
training set, leaving 169 in the test set.  After removing stopwords, the corpus contained
8670 unique words.

After creating the training set, we assigned the documents into the MeSH
hierarchy according to the indexes assigned manually by NLM.  Since each document
contained an average of 8 MeSH terms, the documents were assigned to multiple places
in the tree.  We restricted our classification task to only those MeSH terms that were

described by at least 5 articles, which we
consider the minimum to generate reliable
results.  This left 142 MeSH terms for the
classification problem.

To do hierarchical classifications, we
developed a recursive algorithm that treats
every inner node with more than one child as
its own classification problem.  Each node
represents a term in the hierarchy.  Thus, at
each node, we assign some probability that
that term can be used to index an article, and
probabilities that proper indexes lie within
each of its children (Figure 3).

When we apply this algorithm
recursively, we pass probability mass down
along the tree according to the probabilities
assigned by the classifier.  At the leaves,

Class 1

Class 2

Class 3

Figure 3  Each node is a separate classification
task where the goal is to distinguish between
articles that belong in that node, and those that
should be classified in one of the node’s
children.



there are no more classifications to be made, and thus, any probability left over belongs
there.  When the procedure is finished, we end up with probabilities that each term
matches a document.

To do the hierarchical classification, we trained a classifier at each node in the
hierarchy with more than one child.  For each classifier, we did feature selection.  First,
we removed stopwords based on a list of 366 stopwords used by PubMed for information
retrieval (http://www.ncbi.nlm.nih.gov/entrez/query/static/help/pmhelp.html#Stopwords).
These stopwords are general purpose, and not targeted specifically for biomedical
documents.  Next, we applied a document frequency cutoff to remove words that appear
in few abstracts, being careful to leave every abstract with at least 5 unique words.

After we classified each of our training documents, we evaluate our classifier.
Classification tasks in which multiple indeces may be assigned are evaluated using
precision and recall.  The index predictions for all the documents in the test set are sorted
according to a confidence score.  Then, the precision at each rank is calculated as the
number of correct predictions divided by the total number of predictions made.  Precision
is also known as positive predictive value.  The recall, also sensitivity, is number of
correct predictions divided by the total number of correct predictions.

Although the precision and recall can be plotted against each other in a curve, it is
useful to summarize them into a single number.  There are two measures commonly used
to summarize this curve: average precision (AVGP) and break-even point (BRKE).  The
average precision is the average of the precisions calculate at 10 levels of recall, from 0.1
to 1.0.  The break-even point is the point at which the recall and precision are equal.
Unfortunately, both these measures have drawbacks.  BRKE focuses on only one point
along the curve, while AVGP gives equal weight along the whole curve, when it arguably
should concentrate on the hits at the top of the list.  Therefore, we report both numbers.

Results

Sensitivity to Document Split

First, we did a 10-fold cross validation to see whether our results are sensitive to the
particular split between training and test set.  Using the naïve Bayes classifier with 90%
of the words at each level, we get an AVGP of 18.8 +/- 1.2, and BRKE of 30.7 +/- 1.0
(Table 1).

10-fold Cross Validation
AVGP 17.9 19.8 18.4 17.8 16.9 20.3 19.2 20.4 19.7 17.9
BRKE 30.6 29.9 30.1 29.3 29.9 30.9 31.8 32.3 32 30

Table 1  10-fold cross validation on a naïve Bayes classifier, with 90% feature reduction.

Feature Selection



For each classification task, we do feature selection and remove some percentage of the
words based on their document frequency (Figure 4).  We trained a naive Bayes classifier
with varying numbers of features numbers of features.  The AVGP ranged from 9.8 with
no feature selection, up to 25.6 when 99.9% of the words were removed.  The BRKE
scores ranged from 13.7 up to 34.2.  The performance seemed to improve
as more features were removed, with a local maximum around 80%.

Figure 4  Feature selection.

K-Nearest-Neighbors

The K-nearest-neighbors classifier has a parameter K that determines the number of
neighbors to examine when doing a classification.  We trained a classifier, removing 95%
of the features, with varying levels of K to determine its optimal value (Figure 5).  The
performance seemed to be relatively insensitive to larger values of K.



Figure 5  K-nearest neighbors.

Document Representation

We varied the document representation and tested the performance of the naive Bayes
and kNN classifiers, with 99% of the features cut.  We tried three representations:
presence, where the document vectors contain a 1 or 0 depending on whether the abstract
contains a word; binning, where the vectors contain a 0 if there are no words, 1 if there
are 1-3, 2 for 4-8, and 3 for more than 8 words; and count, where the vector contains the
actual word count.  Both classifiers seemed to perform best when using word presence,
and worst when using the actual word counts (Table 2).
Naïve Bayes presence binning count
AVGP 25.3 23.4 22.6
BRKE 34.1 32 33.6

kNN
AVGP 19 18.2 16.8
BRKE 30.5 28.7 26.6

Table 2  Document representation.



Training Examples

Some of the MeSH headings are represented with more documents than others.  We plot
out the accuracy for indexing headings with various numbers of training examples.  The
accuracy increases with the number of training examples (Figure 6).

Figure 6  Performance over headings with various numbers of training examples.

Hierarchical vs. Flat

We compare the performance of our hierarchical classifier with one built on the flat
model.  For the hierarchical task, we trained our classifiers in the usual method.  For the
flat classifier, the classification task was to assign headings with a single classifier,
without the use of hierarchy.  For the naive Bayes classifier, the single flat classifier
outperformed the hierarchical classifier.  For the kNN classifier, the opposite is true, with



the hierarchical one outperforming the flat one.  However, the kNN classifier has overall
worse performance than either of the naive Bayes classifiers (Figure 7).
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Figure 7  Flat versus hierarchical classifier.

We also plot out the accuracy of our hierarchical classifiers at various levels of
the MeSH hierarchy.  That is, we took the predictions made by our flat and hierarchical
classifiers, and flattened them by mapping them up the tree to a uniform level.  Then, we
reexamined the performance of our classifiers on this flattened version when only the top
level of MeSH is used, the top 2 levels, and the top 3 levels.  XXX comments about what
this does to performance (Figure 8).

Performance in the MeSH Hierarchy
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Figure 8  Performance at different levels in the MeSH Hierarchy.



Discussion

We have presented a new method for using the MeSH hierarchy to index bioinformatics
articles.  We believe that this algorithm is general, and can be applied for the general
problem of assigning text into a hierarchical structure.  Specifically, we have tested the
algorithm with a NB classifier as well as with a kNN classifier.

Before doing any parameter optimization on the classifiers, we found that the
performance of the naïve Bayes classifier increased as the number of features used
decreased.  This is consistent with previously published reports.  However, we did not
observe a dropoff in performance as the number of features was severely diminished.
This seems reasonable with our limit of no less than 5 unique words per article.  In
addition, this suggests that local classification decisions can be made accurately with few
features.

Nevertheless, we seem to be suffering from the problem of too few training
examples.  Figure 6 shows quite strikingly that the classification accuracy is dependent
upon the number of training examples per index term.  Fortunately, the increase in
accuracy starts to level off after about 100 training examples, suggesting that there is an
optimal training set size that can get good results, without being too large.

Another interesting result is the performance for the different representations of
the documents.  All classifiers worked best on document vectors that contain just the
presence or absence of a word.  As the word descriptions became more granular, the
performance decreased.  This suggests that there may not have been enough data to fully
represent a good distribution of words.  Another explanation may be that the abstracts
vary in length, and that the count of the words is more a function of the length of the
abstract, rather than just the contents.

Although the flat classifiers seem to outperform the hierarchical classifiers, we
have shown that this is true only when considering exact matches of index terms.  When
examining broader categorizations, the hierarchical classifiers have significantly better
performance, suggesting that these classifiers are more likely to make predictions
in the "right area" of the hierarchy.  They make broader predictions by assigning
probabilities along the path down to the correct node.  Because the gold standard, the
manual indexes, contain specific index terms, more general predictions are counted as
incorrect.

However, having broader predictions is arguably more desirable behavior.  For a
human using the assigned indexes, it is often not necessary to know the exact index term,
but it might be useful to know the general area in which an article covers.

The performance in indexing bioinformatics articles is in the general range of
previously reported results for MeSH indexing on the OHSUMED corpus.  We believe
that bioinformatics is a particularly difficult domain, both for human indexers and
automatic indexing tasks, because of its interdisciplinary nature.  However, the areas of
scientific inquiry seems to be moving toward more towards this direction, and we can
only expect that fields will become more diverse, and the task of indexing the articles will
become more difficult.
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