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Abstract:

Proteins can be clustered into groups based on many biological metrics, such as sequence similarity or expression profiles.  One question that arises after clustering occurs is: “What are the distinguishing characteristics of the cluster?”  This question is often answered by going to the primary biomedical literature and doing some research.  We wanted to see if we could come up with key words and phrases to differentiate clusters using NLP and the primary biomedical literature.

Introduction:

Given the explosion of biological data in recent years, it’s not surprising that several groups have tried NLP approaches for automated extraction and organization of biological knowledge.  Among these were methods for extracting protein-protein interactions, associating genes with controlled-vocabulary terms and assigning sub-cellular localization properties to gene products. In this project we confront the problem of assigning annotation to protein sequence motifs and, more generally, clusters of genes. 

Protein motifs are short stretches of amino acids with sequence conservation across families of proteins and conserved structures and function.  Much work has been done in automatic detection of protein motifs through multiple sequence alignment.  Once a protein motif is identified, people research the function and biological significance of the motif, often by sifting through the primary literature.

One source of automatically detected sequence motifs is BLOCKS.  BLOCKS is a database of ungapped multiple sequence alignments over highly conserved regions (http://www.blocks.fhcrc.org/)(Henikoff, Henikoff et al. 1995).  The proteins in each block are associated with a particular InterPro family.  The multiple alignments in a block may then be clustered, providing a further subgrouping of the block. 

Most proteins in BLOCKS are annotated in SWISS-PROT (http://us.expasy.org/sprot/) an annotated sequence database(Bairoch and Apweiler 1997).  Usually, included in the annotation are keywords from a controlled vocabulary for each gene and the PubMed ids for the primary literature from which the annotation has been abstracted.

The PubMed ids are unique identifiers for citations and abstracts in MEDLINE, a database of biomedical references and abstracts maintained by the National Library of Medicine.  These abstracts potentially hold a rich resource for biological information about the proteins grouped into BLOCKS.

Our goal is to pull out meaningful keywords and phrases for a BLOCK to assist in annotation of the protein motif.  We decided to take a statistical approach to finding key words.  This approach has been used to automatically annotate protein function from MEDLINE abstracts (Andrade and Valencia 1998).  Here we do not limit our scope to protein function, but try to capture any relevant words about the group of genes.

Methods:
First given a list of BLOCK ids, we extracted all the SWISS-PROT ids associated with the BLOCK and partitioned the SWISS-PROT ids into subgroups, based on the clustering within the BLOCK.

We looked through all SWISS-PROT entries (>100,000 proteins) and pulled out all the PubMedIds that were associated with annotations (74,528 ids).  We then retrieved the abstracts from PubMed in HTML format.

We preprocessed the abstracts by stripping out the abstract portion in text.  Next, we made sentence calls by looking for a period, question mark or exclamation point followed by a digit or capital letter.  We replaced numbers and percentages with their respective reserved word.  We also removed some stopwords. All periods, commas, colons and semicolons between words were removed.  We also removed parentheses around words or phrases. It should be noted that due to the nature of our domain many valid and useful words contained punctuation such as dashes, parentheses and periods. Therefore we decided against a simple deletion of all punctuation.

Once the abstracts were cleaned up, we were able to obtain a vocabulary for our corpus and calculate the corresponding word and bigram frequencies (within the same sentence).  These frequencies followed Zipf’s law.

One of our concerns has been the sparsity of the domain. For that reason we examined the effects of stemming on the results. We used the vocabulary (constructed above) as input to the Porter Stemmer (Porter 1980), which is a lexicon free grammar based on simple cascaded rules.  This is a small and fast algorithm, but does make mistakes of both omission and commission.  The frequencies of words mapped to per stem followed a Zipfian distribution (Figure 1).  We examined the outcome of the stemming for domain specific words (Table 1).
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Figure 1.
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Table 1.

What one can take from this table or similar ones we have looked at is that stemming can create both desirable (the case of carboxyl) and undesirable mappings (the case of ionic – the distinction between ionized and ionizing is quite important). 

We employed our annotation extraction routines for two purposes. One was to annotate blocks relative the background distribution of literature referenced in SwissProt. The other goal was to annotate sub-blocks with blocks. The success of the first task is easier to measure because most blocks have some annotation attached to them already. The performance of an annotation extractor can be judged to some extent by comparing the results with preexisting keywords. The second task is more difficult in that the amount of available literature is smaller (we are dealing with a sub-block , not blocks) and that the sub-blocks are not annotated. 

To make or task more manageable in this stage we picked six random blocks to investigate. The following is a table giving some information about the blocks.

	Block id
	# proteins in block
	# proteins in the largest sub-block
	# homologs in SwissProt
	Unique Pubmed ids mapped to the block

	IPB000640A
	97
	31
	179
	145

	IPB001637A
	35
	12
	74
	83

	IPB001636E
	23
	8
	37
	51

	IPB000131A
	50
	15
	64
	87

	IPB000119
	104
	42
	127
	130

	IPB000120
	55
	11
	130
	129


	Block id 
	Description from the Blocks database

	IPB000640A
	Elongation factor G, C-terminus

	IPB001637A
	Glutamine synthetase class-I adenylation site

	IPB001636E
	SAICAR synthetase

	IPB000131A
	ATP synthase gamma subunit

	IPB000119
	Bacterial histone-like DNA-binding protein

	IPB000120
	Amidase


The basic idea behind our approach was to compare frequencies of words (and bigrams) in abstracts associated with a gene cluster with frequencies estimated from the entire collection of SwissProt referenced abstracts. For sub-block annotation we compared frequencies in abstracts from the sub-block with those from the parent block. The comparison was aimed at retrieving words and bigrams that were especially over-represented in the block of interest. We employed a Chi squared statistic to measure overrepresentation (Rice 1995). Words and bigrams that scored above a threshold (4.0, in our case) were extracted and examined. 

Most of the data manipulation was accomplished with a set of PERL scripts. The final calculations and analysis were carried out with programs written in JAVA.  Figure 2 shows a flowchart of the files and  programs used in our system.
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Figure 2.

Results and Discussion:

 We examined the results by hand for several of the BLOCKS.  For BLOCK IPB001636E  the corresponding InterPro entry (http://www.ebi.ac.uk/interpro/IEntry?ac=IPR001636)  is shown below: 

SAICAR synthetase

	Database

	InterPro


	Accession

	IPR001636; SAICAR_synt (matches 77 proteins)


	Name

	SAICAR synthetase


	Type

	


Family 

	Dates

	08-OCT-1999 (created)
29-NOV-2000 (last modified)


	Signatures

	PS01057; SAICAR_SYNTHETASE_1 (58 proteins)
PS01058; SAICAR_SYNTHETASE_2 (60 proteins)
PF01259; SAICAR_synt (77 proteins)
PD003043; SAICAR_synt (77 proteins)
TIGR00081; purC (49 proteins)


	


Process 
	purine nucleotide biosynthesis (GO:0006164)


	


Function 
	phosphoribosylaminoimidazole-succinocarboxamide synthase (GO:0004639)


	


Abstract 
	Phosphoribosylaminoimidazole-succinocarboxamide synthase (EC 6.3.2.6) (SAICAR synthetase) catalyzes the seventh step in the de novo purine biosynthetic pathway; the ATP-dependent conversion of 5'-phosphoribosyl-5-aminoimidazole-4-carboxylic acid and aspartic acid to SAICAR [1].

In bacteria (gene purC), fungi (gene ADE1) and plants, SAICAR synthetase is a monofunctional protein; in animals it is the N-terminal domain of a bifunctional enzyme that also catalyze phosphoribosylaminoimidazole carboxylase (AIRC) activity (see IPR000031).



	


Our bigram detection method was able to find the following related phrases (in order of significance):


ADE gene


SAICAR synthetase


(de) novo purine


purine nucleotide

Our key word detection method returned the following related words (in order of significance):


SAICAR


ADE1


Purine


AIRC


novo


ribonucleotide


carboxylase


synthetase


biosynthetic


metabolic


pathway


nucleotides

These phrases and keywords capture much of the information in the human generated abstract.  Also found were the names of many microorganisms and the term “Saccharomyces” (yeast).  This gene is found in these organisms.

Not only did we achieve reasonable results in the above case of a family of metabolic enzymes, but we also had good results with a family of DNA binding proteins, BLOCK and InterPro family IPR000119 (http://www.ebi.ac.uk/interpro/IEntry?ac=IPR000119):

Histone-like bacterial DNA-binding protein

	Database

	InterPro


	Accession

	IPR000119; Bac_DNAbind (matches 165 proteins)


	Name

	Histone-like bacterial DNA-binding protein


	Type

	


Domain 

	Dates

	08-OCT-1999 (created)
30-OCT-2000 (last modified)


	Signatures

	PS00045; HISTONE_LIKE (141 proteins)
PF00216; Bac_DNA_binding (163 proteins)
PD000945; Bac_DNAbind (149 proteins)
SM00411; BHL (152 proteins)


	


Function 
	DNA binding (GO:0003677)


	


Abstract 
	Bacteria synthesize a set of small, usually basic proteins of about 90 residues that bind DNA and are known as histone-like proteins [1, 2]. The exact function of these proteins is not yet clear but they are capable of wrapping DNA and stabilizing it from denaturation under extreme environmental conditions. The structure is known for one of these proteins [3].


	Examples

	· P02342 DBHA_ECOLI: The HU alpha protein, which, in Escherichia coli, are a dimer of closely related alpha and beta chains and, in other bacteria, can be dimer of identical chains. HU-type proteins have been found in a variety of eubacteria, cyanobacteria and archaebacteria, and are also encoded in the chloroplast genome of some algae [4]. 

· P02341 DBHB_ECOLI: The HU beta protein, which, in Escherichia coli, are a dimer of closely related alpha and beta chains and, in other bacteria, can be dimer of identical chains. HU-type proteins have been found in a variety of eubacteria, cyanobacteria and archaebacteria, and are also encoded in the chloroplast genome of some algae [4]. 

· P06984 IHFA_ECOLI: The integration host factor (IHF), a dimer of closely related chains which seem to function in genetic recombination as well as in translational and transcriptional control [5] in enterobacteria. 

· P43272 HLIK_ASFB7: The African Swine fever virus protein A104R (or LMW5-AR) [6]. 
View examples 



	


The related bigrams we found (ranked by significance):


Integration host


HUP genes


Factor ihf


HU protein


Histone-like protein


Dna-binding protein

The related words we found (ranked by significance):


HU


INF


Histone-like


HU-1 (gene)


HU-2 (gene)


INFA (gene)


Dna-binding


Pathogen


Integration 


Microbial 

So for these two cases we had good recall of the important concepts in the abstracts.  

For some cases, many of the high scoring words were not in the InterPro annotation.  These high scoring words will have to be further researched to see if they are biologically relevant to the given motifs.

The results of comparing the subclusters in most cases did not yield any interesting results.  This is most likely due to sparsity of the data, resulting in more variance in the word and bigram frequencies.  When analyzing the entire cluster, we were comparing on the order of 100 abstracts versus about 35,000 as background.  When analyzing the subclusters, we were comparing on the order of 100 abstracts to about 100 as background.  We plan to improve our performance on the subclusters by changing the statistics used and incorporating the background frequencies in our scoring of the subclusters.

This project can best be viewed as an initial stab at the problem of protein motif annotation. There are several directions that appear worth pursuing from this point. First, we can compile a list of keywords and phrases that are likely to be useful in assigning biological annotation. These can be culled from the list of SwissProt keywords, the Gene Ontology project, as well as other resources. Some of these databases also list synonyms for many of the terms. Inclusion of synonyms may ameliorate the sparsity problem while restricting our attention to pre-selected phrases may improve the specificity of our program. We could employ specificity and usability of the program by pre-compiling a  list of gene names (these, too, can be found in SwissProt) and paring down or organizing our results. Better stemming, with an eye toward the specific features of our domain, may further improve the system. Finally, based on the presence or absence of useful annotation, our program may guess whether a motif is “annotatable” in the first place or whether it represents a novel functionality altogether. If the system can be made to function reasonably well, we may construct. 
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