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Motivation 
 
In this age of information overload we need ways of reducing the amount of processing required to be 
done manually by offloading the processing to computers. Information processing can reduce the time 
to make decisions and yield competitive advantage. It has been noted that computers are good at 
factual information retrieval but not so good at opinion search. Now a lot of information is generated in 
the form of blogs and reviews which contain factual and subjective content, and so it is imperative that 
we have automated ways of processing these. The task of subjective content analysis or opinion mining 
is interesting as it is still in its infancy and is a hot research topic. The aim in the project was to see 
how well could a Machine Learning system perform in this task with minimum domain knowledge so 
that this system can be extended to other domains with little effort. 
 
Introduction, Previous Work 
 
The problem of classification can be approached by a knowledge based system or a Machine Learning 
based system. Knowledge based systems need to be hand coded with rules and hand tuned while 
Machine Learning systems need to be trained on a representative corpus which can be automated. We 
choose Machine Learning based system for this project. 
 
Opinion can be extracted at a sentence level or at a document level. Opinion can be summarized as a 
scale or as polarity. The focus in this project is to extract polarity because for movie reviews "thumbs 
up" or "thumbs down" is sufficient to make a decision to go and watch a movie. We are interested in 
the overall sentiment of the review and so document level opinion is what we need. 
 
Even with Machine Learning, there are two ways to approach the polarity detection problem. One way is 
to use "Semantic Orientation" of words and somehow figure out the semantic orientation of the 
sentence and of the document ([4]). The other way is to use supervised Machine Learning algorithms 
where the algorithm is first trained on a corpus which is representative of the future test data ([3]). The 
Semantic Orientation approach is domain independent but to get good performance, training on domain 
specific data is needed. 
 
Movie reviews have been considered harder than other product reviews because of presence of words 
like "unpredictable" which usually mean negative in product reviews but can be a positive attribute for a 
movie ([2]). Movie reviews sometimes contain "thwarted expectation" narratives e.g. "I admit it’s a 
really awful movie …the ninth floor of hell… The plot is such a mess that it’s terrible.  But I loved it.", 
which can make things confusing for a simple bag of words approach ([3]). 
 
Methodology 
 
Data 
 
The movie review data obtained from [1] contained 1000 positive and 1000 negative reviews culled 
from IMDb. Each review was a separate file with one sentence per line. There was no need for data 
cleansing, which is usually the most time consuming task, and so all of the time could be devoted to 
other tasks at hand. 
 
Implementation 
 
MaxEnt classifier is able to handle overlapping features i.e. features which fire for more than one class. 
Because polarity classification of reviews has only two classes, namely: "positive” and "negative", the 
features are bound to overlap and so the ability to handle overlapping features was essential, for which 
a MaxEnt classifier is the perfect candidate. 
 
For this project a MaxEnt classifier (from assignment 3) was used which was initialized with maximum 
of 50 iterations for the LBFGS minimizer algorithm. The existing loadData method was modified to load 
the movie review data files. polarityClassify method was implemented to run the classifier on the test 



data and return the guessed class. The gut of the system was the extractFeatures method which was 
modified for each experiment to extract unigrams, bigrams, filter based on POS tags, and to remove 
duplicate features. 
 
The class "positive" was labeled as POS_ and "negative" as NEG_. The performance criteria used was 
accuracy of classification defined as the fraction of reviews correctly classified. The training was 
performed on 10% of the data (100 positive reviews and 100 negative reviews) and validated on the 
rest 90% of the data. K-fold validation was not performed due to time constraints. 
 
Unigram features 

 

POS_ accuracy NEG_ accuracy feature count 

0.705 0.755 15474 

 
This result is our baseline. Surprisingly enough, just having unigrams can achieve an accuracy of 
~70%. Note that the feature count is high because of large number of proper nouns. As we will see 
later when more features are added, the most heavy weight features are unigrams, other features just 
add some boost, and so this result is not so surprising. 
 
Bigram features 

 

POS_ accuracy NEG_ accuracy feature count 

0.731 0.749 95333 

 
Introducing bigram features increases the feature count 6 times but does not decrease the error in 
accuracy by that amount as expected because frequency of bigram counts is generally pretty low but 
still there are a few frequent bigrams like "BI_the_worst" which appear quite a lot in negative reviews 
which help a little bit in improving the accuracy. 
 
Feature presence vs feature frequency 

 

POS_ accuracy NEG_ accuracy feature count 

0.780 0.803 95333 

 
Removing duplicate features from a review so that we only indicate "presence" of a feature and not its 
"frequency" (as done in [3]) boosted the accuracy for both classes by 5%. Let us consider the 
"thwarted expectation" example given earlier: "I admit it’s a really awful movie …the ninth floor of hell… 
The plot is such a mess that it’s terrible.  But I loved it." This review is positive but the negative 
sentiment conveying words ("awful", "mess", "terrible") are more than the positive sentiment conveying 
word ("loved"). It can happen that the same set of negative features can appear multiple times and pull 
down the contribution of a few overwhelmingly positive features which only appear in the punch line. 
Such "thwarted expectation"s are not uncommon in movie reviews and this feature takes care of it to 
some extent. 
 
POS based filtering 
 
The Stanford Log-linear Part-Of-Speech Tagger was now incorporated to filter out some noise by 
allowing only conjunctions, adjectives, adverbs, and interjections. Conjunctions were necessary to allow 
words like "and", "but" while interjections allowed sentiments to be conveyed in emotionally charged 
words e.g. "gosh", "shucks".  The tagging process now dominated the execution time. Allowing only 
POS tags CC, JJ, JJR, JJS, RB, RBR, RBS, UH: 

 

POS_ accuracy NEG_ accuracy feature count 

0.758 0.793 35227 



 
The feature count now went down to a third of what it was before with a decline in accuracies as well. 
To make the performance at par with what we had before, nouns were allowed e.g. for words like 
"mess", "fun" which happen to have high weights.  Proper nouns describe facts and so it was OK to 
ignore them. Allowing NN, NNS in addition to other POS tags allowed earlier: 

 

POS_ accuracy NEG_ accuracy feature count 

0.782 0.801 77135 

 
Verbs were also allowed which resulted in a slightly improved accuracy. Allowing VB, VBD, VBG, VBN, 
VBP, VBZ in addition to other POS tags allowed earlier: 

 

POS_ accuracy NEG_ accuracy feature count 

0.793 0.811 92007 

 
Stop words 
 
When stop words were removed from unigrams (but still included in the bigrams) no significant 
improvement was obtained. People have found that removing stop words, stemming of words improve 
factual information retrieval but not sentiment determination, in fact on the other hand, the removal 
might even make sentiment determination less accurate. 
 
Increasing training data 
 
Till now all the experiments were being done by training on 10% of the data and testing on the rest 
90%. Here is the table which shows the affects on accuracy by increasing the amount of training data. 

 

training data POS_ accuracy NEG_ accuracy feature count 

10% 0.793 0.811         92007 

20% 0.798 0.833 155478 

30% 0.797 0.842 212762 

40% 0.815 0.857 267406 

50% 0.814 0.876 316473 

60% 0.820 0.898 359637 

70% 0.840 0.900 398009 

80% 0.840 0.900 436543 

90% 0.850 0.900 472626 

 
As can be seen from the table, POS_ accuracy increased from 0.79 to 0.85 and the NEG_ accuracy 
increased from 0.81 to 0.90 when the training data was increased from 10% to 90% of the data set. 
Feature count steadily increased by ~50,000 for each 10% increase in training data (mostly due to 
bigram features). Increasing the amount of training data beyond 70% did not yield any improvement in 
accuracies. 
 
 
 
 
 
 
 
 
 
 



Feature distribution 
 
The classifier when run on the whole data (2000 reviews in all) generated more than 0.5 million 
features. The weight distribution of the features for the class POS_ is plotted below.

 
 
The top few features for the class POS_ are listed below. The feature list for the class NEG_ is the same 
with the sign of the weights reversed. 

 

top positive weight features top negative weight features 

UNI_great : 0.1615,  
UNI_others : 0.1575,  
UNI_hilarious : 0.1564,  
UNI_memorable : 0.1531,  
UNI_seen : 0.1507,  
UNI_very : 0.1496,  
UNI_also : 0.1457,  
UNI_well : 0.1455,  
UNI_life : 0.1436,  
UNI_excellent : 0.1429,  
UNI_fun : 0.1411,  
UNI_performances : 0.1397,  
UNI_terrific : 0.1343,  
UNI_yet : 0.1327,  
UNI_different : 0.1315,  
UNI_best : 0.1285,  
UNI_overall : 0.1275,  
UNI_many : 0.1263, 
UNI_perfect : 0.1263, 
UNI_most : 0.1251, 
UNI_true : 0.1237, 
UNI_perfectly : 0.1234, 
UNI_sometimes : 0.1213, 
BI_,_even : 0.1211, 
UNI_quite : 0.1206, 

UNI_attempt : -0.1345, 
UNI_wasted : -0.1362, 
UNI_stupid : -0.1453, 
UNI_reason : -0.1467, 
UNI_ridiculous : -0.1472, 
UNI_looks : -0.1513, 
BI_supposed_to : -0.1525, 
BI_the_worst : -0.1530, 
UNI_awful : -0.1565, 
UNI_mess : -0.1598, 
BI_the_only : -0.1603, 
UNI_supposed : -0.1633, 
BI_should_have : -0.1750, 
UNI_poor : -0.1788, 
UNI_unfortunately : -0.1867, 
UNI_waste : -0.1978, 
UNI_script : -0.1982, 
UNI_only : -0.1999, 
BI_?_</S> : -0.2038, 
UNI_plot : -0.2099, 
UNI_have : -0.2111, 
UNI_boring : -0.2151, 
UNI_nothing : -0.2229, 
UNI_worst : -0.2382, 
UNI_bad : -0.2897, 

 
The table is dominated by unigram features which shows that most of the heavy weight features are 
unigrams but bigrams are the most in number overall in the 0.5 million features list. This suggests that 
a "quick and dirty" classification with just unigram features can be used and is not surprising that we 
were able to get ~70% accuracy with only unigrams earlier. 
 
Some of the unigrams in the list are adjectives that convey the same sense e.g. "best" and "excellent" 
or "awful" and "bad" and so it looks like having features for classes of adjectives and adverbs from the 
General Inquirer ([6]) could be a good feature to try. 
 
It is very heartening to see that the classifier is able to extract features which humans will consider 
positive indicators e.g. "memorable", "terrific", "oscar" (not listed in the table above) and negative 
indicators e.g. "ridiculous", "boring", "bad". There are features which have high weights but which 
humans might not consider e.g. ", even" for positive reviews or "?" to signal a negative review. This 
shows that automatic classification has its benefits over manual classification. 
 
 



Future work 
 
Handling negation of words to improve accuracy of classification can be tried. Others have tried 
handling "long-range" negation by having a sliding window of words and if a negation e.g. "not" was 
found in the window, reverse the sense of the word e.g. in "not a good movie", "good" would be 
transformed to "good__n" ([7]). For more accuracy, the Stanford Parser could be used to get the 
negation modifiers instead of a sliding window. 
 
Incorporating features which indicate the degree of semantic orientation of words by using the General 
Inquirer categories ([6]) could be tried. Another way to find out the semantic orientation could be to 
get the "distance" of the word from "excellent" or "poor" ([4]). 
 
Conclusion 
 
This project shows that Machine Learning algorithms can get ~85% accuracy in polarity classification of 
movie reviews which have a "thwarted expectation" narrative and can do this even without domain 
specific knowledge. This is encouraging as it can be used to automate polarity detection of other kinds 
of documents and reviews. 
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