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Abstract 
We consider the problem of classifying reviews by 
overall sentiment.  Rather than predict a simple 
positive or negative evaluation on the part of the 
review’s author, we employ methods to determine the 
author’s numerical rating on a multi-point scale 
ranging from one to five stars. We evaluate our 
approach using restaurant review data from 
OpenTable.com, a service for finding restaurants and 
making reservations online. We find that by using 
maximum entropy classification with a carefully 
selected feature set and a sentiment model, we can 
achieve greater than 60% precision in predicting the 
ratings for these review. Surprisingly, this result is 
comparable to the precision of humans performing 
the same task. 

1   Introduction 
 Given the immense amount of subjective content 
such as movie, restaurant, and product reviews on the 
web today, we can derive a great deal of benefit by 
being able to interpret the opinions and sentiment put 
forth in these reviews. For example, sentiment 
analysis can be used to provide succinct review 
summaries to readers or to generate automatic 
recommendations for customers.  Additionally, more 
nuanced analyses can lead to the identification of 
reasons behind reviewer’s opinions and can also be 
utilized in question answering tasks related to 
opinion. 
 Here we focus on the task of sentiment 
categorization, which takes a segment of unlabeled 
text and attempts to classify the text according to 
overall sentiment.  In this project, we apply natural 
language processing techniques to classify a set of 
restaurant reviews based on the number of stars that 
each review received. More specifically: 

• We develop a maximum entropy classifier to 
categorize each review from 1-star to 5-stars 

• We implement a set of features that we 
believe to be relevant to the sentiment 
expressed in reviews and analyze their effect 
on performance, providing insights into 
what works and why sentiment 
categorization can be so difficult 

• We analyze how a review’s conformance to 
a particular language model can be affected 
by the sentiment of the review 

• We experiment with different linguistically 
motivated models of sentiment expression, 
again using the results to improve the 
performance of our classifier 

• We examine the effects of part-of-speech 
tagging on our ability to predict sentiment. 

2   Background and Related Work  
 Initial work in the field of sentiment 
categorization treated the problem as one of binary 
classification [2, 7, 12, 13]. 
 Turney (2002) uses a semantic orientation 
algorithm to classify reviews based on the numbers 
of positively oriented and negatively oriented phrases 
in each review. 
 Pang et al. (2002) used machine learning tools 
such as Naïve Bayes, Maximum Entropy and Support 
Vector Machine (SVM) classifiers to classify movie 
reviews using a number of simple textual features. 
They found that unigram presence features give the 
best results, with little or no improvement gained 
through the additional feature sets they explored. 
These methods demonstrate that machine learning 
algorithms can be used successfully for the task of  
sentiment classification, at least on a binary scale. 
We too implement a classifier and begin with an 
exploration of simple features, then turn to more 
complex, linguistically motivated features to further 
improve the performance of our sentiment 
categorization system. 
 In other work, Pang and Lee (2004) have shown 
that performance on the sentiment classification task 
can be improved by identifying objective sentences 
and removing them from reviews, leaving only 
subjective sentences by which to classify the review 
[6]. This method is particularly apt for movie 
reviews, as their study showed, where we must be 
careful not to confuse feelings toward plot or 
characters (“I hate the villain”) with feelings about 
the movie as a whole (“I hate this move”). However, 
problems such as this one appear to be less common 
in the domain of restaurant reviews. Additionally, 
because most reviews in our data set are relatively 
short, we probably would not benefit from tossing out 
a chunk of what little data we already have for each 



  

review. Although we do not use the data-trimming 
methods mentioned in the paper, we keep its lessons 
in mind. Namely, not all content in a review is 
equally relevant for predicting sentiment. 
Finally, several papers in the realm of sentiment 
categorization deal specifically with the task of 
predicting ratings on a multi-point scale [5,9].  These 
works make use of the notion that a 5-star review is 
much closer in value to a 4-star review that it is to a 
1-star review. 

3   The Dataset 
 Our dataset consists of 457,023 restaurant 
reviews from OpenTable.com, a service for finding 
restaurants and making reservations online. The 
reviews span 11,067 restaurants. The reviews range 
in length from 1 to 750 characters, with an average of 
248 characters per review. Because the reviews are 
quite short on average, we need efficient techniques 
that make ample use of the little available data. 
 For the purpose of development, we use only a 
small portion of these reviews when implementing 
and testing our models. We select 5,000 reviews from 
the data as a test set and use an additional 15,000 
reviews as a training set. For our best model, we 
experimented with varying amount of training data to 
see if we could further improve performance. 
 As a final note, some reviews in our data set are 
quite short (i.e. only a few characters or less than a 
sentence). Because we want to focus on actually 
predicting the sentiment of reviews based on their 
linguistic content, we exclude from both training and 
testing any reviews that have fewer than 100 
characters, which we estimate to be the length of a 
short sentence. 

4   Sentiment Prediction 
Here we describe the techniques we employed in 
order to classify the sentiment of reviews on a multi-
point scale ranging from one to five stars. We 
describe the successes and failures of the various 
techniques, present insights we learned regarding 
multi-class sentiment categorization, and propose 
future improvements to our methods.  
 To evaluate our accuracy with respect to the 
classification task, we use a number of metrics that 
reflect the quality of our predictions. The first of 
these is simple precision, which we calculate as the 
number of reviews that the algorithm predicts exactly 
divided by the total number of reviews. Second, we 
use a mean average error metric, which measures the 
average distance between the true rating and our 

predicted rating [1, 9]. More formally, given n test 
examples (x1, y1),…,(xn, yn) and a set of 
corresponding predictions ŷ1,…, ŷn, we compute 
mean average error as: 
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 The justification for this metric is intuitive: we 
should be punished less if we predict a 5-star review 
to be only 4-stars than if we predict that same review 
to be 1-star. 
 We find it important to consider both of the 
above metrics when evaluating the performance. As a 
simple example, a rating of 5 is the most common 
among the reviews so we can get a precision of 0.464 
by blindly labeling each review as 5-star; however, 
the mean average error for labeling all reviews with a 
rating of 5 is 0.852, greater than it would be if we 
simple labeled every review as 4-star (mean average 
error = 0.796).  Thus, labeling all reviews as 5-star 
gives us better precision, but also means that we are 
further off on our incorrect predictions.  Given these 
baselines of 0.464 for precision and 0.796 for mean 
average error, we attempt to improve our sentiment 
categorization performance through machine learning 
and natural language processing techniques, which 
we detail below. 

4.1 Implementation 

 We adapted the Maximum Entropy classifier 
implemented in a previous assignment for use with 
the restaurant review dataset. As a first pass at feature 
selection, we simply included, for each review a 
feature for every unigram contained in that review.  
This simple implementation brought precision up to 
0.537, well above the baseline level. Mean average 
error also improved to 0.572, far better than the 
baseline established above. 
 We experimented with different methods of pre-
processing the data. Because the reviews are 
unstructured in terms of user input, reviews can look 
like anything from a paragraph of well-formatted text 
to a jumble of seemingly unrelated words to a run-on 
sentence with no apparent regard for grammar or 
punctuation. Our initial pass over the data simply 
tokenized the reviews based on whitespace and 
treated each token as a unigram, but we were able to 
improve performance by removing punctuation in 
addition to the whitespace and converting all letters 
to lowercase. In this way, we treat the occurrences of 
“good”, “Good”, and “good.” all as the same, which 
gives better predictive power to any test set review 
containing any of these three forms. Through pre-



  

processing, we were able to improve precision by 
1.5% to 0.552. 
 Expanding on the notion that we can improve 
performance by compressing the three versions of 
good above into a single unigram, we tested the 
performance of various stemmers when used in 
conjunction with unigram features.  The key idea 
here is that different forms of the same word can 
come up in two different reviews and we want to 
recognize those cases. For example, one review 
might say “I love the food” and another might say 
“We loved our dining experience here”, but both are 
using love in the same sense. In our dataset, we 
noticed that this phenomenon comes up most 
frequently with different verb forms as described 
above, as we as with adverb/adjective pairs such as 
“consistently/consistent”.  We tried pre-processing 
reviews using three different freely available 
stemmers: Lovins Stemmer, Iterated Lovins 
Stemmer, and Porter Stemmer [4, 8]. We found that 
Lovins Stemmer gave the best performance on our 
dataset, improving precision to 0.558. 
 As a final simple feature set, we added to the 
above classifier a binary feature for every bigram 
appearing in the review. Our training set of 15,000 
reviews contained 180,000 unique bigrams when 
tokenized using the pre-processing methods 
described above as well as a Lovins Stemmer. 
Because the vast majority of bigrams only occur one 
or a few times and these rare bigrams probably do not 
provide a very reliable basis for sentiment 
categorization, we decided to see if dropping some of 
the less frequently occurring bigrams could improve 
performance. We found that our model performed 
best when we only count as features the bigrams that 
occur at least three times in our training set. If we set 
the threshold lower than that (i.e. count any and all 
bigrams), many of these bigrams are far too sparse to 
be reliable and actually end up hurting our prediction 
if they come up in the test data. If we set the 
threshold higher than that, we end up discarding 
some bigrams that actually turn out to be useful in 
classifying the reviews, so our precision again 
decreases. The results for our experiments with 
unigrams, bigrams, and various modes of pre-
processing are given below in Table 1. Our best 
classifier to this point used all unigrams, bigrams that 
appear at least three times, pre-processes reviews to 
remove capital letters and punctuation, and stems 
each word in the review using a Lovins Stemmer. It 
achieves a precision of 0.564 and mean average error 
of 0.527, with both metrics surpassing the 
performance of using only unprocessed unigram 
features. 

 

Features # of 
Features Precision MAE 

Unigram 20,869 0.537 0.573 

Unigram +  
pre-processing  

20,536 0.552 0.551 

Unigram + pre-
process + stemming 

(Lovins) 

13,823 0.556 0.546 

Unigram + pre-
process + stemming 

(Iterated Lovins) 

12,247 0.550 0.556 

Unigram + pre-
process + stemming 

(Porter) 

15,690 0.550 0.556 

Include bigrams 193,823 0.560 0.528 

Include bigrams 
(only if count >= 3) 

51,392 0.564 0.527 

Include bigrams 
(only if count >= 5) 

35,900 0.550 0.546 

Table 1. The table shows the performance of various 
sentiment categorization classifier runs with respect to two 
metrics: precision and mean average error (MAE). The # of 
Features column tells how many possible unique features 
exist for a particular setting of the classifier. The best 
model is displayed in bold. 

4.2 Features 

Using the best model from Section 4.1 above, we 
consider the effects of some more exciting features, 
whose selection is directly driven by the particular 
natural language qualities of our dataset. A summary 
of the performance improvements gained through 
each feature set mentioned in this subsection is given 
in Table 2. 
 First, after reading several restaurant reviews 
from our dataset, we observed that really long 
reviews tend to be more extreme in their ratings.  The 
could be either very positive or very negative, but it 
seems that, generally speaking, those who have the 
most passionate feelings about a restaurant are the 
ones willing to spend the most time writing reviews 
about them. Thus, we decided to encode review 
length as a series of features in our classifier. We first 
tried dividing reviews into n buckets based on length, 
with each possible bucket resulting in a unique binary 
feature that is turned on if the length of the review 
falls into that bucket.  We tried two unique versions 
of this n bucket scheme. In one version, the buckets 
are evenly distributed (i.e. each bucket spans the 
same number of characters). In the other version, the 
bucket that a review falls into is determined by how 



  

many standard deviations away from the mean the 
length of the review is.  Figure 1 shows the results of 
experimenting with these two length 
characterizations.  We found that using standard 
deviation based buckets gave the best performance 
results and, with the right number of buckets did 
better than we had previously been able to do without 
a length-based feature set. We use this feature set 
moving forward, choosing six as the number of 
buckets into which we divide the length of the review 
and thereby increasing our overall precision by about 
0.5% to 0.570. 

 
Figure 1. The figure shows the performance of including 
length-based features in the classifier.  The x-axis shows 
the number of buckets into which we divide the length of 
the review for two different methods of categorizing review 
length, as well as a baseline (shown in red), where we do 
not characterize length. 
 Through further analysis of our data, we 
observed that: (1) Very excited reviewers often use 
words composed only of capital letters or 
exclamation points to mark their excitement; (2) 
Words and phrases at the beginning and/or end of 
reviews often summarize the sentiment of the review.  
Examples of both of these phenomena can be seen in 
the review below (which was rated 5-star by the 
reviewer, but you could have probably guessed that): 

My family and I went to Maestro’s for my 
Husband's birthday. The waitress was 
GREAT. It was a late dinner and my 
daughter (7 years old) was with us. 
Although she was the only kid in the 
restaurant- it was very late, the staff made 
her feel at home. The dinner menu is not kid 
friendly but they were able to accommodate 
my daughter. The food was superve!!!! 

The above observations allowed us to further 
improve the performance of our classifier by 
motivating a set of features based on the number of 
capitalized words, the existence of particular 
punctuation marks (e.g. exclamation marks that 
indicate excitement, periods that indicate the review 

is longer than one sentence), the particular words and 
phrases that appear at the beginning and end of 
reviews, and the words that appear just before 
relevant punctuation, such as exclamation marks. We 
tried various subsets of these features to determine 
which were useful and found that identifying reviews 
with exclamation points and reviews with capitalized 
words gave the only improvements here. Adding in 
these features improved precision to 0.575 and 
brought down mean average error to 0.515. 
 Finally, Dave et al. (2003) found that replacing 
all numerical tokens with a single token yielded a 
minor improvement in the performance of their 
system.  The intuition here is that numerical tokens 
are almost certainly going to be sparse in the data, 
because there are so many possible values for them to 
take. Additionally, these tokens often do not give 
much information that would be useful in sentiment 
categorization.  For example, consider the two 
sentences we bought a $50 bottle of wine and we 
bought a $25 bottle of wine.  The reviewer buying the 
$25 dollar bottle can be just as pleased with his/her 
bottle as the reviewer buying the $50 bottle; we need 
more context to know the reviewers’ feelings 
regarding the wine. The numerical $25 and $50 
themselves do not give much classification value 
themselves, even when we have the rest of the 
sentence.  However, if we were to replace each of 
these tokens with the tag <NUM>, then we would 
have <NUM> bottle in both sentences. It is wholly 
conceivable that reviews that discuss the prices of 
bottles are more often negative because the reviewer 
is expressing discontent with the amount of money 
spent; we may be able to identify such patterns by 
substituting numerical tokens. 
 With this notion in hand, we experimented with 
two different methods of substituting numerical 
tokens. In the first method, we replace time values 
with the token <TIME>, dollar values with the token 
<PRICE>, numerical values with the token <NUM> 
and all other non-alphabetic tokens with the token 
<NON-ALPHA>. In the second method, we simply 
lump together all of these non-alphabetic tokens with 
the token <NON-ALPHA>.  We find that the first 
method performs better than the second, but both of 
these methods yielded poorer performance, so we 
exclude them from our classifier. It seems that, 
contrary to the above hypothesis, we may in fact lose 
some of the predictive power of these numeric tokens 
by lumping them together. In particular, the idea that 
grouping together the numeric tokens can actually 
hurt precision seems to be reinforced by the fact that 
our first numeric grouping method works slightly 



  

better than the second: the more we lump together 
these tokens, the worse our performance gets. 

Features Precision MAE 
Length 0.570 0.516 

Caps/Exclamations  0.575 0.515 

Numerical 0.572 0.518 

Table 2. The table shows the performance of various 
sentiment categorization classifier runs, when given 
features motivated by our dataset. Results are with respect 
to two metrics: precision and mean average error (MAE). 

4.3 Language Models 

Language models play an integral role in many 
natural language processing tasks. In machine 
translation, for example, they can help us determine 
which translation of a phrase is more likely to be 
correct.   
 Here we consider one way to use language 
models to aid in the sentiment categorization process. 
We use the knowledge that our dataset has a large 
proportion of positive reviews as opposed to negative 
ones (almost 80% of the reviews are 5- or 4-star, 
whereas only 8% are 1- or 2-star). Given this 
information, we can reason that any language we 
train across this dataset will undoubtedly be biased 
toward giving higher probability to positive reviews. 
Thus, we begin by giving each review a probability 
as predicted by a language model trained on the 
entire training set. We use a linear interpolation 
model as developed in a previous assignment; this 
model consists of an interpolation between a simple 
trigram model, an interpolated smoothed Kneser-Ney 
bigram model, and a Good-Turing unigram model. 
Each of the language model probabilities must then 
be normalized by the size of the review, because 
particularly long reviews would otherwise be unfairly 
punished with lower language model scores. Finally, 
the reviews that get the lowest scores are more likely 
to be negative, since our language model is biased 
toward positive reviews. 
 After implementing a system to give each review 
a score using the interpolation language model, we 
found that on average, 1-star reviews get on average 
a language model score that is three orders of 
magnitude lower than scores of the other reviews; 
however, the other ratings are virtually 
indistinguishable from each other. So we attempt to 
use this information to help classify reviews by 
identifying reviews with either exceptionally low  or 
exceptionally high language model scores and 
distinguishing these reviews from the rest of the 
pack. The highly scored reviews are much less likely 

to be 1-star, while the low scoring reviews are more 
likely to fall into this lowest rating category. 
 To put our method more formally, we search for 
an x and a y such that all reviews with language 
model scores above 10-x receive the feature 
HIGH_LM_SCORE and all reviews with language 
model scores below 10-y receive the feature 
LOW_LM_SCORE. The results of a simple grid 
search using this method using a grid spacing of 5 
units for x and y are shown in Table 3. We found that 
the optimal values for x and y are 25 and 170 
respectively. Using these parameters, we could only 
improve precision by 0.002. Because this 
performance boost is so miniscule and the grid search 
seems to be very sensitive to the values of x and y 
with regards to whether the language model features 
will help us or hurt us, we choose not to include the 
above features in our final system. 
 Y Value 

X Value 160 165 170 175 180 

20 0.558 0.561 0.566 0.571 0.568 

25 0.564 0.570 0.577 0.573 0.569 

30 0.562 0.567 0.572 0.570 0.566 

Table 3. The table shows the precision of our classifier for 
various values of x and y in the language model grid 
search. For simplicity we show only a subset of the grid 
search results, where the best solution was found (x=25, 
y=175). 
 There are a few reasons we believe that using 
language models in the manner stated above does not 
prove more useful. Primarily, though the average 
language model score is lower for 1-star reviews, 
there is tremendous variability in language model 
scores across all five categories of reviews. This great 
variability in scores likely stems from the fact that the 
review vary greatly with respect to language 
structure. 

4.4 Sentiment Modeling 

Now, we turn to what is perhaps the most interesting, 
difficult, and rewarding aspect of sentiment 
categorization: sentiment modeling. In this section, 
we describe three different sentiment models we 
implement, compare their performance, and discuss 
the merits and failures of each. For simplicity’s sake, 
we call these models Model 1, Model 2, and Model 3 
(not to be confused with the IBM models for word 
alignment). Also, note that these names are arbitrarily 
assigned, so that Model 2 does not necessarily 
perform better than Model 1, and so forth. The 
performance of these models is compared in Table 4. 



  

 When modeling sentiment, we want to ask the 
question how do we know whether the reviewer is 
expressing positive or negative sentiment in the 
review? A first intuition would be to look for 
particular words that express positive sentiment, such 
as great or wonderful. However, these words alone 
do not tell the whole story, since they can most 
certainly be negated as in the example the food was 
not great. As an extreme example of this, the words 
overbearing and intrusive each come up more than 
fifty times in our reviews and more than 90% of the 
time that they do come up, they are located in 
positive reviews. We see this happen because such 
typically negative words turn into positive phrases 
simply by putting the word not before them. 
 Even more difficult to identify are cases where 
there is no obviously positive or negative word, but 
the sentence as a whole expresses  some form of 
sentiment. Let us examine the following sentence, 
taken from a review in our dataset: 

Ordered wine with dinner and received upon 
finishing. 

Though there is no clearly negative word in this 
sentence, any human reader can see that this example 
clearly demonstrates a customer’s disappointment 
with the service at the restaurant. Thus sentiment can 
be expressed in a number of interesting and unique 
ways, and we attempt here to implement models that 
capture it. 
 Kennedy and Inkpen (2006) approached the 
problem  of sentiment classification with the use of 
contextual valence shifters, words that can diminish, 
intensify, or negate a phrase. Our first model uses a 
similar approach. In Model 1, we pass through tokens 
from the review set looking for one that we consider 
either positive or negative. When we find one, we 
look to see if it’s a strong, weak, or normal 
positive/negative. Finally, we look at the word 
immediately preceding it to determine if that word 
negates the sentiment of our current word. Using this 
information, we can label the words in our review as 
“strong positive”, “negated positive”, “negative”, etc. 
and use these labels to improve the performance of 
the classifier.  
 The approach of Model 1 of course raises the 
question of how we determine whether a word is 
positive, negative, negating as well as how strong or 
weak a particular positive or negative word might be. 
For this, we use two potential data sources. First, we 
use the General Inquirer dictionary, which contains 
tags that specify whether a word is positive, negative, 
negating, strong, or weak, among other distinctions 
[10]. One drawback of this data, however, is that it 

does not reflect the realities of our actual data set. For 
example, GI does not include the word delicious, 
which comes up quite frequently as a positive factor 
in restaurant reviews. To combat this, we also 
consider a separate list of sentiment words from our 
data set, which we consider the predictive words. We 
compute the positives for this set as those words that 
satisfy the equation p(+ | word) > threshold where 
p(+) is the probability of the review being positive 
and threshold is an arbitrarily defined threshold, 
which we set based on an examination of the words 
that this equation produces. We compute negative 
words in the same way, replacing positive for 
negative in the above equation. This approach is not 
without its faults. To look back at an earlier example, 
more than 90% of the time that we see the word 
overbearing, it is in a positive review, so we would 
mistakenly count that word as positive when using 
this predictive word set. Another drawback, prevalent 
in both the GI word set and our predictive word set, 
is that there is no word sense disambiguation to 
distinguish words that can be positive in certain 
contexts but neutral in others. We test our sentiment 
models on both the GI and predictive words sets 
individually and also on a combination of the two. 
 Finally, we find that when using word sets such 
as these to denote sentiment bearing words, it no 
longer makes sense to stem our reviews. When we 
stem, we create ambiguity among words with the 
same stem, which can cause us to mix up words that 
do carry sentiment with words that do not. For 
example, the Porter Stemmer stems both consists and 
consistent to consist, thereby losing the distinction 
between the two words. 
 Using Model 1 with a combination of the two 
word sets, we were able to improve precision to 
0.581 and bring down mean average error to 0.507. 
Of course, there remain some obvious drawbacks to 
Model 1. Most notably, negation does not always 
happen in the word immediately before a sentiment 
word; it can happen much earlier. For example, one 
review in our data set describes the food as not all 
that exciting. Here we have a negation phrase that 
consists of four words, which could not be picked up 
by Model 1. To remedy this, we implement Model 2, 
which focuses on identifying these longer distance 
negations. 
 In Model 2, as we loop through the review, we 
keep track of whether or not we are currently 
negating the upcoming word(s). Whenever we come 
to a negation word (as defined by the GI dictionary), 
we open a negation phrase. When we next come to a 
positive or negative word, we treat that word as if it 
has had its polarity reversed. That is, negatives in 



  

negation phrases are treated as positive and positives 
in negation phrases are treated as negatives. Because 
our set of positive and negative words are somewhat 
sparse, we do not always catch the word or phrase 
that is being negated. When this happens, we may run 
the length of the sentence, only to find some positive 
word ten words away from the negation and treat it as 
if it is being negated, when in reality we missed the 
word that was actually being negated. To prevent 
this, we limit the length of negated phrases to five 
words and drop the current negation if we have not 
found a sentiment word to match it within a five-
word span. Model 2 does not perform as well as 
Model 1, reaching precision of only 0.568 on the 
combined word set. 
 Model 

Sentiment 
Words 1 2 3 1 + 2 1+2+3 

GI 0.580 0.567 0.572 0.583 0.578 

Predictive 0.574 0.564 0.558 0.574 0.571 

Combination 0.581 0.568 0.564 0.583 0.576 

Table 4. The table shows the precision of our classifier 
when using various sentiment models and various sets of 
sentiment expressing words. We find that using sentiment 
models 1 & 2 and choosing sentiment words both  from 
General Inquirer and from our own dataset gives the best 
overall performance. Our best result is shown in bold. 
 In Model 3, we introduce the use of part-of-
speech tags to model sentiment. The basis for Model 
3 is the notion that adjectives, by virtue of their role 
as a modifier, are often the words in a sentence that 
give the best insight into the overall sentiment of the 
sentence. Thus, we base our third sentiment model on 
the occurrence of adjectives within each review. To 
use this model, we first tagged all reviews in our 
dataset using the Stanford Part-of-Speech Tagger 
[11]. Then, when looping through each word in the 
review, we determine the word’s part of speech. If 
that word is an adjective, we look at the word 
immediately before and immediately after it to see if 
we can determine which word it modifies. If the word 
immediately following the adjective is a noun, we 
include the bigram formed by the two adjective and 
noun as an additional feature. Alternatively, if the 
word immediately preceding the adjective is an 
adverb, we include the bigram formed by adverb and 
adjective as an additional feature. We chose these 
two cases for our model based on observations of the 
placement of the most sentiment-expressing (and 
therefore most useful) adjectives within the reviews 
from our dataset. Model 3 outperforms Model 2, 
achieving a precision of 0.572 but does not perform 
as well as Model 1. 

 Since each of our sentiment models approaches 
the problem in a unique manner, we decided to try 
combinations of these models to see if we could 
improve performance. We found that a combination 
of Model 1 and Model 2 ultimately gave the best 
performance. This makes sense given that these 
models complement each other well with regard to 
their handling of negation: Model 1 focuses on short 
negation phrases and Model 2 is able to handle longer 
ones. Overall, we were able to make a significant 
improvement to our classifier through sentiment 
modeling, but the varied performance of the 
sentiment models shows that such modeling is really 
rather difficult.  
 Finally, we trained our classifier on  larger 
quantities of data to see if we could get a 
performance boost simply by increasing the amount 
of data available to the classifier. Figure 2 shows the 
results of training our classifier on review sets of 
various sizes. We found that by increasing training 
data to 55,000 reviews, we were able to obtain a 
precision of 0.602 and a mean average error rate of 
0.477. Both of these results are major improvements 
on our initial baseline scores of 0.464 for precision 
and 0.852 for mean average error. 

 
Figure 1. The figure shows the precision of our classifier 
as a function of the amount of training data used. We found 
that by using a training set of 55,000 reviews, we could 
achieve a precision of 0.602. Performance with respect to 
precision appears to level out as training data increases. 

4.5 Other Part-of-Speech Goodies (Or Maybe Not) 

 We noticed additionally, that the more extreme 
reviews tend to use adjectives more frequently than 
do less extreme reviews, so we decided to see if the 
rates at which different parts of speech occur might 
be able to help us categorize them by sentiment. For 
each of adjectives, adverbs, and nouns we calculated 
the rate at which they occur as the number of words 
in the sentence divided by the number of words 
tagged with that part of speech, then rounded this 



  

value to the nearest integer in order to discretize. We 
found that none of the adjective, adverb, or noun rate 
features improved our performance. Additionally, we 
experimented with including as features the ratios of 
different part of speech, but also found no benefit to 
this approach. This is likely due to a great variability 
in the rates of different parts of speech from review 
to review. Though such variability is great news for 
the expressive capacity of the English language, it 
certainly does not help us in our task of sentiment 
categorization. 

4.6 Can Humans do it Better? 

 As part of the evaluation of our system, we 
wanted to know whether or not humans can do a 
better job of assigning ratings to reviews than can our 
system. Previous work has shown that people are 
very capable of discerning whether or not a review is 
positive or negative; we want to examine Pang and 
Lee (2005) undertook a similar study when first 
analyzing the problem of assigning a rating to an 
unlabeled review by showing subjects a pairs of 
reviews and asking them to choose which review was 
rated higher in each case. They found that as reviews 
got closer in rating, subjects had a much harder time 
picking apart which was rated higher (or if they were 
rated the same), but that human subjects could 
actually do well at discerning relative ratings between 
pairs of reviews. 
 We chose to undertake a study that parallels the 
categorization task at hand in order to more directly 
compare the performance of our system with human 
ability. We asked presented four subjects with fifty 
unlabeled reviews each and asked them to predict the 
rating label for these reviews on a scale from 1- to 5-
stars. Our subjects achieved an average precision 
score of 0.55, with a standard deviation of 0.1. Thus, 
we observed great variability in the ability of 
individuals to complete the same task as our system, 
with the average precision of a person being 
somewhat lower than that of our system. 

4.7 Future Work 

 There are many possibilities for future 
improvement of our system; we consider a few of 
them here. 
 First, stemming proved to be useful initially in 
improving our classification performance, but  turned 
out to be harmful when used in conjunction with a 
sentiment model. As discussed above, stemming 
hurts our sentiment modeling efforts by grouping 
together non-sentiment bearing words with sentiment 
bearing words. However, by discarding stemming 

altogether we also lose the improvements that 
initially motivated our stemming effort: the fact that 
the same word comes up multiple times in different 
forms (e.g. love, loved). By implementing a smarter 
stemming system, perhaps one that only stems certain 
parts of speech or only treats two stemmed words as 
equivalent if they both have the same part of speech 
in addition to the same stem, we might be able to get 
some improvement from stemming after all. 
 Next, we can consider other ways in which the 
use of language models might be useful for sentiment 
categorization. For example, we could train  five 
individual language models, one for each rating. 
Then, given a review, we could compute its 
probability with respect to all the individual language 
models and thereby determine which language model 
would be most likely to produce that review. It seems 
intuitive that a review scoring much better on a 1-star 
language model than on a 5-star language model 
would be more likely to be a 1-star review. One 
difficulty in implementing this approach is that there 
are far more 5-star reviews than there are 1-star 
reviews, so a language model trained on the higher 
rated reviews would be more robust. 
 A third approach to improving the model would 
be to implement more complex sentiment models. 
Our attempts here deal mainly with modeling 
negation and parts of speech, without delving much 
into some of the more complex issues like cases of 
mismatched expectation as in the example given 
earlier of a wine bottle that was brought to the table 
after the diners had finished eating. 
 Additionally, we find that reviews that weave 
between past and present are often rather difficult for 
our method to predict. This issue generally arises in 
cases where the author of a review relates previous 
experiences for a particular restaurant as well as a 
more recent experience that often contrasts with the 
reviewer’s expectations based on his/her previous 
experiences.  For example: 

I was dissapointed in my entree. My 
husband did enjoy his. The service seemed 
to be uninspired and lacking. Previous visit 
were far superior. 

In the case of the review above, we find it difficult to 
predict the reviewer’s rating, because, among other 
things, we don’t know whether to base it on past 
experiences, the more recent experience or some 
combination of the two. Further exploration in this 
realm could provide some answers as to how to 
tackle this problem 
 Perhaps the greatest improvement could come by 
approaching the machine learning aspect of the 



  

problem in a different way. The Maximum Entropy 
classifier we use treats the problem of sentiment 
categorization as one of multi-class classification, 
where it attempts to choose a single best label from 
among five possibilities. If it chooses a rating that is 
off by just one star, the classifier treats the 
misclassification exactly the same as if it were off by 
four stars and therefore does not train as effectively 
as it could if it knew the implicit relationship between 
rating classes. Just as we chose the mean average 
error metric because it suits the problem in that it 
takes into account the relationship between different 
ratings, a machine learning approach that understands 
this relationship would suit the rating prediction 
problem better than the multi-class classification 
system we currently employ. Pang and Lee (2005) 
used a metric-labeling algorithm to label more 
closely related movie reviews with more similar 
labels. They found that using this algorithm improved 
performance in a multi-star rating categorization task. 

5 Conclusions 
The problem of generating a high quality sentiment 
categorization system is a complex and intricate one 
with lots of exciting applications. Sentiment is 
expressed in so many complex ways that it is 
impossibly difficult to model every minute detail, but 
with the right approach and enough patience, we can 
build a classifier that performs reasonably well at 
predicting the rating for a review given its text. 
 In most aspects of implementation, each change 
that we make can help us predict sentiment for some 
reviews that we previously missed, but can also cause 
us to miss reviews that we had previously categorized 
correctly. For example, finding negated phrases that 
are longer than two words is critical to predicting 
sentiment because such phrases come up quite 
frequently, but we do not want to extend those 
phrases too far lest we incorrectly label a phrase as 
negated when it is not. We often have to strike a 
balance between identifying a broad scope of 
sentiment in our reviews and not mislabeling 
sentiment or finding it where it does not exist. 
Additionally, we need to be careful not to create a 
model so specific that the information it encodes is 
too sparse to correctly identify sentiment. 
 By tinkering with the many tradeoffs and 
complexities of sentiment categorization, we have 
arrived at a reasonably well performing model that 
can successfully predict more than 60% of our 
reviews; however, as our evaluation shows, there is 
still a long way to go and there is always much that 
can be done to improve. 
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