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I. Introduction 
 
 In this project I address the problem of accurately classifying the 
sentiment in posts from micro-blogs such as Twitter.  As Twitter gains popularity, 
it becomes more useful to analyze trends and sentiment of its users towards 
various topics.  Determining the general attitude of users towards a product or 
service, for example, can help a business measure overall consumer attitudes 
and customer satisfaction, and it can also provide a warning when there is a 
sudden change in sentiment.   
 
 The project addresses this problem by retrieving posts, performing 
preprocessing on the data, and analyzing the data using machine learning 
techniques to classify them by sentiment as either neutral, positive, or negative.  I 
investigate different methods for preprocessing the micro-blogging posts and use 
various Naive Bayes classification and feature selection methods to determine 
the best approach.  In addition, I approach the problem of building a classifier 
that classifies the post as neutral, positive, or neutral (broad) as well as into polar 
or neutral and only between positive and negative. 
 
 Opinion mining and sentiment analysis have garnered great interest 
recently due to its difficulty as well as potential benefits in trending analysis 
[2][5][6][7][8].  Early work at the document level involved applying different 
methods for classifying a document's polarity as positive, negative or neutral or 
on a scale (e.g. 1 to 5) [1][9].  These documents contained adequate text as 
found in the sets of movie reviews used in earlier work.  Sentiment analysis for 
micro-blogs, however, is a more difficult task due to the inherent limitations of the 
system.  Twitter posts are limited to 140 characters per message, which 
motivates users to use varied character shortening means of communicating 
seen commonly on the Internet.  In addition, micro-blogging posts tend to be 
more informal in language, resulting in a completely different vocabulary that 
along with the challenges in classifying very short messages, makes the task of 
micro-blogging sentiment classification a difficult one.  Another challenge 
involves the ambiguity of many posts as well as skew and bias in training data.  
Previous work that has addressed this topic has mostly avoided the challenge of 
classifying polar as well as neutral micro-blogging posts and has mainly focused 



solely on distinguishing between positive and negative sentiment [5][6][7][8].  
While there have been several attempts to tackle this problem, and there is still 
room for improvement. 
 
 
II. Approach 
 
 The system I used involves the following steps: data gathering, 
preprocessing, training, and classification.  Based on the results from previous 
work, I chose to use several variations of Naïve Bayes classifiers along with 
feature selection methods.  The two systems I investigated were broad 
classification of messages into positive, negative or neutral, as well as chaining 
two classifiers together where one distinguishes between polar and neutral while 
the other takes polar messages and classifies them as positive or negative.  The 
different Naïve Bayes approaches used include unigram multinomial, unigram 
Bernoulli, unigram Bernoulli with X2 features, bigram multinomial, linear 
interpolated bigram and unigram, bigram backoff, and unigram weight 
complemented multinomial.   
 
III. Data 
 
 Data gathering for this task involved more effort than expected and 
required hand-tagging posts for sentiment in relation to a query.  I used the 
Twitter API to collect posts for various queries ranging from movies and actors to 
sports teams and politicians.  By mainly collecting posts related to current topics, 
I was able to retrieve a large number of polar messages; however, this skew is a 
problem because the vast majority of posts are neutral, such as posting links to a 
news article.  Ideally, the data should be collected by gathering a list of search 
terms and then gathering posts for those terms.  In the end I collected *** and 
labeled them as positive, negative or neutral.  I considered using data collected 
from previous work; however, I opted to avoid the large bias in those data 
collection methods after seeing extremely high accuracy when training and 
testing on those sets. 
 
IV. Preprocessing 
 
 Due to the nature of language used in micro-blogging posts, 
preprocessing on the messages is very necessary and has been shown to 
improve performance, especially for smaller training sets [5][6][7][8].  I used 
techniques that have already been used for this task as well as several new 
methods.  Preprocessing is necessary because it can extract relevant features 
while sanitizing inputs.  Micro-blogging posts, specifically, can be full of spelling 
and grammar errors as well as slang and emoticons, so providing a more 



consistent lexical input was able to improve performance.  The techniques used 
have been applied in information retrieval applications as well as in other 
sentiment analysis tasks, including micro-blogging specifically.   
 
 Preprocessing methods used include identifying emoticons, identifying 
words in all caps, detecting pointers to other users, detecting URLs, removing 
stop words, removing unnecessary punctuation, identifying exclamation marks or 
exclamation marks intertwined with question marks, identifying laughter, 
identifying the query term, and removing erratic casing of letters. 
 
Emoticons – Many micro-blogging posts make use of emoticons in order to 
convey emotion, making them very useful for sentiment analysis.  A range of 
about 30 emoticons, including :) :( :D =] :] =) =[ =( are replaced with either a 
SMILE or FROWN keyword.  In addition, variations of laughter such as “haha” or 
“ahahaha” are all replaced with a single LAUGH keyword. 
 
All Caps – The use of all capital letters is another common method for indicating 
strong emotion.  By identifying a series of capitalized words and adding an 
ALL_CAPS keyword, this preprocessing step extracts this feature before 
removing casing. 
 
Erratic Casing – In order to address the problem of posts containing various 
casings for words (e.g. “HeLLo”), I sanitize the input by lower casing all words, 
which provides some consistency in the lexicon. 
 
Punctuation – In micro-blogging posts, it is common to use excessive punctuation 
in order to avoid proper grammar and to convey emotion.  By identifying a series 
of exclamation marks or a combination of exclamation and question marks before 
removing all punctuation, relevant features are retained while more consistency 
is maintained. 
 
Stop Words – In information retrieval, it is a common tactic to ignore very 
common words such as “a”,”an”,”the”, etc. since their appearance in a post does 
not provide any useful information in classifying a document. 
 
Query Term – Since the query term itself should not be used to determine the 
sentiment of the post with respect to it, every query term is replaced with a 
QUERY keyword.  Although this makes it somewhat of a stop word, it can still be 
useful when not using a bag-of-words model and the location of the query in 
relation to other words becomes important. 
 
Pointers & URLs – Many micro-blog posts contain URLs in order to share more 
content than can be given in the limited post.  The uniqueness of URLs makes it 
more useful to simply identify the use of one.  Similarly, posts can point to other 



users with the use of an ʻ@ʼ in front of a username, which is replaced with a 
POINTER keyword. 
 
V. Naïve Bayes Classifiers 
 
 The Naïve Bayes method for classification is often used in text 
classification due to its speed and simplicity.  It makes the assumption that words 
(or k-grams) are generated independently of word position.  For a given set of 
classes, it estimates the probability of a class, c, given a document, d, with terms, 
t, as: 

 
 
The classifier then returns the class with the highest probability given the 
document.  In practice, the log probability is estimated, given by: 
 

 
 
The prior class probability is given by the fraction of appearances of that class in 
the training set.   
 
 A. Unigram Naïve Bayes 
 
For unigram Naïve Bayes, the probability of a term given the class is given by the 
empirical counts of that term in messages with the same class.  There are two 
methods to this, however, with one being the multinomial model and the other the 
Bernoulli model.  In the multinomial model, the probability is given by  
 

 
Which is the total number of times the term appeared associated with that class 
divided by the total number of terms seen for the class.  This contrasts with the 
Bernoulli model where the count applies to the number of documents containing 
the term for that class over the total number of documents for the class.  In order 
to account for unknown words, I implemented add-one smoothing to avoid the 
detriments of zero counts. 
 
I also investigated the use of X2 features with the Bernoulli model.  With 
unigrams, the number of features used tends to be very high, and choosing the 
most discriminative features can greatly improve the classifierʼs performance.  
The X2 feature selection method determines the association between a class and 
input feature: 
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In the above equation, notice that P̂ (c) = 0.5, since we make the assumption

that both negative and positive tweets are equiprobable (indeed, we have

equal amounts of training and testing data for both). We have two different
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implemented a multinomial model, in which the counts of the number of

occurrences are used as follows:
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Tctk

|Vc|

Where Tctk denotes the number of times token tk appears in class c, and |Vc|
is the number of total words appearing in class c. A slightly different model is

the Bernoulli model, which instead records P̂ber(tk|c) as the fraction of tweets

in which the term tk occurs. In both of these situations, we used add-one

(or Laplace) smoothing, so that zero counts would not adversely affect the

performance of our Naive Bayes model.
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A low score indicates independence between the feature, F, and class, C, while a 
high score indicates association; therefore, the terms with the largest X2 for a 
given class are used in classifying. 
 
In addition to the multinomial and Bernoulli models for Naïve Bayes classification, 
I implemented a Weight-Normalized Complement Naïve Bayes classifier (WCNB) 
[4].  One of the skews in data seen is that one class may contain more training 
data than another.  To counter this problem, WCNB estimates the parameters by 
using counts from all classes except the given class: 
 

 
Here the sum of the log probabilities is subtracted in order to assign documents 
to class c if the complement paramater estimates do not match well.  However, in 
order to account for the improper assumption that all classes have the same 
dependencies, the weights are normalized: 
 

 
 
 B. Bigram Naïve Bayes 
 
The bigram language model departs from the bag-of-words model and calculates 
the probability that a document belongs to a class by calculating the probability 
that each word comes after the word before it given the class based on the 
empirical counts of word pairs seen for the given class.  
 
In this case, however, the training set appears to be too sparse for solely using 
bigrams for classification, so a linear interpolation model as well as a backoff 
model is used.  The linear interpolation model weights the unigram and bigram 
probabilities to determine the overall probability of a document belonging to a 
class: 

 
The backoff model, on the other hand, uses the bigram probability for a term if 
the bigram has been seen with this class, otherwise it backs off to the unigram 
probability. 
 

Table 1. Shown is a simple classification example with two

classes. Each class has a binomial distribution with prob-

ability of heads θ = 0.25 and θ = 0.2, respectively. We

are given one training sample for Class 1 and two train-

ing samples for Class 2, and want to label a heads (H)

occurrence. We find the maximum likelihood parameter

settings (θ̂1 and θ̂2) for all possible sets of training data

and use these estimates to label the test example with the

class that predicts the higher rate of occurrence for heads.

Even though Class 1 has the higher rate of heads, the test

example is classified as Class 2 more often.

Class 1 Class 2 p(data) θ̂1 θ̂2 Label
θ = 0.25 θ = 0.2 for H

T TT 0.48 0 0 none
T {HT,TH} 0.24 0 1

2
Class 2

T HH 0.03 0 1 Class 2
H TT 0.16 1 0 Class 1
H {HT,TH} 0.08 1 1

2
Class 1

H HH 0.01 1 1 none
p(θ̂1 > θ̂2) = 0.24
p(θ̂2 > θ̂1) = 0.27

Table 1 gives a simple example of the bias. In the ex-
ample, Class 1 has a higher rate of heads than Class 2.
However, our classifier labels a heads occurrence as
Class 2 more often than Class 1. This is not because
Class 2 is more likely by default. Indeed, the classi-
fier also labels a tails example as Class 1 more often,
despite Class 1’s lower rate of tails. Instead, the ef-
fect, which we call “skewed data bias,” directly results
from imbalanced training data. If we were to use the
same number of training examples for each class, we
would get the expected result—a heads example would
be more often labeled by the class with the higher rate
of heads.

Let us consider the more complex example of how the
weights for the decision boundary in text classifica-
tion, shown in Equation 5, are learned. Since log is
a concave function, the expected value of the weight
estimate is less than the log of the expected value of
the parameter estimate, E[ŵci] < log E[θ̂ci]. When
training data is not skewed, this difference will be ap-
proximately the same between classes. But, when the
training data is skewed, the weights will be lower for
the class with less training data. Hence, classification
will be erroneously biased toward one class over the
other, as is the case with our example in Table 1.

To deal with skewed training data, we introduce a
“complement class” version of Naive Bayes, called
Complement Naive Bayes (CNB). In estimating
weights for regular MNB (Equation 4) we use train-

ing data from a single class, c. In contrast, CNB esti-
mates parameters using data from all classes except c.
We think CNB’s estimates will be more effective be-
cause each uses a more even amount of training data
per class, which will lessen the bias in the weight es-
timates. We find we get more stable weight estimates
and improved classification accuracy. These improve-
ments might be due to more data per estimate, but
overall we are using the same amount of data, just in
a way that is less susceptible to the skewed data bias.

CNB’s estimate is

θ̂c̃i =
Nc̃i + αi

Nc̃ + α
, (6)

where Nc̃i is the number of times word i occurred in
documents in classes other than c and Nc̃ is the total
number of word occurrences in classes other than c,
and αi and α are smoothing parameters, as in Equa-
tion 4. As before, the weight estimate is ŵc̃i = log θ̂c̃i

and the classification rule is

lCNB(d) = argmaxc

�
log p(�θc)−

�

i

fi log
Nc̃i + αi

Nc̃ + α

�
.

The negative sign represents the fact that we want
to assign to class c documents that poorly match the
complement parameter estimates.

Figure 1 shows how different amounts of training data
affect (a) the regular weight estimates and (b) the
complement weight estimates. The regular weight es-
timates shift up and change their ordering between
10 examples of training data and 1000 examples. In
particular, the word that has the smallest weight for
10 through 100 examples moves up to the 11th largest
weight (out of 18) when estimated with 1000 examples.
The complement weights show the effects of smooth-
ing, but do not show such a severe upward bias and
retain their relative ordering. The complement esti-
mates mitigate the problem of the skewed data bias.

CNB is related to the one-versus-all-but-one (com-
monly misnamed “one-versus-all”) technique that is
frequently used in multi-label classification, where
each example may have more than one label. Berger
(1999) and Zhang and Oles (2001) have found that
one-vs-all-but-one MNB works better than regular
MNB. The classification rule is

lOVA(d) = argmaxc

�
log p(�θc) +

��

i

fi log
Nci + αi

Nc + α

−
�

i

fi log
Nc̃i + αi

Nc̃ + α

��
. (7)

This is a combination of the regular and complement
classification rules. We attribute the improvement
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Figure 1. Average classification weights for 18 highly dis-
criminative features from 20 Newsgroups. The amount of
training data is varied along the x-axis. Plot (a) shows
weights for MNB, and Plot (b) shows the weights for CNB.
CNB is more stable across a varying amount of training
data.

with one-vs-all-but-one to the use of the complement

weights. We find that CNB performs better than one-

vs-all-but-one and regular MNB since it eliminates the

biased regular MNB weights.

3.2. Weight Magnitude Errors

In the last section, we discussed how uneven train-

ing sizes could cause Naive Bayes to bias its weight

vectors. In this section, we discuss how the indepen-

dence assumption can erroneously cause Naive Bayes

to produce different magnitude classification weights.

When the magnitude of Naive Bayes’ weight vector

�wc is larger in one class than the others, the larger-

magnitude class may be preferred. For Naive Bayes,

differences in weight magnitudes are not a deliberate

attempt to create greater influence for one class. In-

stead, the weight differences are partially an artifact

of applying the independence assumption to depen-

dent data. Naive Bayes gives more influence to classes

that most violate the independence assumption. The

following example illustrates this effect.

Consider the problem of distinguishing between docu-

ments that discuss Boston and ones that discuss San

Francisco. Let’s assume that “Boston” appears in

Boston documents about as often as “San Francisco”

appears in San Francisco documents (as one might

expect). Let’s also assume that it’s rare to see the

words “San” and “Francisco” apart. Then, each time

a test document has an occurrence of “San Francisco,”

Multinomial Naive Bayes will double count—it will

add in the weight for “San” and the weight for “Fran-

cisco.” Since “San Francisco” and “Boston” occur

equally in their respective classes, a single occurrence

of “San Francisco” will contribute twice the weight as

an occurrence of “Boston.” Hence, the summed con-

tributions of the classification weights may be larger

for one class than another—this will cause MNB to

prefer one class incorrectly. For example, if a doc-

ument has five occurrences of “Boston” and three of

“San Francisco,” MNB will label the document as “San

Francisco” rather than “Boston.”

In practice, it is often the case that weights tend to

lean toward one class or the other. For the problem of

identifying “barley” documents in the Reuters-21578

corpus, it is advantageous to choose a threshold term,

b = b+ − b−, that is much more negative than one

chosen by counting documents. In testing different

smoothing values, we found that αi = 10
−4

gave the

most extreme example of this. With a threshold term

of b = −94.6, the classifier achieved as low an error rate

as any other smoothing value. However, the thresh-

old term calculated via the prior estimate by count-

ing training documents was log
p(�θ+)

p(�θ−)
= −5.43. This

threshold yielded a somewhat higher rate of error. It

is likely Naive Bayes’ independence assumption lead

to a strong preference for the “barley” documents.

We correct for the fact that some classes have greater

dependencies by normalizing the weight vectors. In-

stead of assigning ŵci = log θ̂ci, we assign

ŵci =
log θ̂ci�

k | log θ̂ck|
. (8)

We call this, combined with CNB, Weight-normalized

Complement Naive Bayes (WCNB). Experiments in-

dicate that WCNB is effective. Alternately, one

could address this problem by optimizing the threshold

terms, bc. Webb and Pazzani give a method for doing

this by calculating per-class weights based on identi-

fied violations of the Naive Bayes classifier (Webb &

Pazzani, 1998).

Since we are manipulating the weight vector directly,

pronoun directly describe the speaker’s state, which is the best indication of
the speaker’s attitude and thus the overall sentiment of the tweet. For exam-
ple, the tweets “I just finished watching Barca DESTROY MANCHESTER”
and “that final completely destroyed me” both convey very different levels of
sentiment, even though they both include the word “destroy,” which would
probably be a bigger indicator of negativity. But in the former example,
“destroy” isn’t being used in reference to the speaker’s state, so it doesn’t
actually imply that the user is expressing sentiment like the latter example
would.

For our Naive Bayes classifier, we made no effort to distinguish between
low-content words such as “the” or “some”. While actively filtering out low-
content words and retaining high-content words could’ve provided a much
more authentic distribution of how words and tokens affect overall Twitter
sentiment (since “happy” is much more likely to affect the sentiment of a
tweet than “the” is). Ultimately, however, we decided against implementing
this level of filtering during training and testing, primarily because a Naive
Bayes classifier is a generative model - specifically, in our circumstance, one
that deals with binary outputs - and so it needs to compare both the positive
and negative possibilities to determine the highest classification likelihood.
Most of the time, low-content words would affect positive and negative possi-
bilities equally; there’s no reason to assume they would skew the distribution
one way or another, though this may very well not have been the actual case.

6 Multinomial Bigram Naive Bayes

We also implemented a multinomial bigram Naive Bayes model, which cal-
culated the log probability in a method similar to the multinomial unigram
model, but using bigrams instead of single tokens. Due to the sparsity of the
data, the majority of bigrams would appear only once in training or testing,
and therefore it did not make sense to have a pure bigram model. Instead,
we also calculated the log probability as given by the unigram model as well,
and added these together using a weight α in a linear interpolation fashion:

P (c|d) = αPunigram(c|d) + (1− α)Pbigram(c|d)

6.1 Results

We tested different values for α, running the model incrementing alpha by
0.01 from 0.00 to 1.00. The optimal values of alpha were 0.90 ≤ α ≤ 1.00, due
largely to the sparsity of bigrams in the data. The following chart illustrates
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VI. Results 
 
The three variations of the data used were where the posts were sorted by 
positive, negative and neutral in one case, polar and neutral in another, and only 
positive and negative in the last.  I compared the performance of classification 
over all three classes versus chaining a polar-neutral classifier with a positive-
negative classifier.  The classifiers are trained and testing using the hold-out 
cross validation method. 
 

 
Figure 1: Classifier Performance 

 
As expected, the classifiers performed better when dealing with just two classes, 
and especially for positive-negative cases, in which the linear interpolation model 
performed best with an accuracy of 84.63%.  The multinomial unigram model 
scored highest for the polar-neutral category with 81.25%.  For the broad 
classification task, the linear interpolation model had the highest accuracy of 
69.8%.  In all cases, the empirical bigram model performed extremely poorly, 
which is expected due to the small training set and sparseness of bigrams.  It 
was surprising to see the WCNB classifier perform so poorly, with the exception 
of the polar-neutral set.  This is possibly due to the small data set and small 
number of classes.  It is also interesting to note the improvement in accuracy for 
the unigram Bernoulli model when feature selection is used.  Without feature 
selection, the multinomial model is clearly better than the Bernoulli model, but 
performance becomes comparable when feature selection is applied.  
Experimenting with the number of retained features shows the difference in 
performance when the feature set is reduced. 
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Figure 2: Bernoulli X2 Performance 

 
In addition, it was also surprising to see the backoff model perform worse than 
the unigram multinomial model, although this is understandable since bigram 
counts were too sparse with this training set.  The linear interpolation model, 
however, does improve accuracy over the unigram model when weighted 
towards the unigram model.  Experimenting with the weights shows that a weight 
between 0.7 to 0.9 for the unigram model results in the best performance. 
 

 
Figure 3: Linear Interpolation Performance 

 
Overall, much of the poor performance can be attributed to a small data set.  
When the classifiers are applied to the set of 40000 posts used by Go, Huang 
and Bhayani [5], the unigram multinomial and Bernoulli models approach 99% 
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accuracy; however, I believe this is highly attributable to the bias in their data 
collection methods. 
 
VII. Future Work 
 
 There are many different methods to investigate that may improve 
performance for Naïve Bayes classifiers.  Increasing the training set is an 
obvious approach, but otherwise, oversampling and undersampling in order to 
reduce data skew is another method to investigate.  Boosting techniques can 
also greatly improve accuracy in addition to various feature selection methods 
applied to the other classifiers.  Boosting algorithms are meant to enhance the 
accuracy of a combination of weak classifiers by assigning weights during 
training. 
 Moreover, there are several other preprocessing techniques that can be 
applied to decrease overfitting.  Accounting for elongated words (e.g. 
“reaaaaaaaaaalllly”) can also improve the lexical consistency and possibly be 
another indicator of polarity in a message.  Replacing words with “not” in front of 
them with a negated version is another technique used in previous work that can 
be applied so that the phrase “not great” does not count towards a positive 
classification due to the use of “great” rather than one negated by a keyword. 
 
VIII. Conclusion 
 
In this project, I investigated applying test classification techniques to analyze 
sentiment in micro-blogging posts from Twitter.  Using various preprocessing 
techniques and Naïve Bayes classifiers, I was able to achieve reasonably good 
performance for the small training set used.  Ultimately, while performance for the 
broad classifiers that were trained to classify a post as positive, negative or 
neutral was worst, it still appears to perform better than chaining the best polar-
neutral classifier with the best positive-negative classifier.  The linear 
interpolation, multinomial unigram and Bernoulli with feature selection models 
performed well in all three cases.  The different approaches for improving 
preprocessing and accounting for problems with the data set as well as boosting 
classifier performance leaves a wide range of further improvements. 
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