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ABSTRACT 
Review aggregator sites (RottenTomatoes.com, Metacritic.com) use snippets to convey the overall gist of 
the reviews they include in their coverage.  These snippets are typically sentences extracted directly from 
the original review.  In this paper we focus on snippet generation in the domain of music reviews—that is, 
how do you choose a snippet from a music review that best captures the opinion of the reviewer?  Our 
approach uses both unsupervised (TF-IDF) and supervised machine learning (Naives Bayes, MaxEnt) on a 
labeled training set, together with sentiment analysis tools, to extract high-quality generic single-
document summaries from music reviews.  Our system produces reviews of variable length that 
outperform a strong baseline summary. 
 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 
INTRODUCTION 
 
The web is awash with music review sites.  While traditional magazine-based music critics (Rolling Stone, 
Spin) now publish reviews online, countless web-only critics have sprung up as well.  Most of these web-
only critics operate as small personal blogs, but a few notable sites (pitchfork.com, gorillavsbear.net, 
stereogum.com) now rival the traditional sources of music reviews in terms of popularity.  This 
proliferation and fragmentation of music reviews presents a challenge to consumers who depend on 
critical reviews to filter the new music they listen to. This challenge is augmented by the speed with which 
new albums and their accompanying reviews are released.  It is impossible for a casual fan to stay up to 
date with so many reviews published on a daily basis.  This accelerating volume of reviews suggests the 
need for a music review aggregator which provides an overview of how different critics have reviewed an 
album.  While such aggregator sites have become popular in other domains—Rotten Tomatoes, for 
example, is presently the clear leader in the movie domain—no single site has taken the lead with music 
reviews.  Some existing sites such as metacritic.com and anydecentmusic.com do attempt to aggregate 
music reviews.  Both these sites present users with an interface popularized by Rotten Tomatoes: an 
overall score for the album (normalized across the different sources), along with snippets from each of 
the reviews included that summarize the overall gist of the review. 
 
In this paper we focus on snippet generation in the domain of music reviews—that is, how do you 
choose a snippet from a music review that best captures the opinion of the reviewer?  Our goal in this 
paper is to automate and improve the process of snippet generation used by aggregator sites.  The 
snippets used by these sites (rottentomatoes.com, metacritic.com) consist of sentences extracted from 
the original reviews.  Generating these snippets by hand can be a time-intensive and burdensome 
process.  We hope to alleviate this burden by using NLP techniques related to automated summarization. 
 From a practical standpoint, our work may help music review aggregator sites cut costs and increase 
coverage.  From an academic standpoint, our work investigates domain-specific machine summarization 
(as music reviews have their own linguistic quirks) and provides us students with a first-time chance to 
experiment with machine summarization techniques. 
 
 

PREVIOUS WORK 
 
Single document summarization has been explored for many domains, including news, movie reviews, 
product reviews, and blogs (Jones, 2007). Most of these systems focus initially on sentence extraction, 
which involves finding salient sentences from a document. Topic signature due to salient words is the 
simplest such method, and can be accomplished using straightforward tf-idf or log-likelyhood measures 
(Lin and Hovy, 2000). Centroid-based summarization clusters sentences based on meaning distance and 
then picks cluster centers as extracts (Radev et al., 2004). Supervised methods can also be used, such as 
Bayesian classifiers, or maximum entropy models (Jurafsky and Martin, 2000). These require the use of 
extracted features and gold standard data. Explored features include sentence position (Hovy and Lin, 
1998), sentence length, word informativeness, among others.  
 
Generating summarization corpora for supervised methods and evaluation can be accomplished 
accurately when summarizations bear similarity to their original document (Marcu, 1999). Our strategy 
for building a gold standard training set bears great similarity to Marcu’s strategy in generating the Ziff-
Davis corpus: given a set of example abstracts that are similar to sentences from the source text, compute 
the extract that most closely matches the abstract in meaning. One such measure, used in Marcu, is the 
clause similarity between an abstract and sentence, which is robust to human rephrasing. 
 

http://metacritic.com/
http://anydecentmusic.com/


Summarization evaluation is divided into intrinsic evaluation (evaluating summaries themselves) and 
extrinsic evaluation (evaluating summaries for their usefulness in a particular task). Intrinsic evaluation is 
typically done via the Recall-Oriented Understudy for Gisting Evaluation (ROUGE) (Lin and Hovy, 2003). 
This measure evaluates summaries on the number of overlapping uni- or bigrams shared with a gold 
standard summary. More complicated schemes include the Pyramid Method, which measures 
overlapping units of meaning. (Nenkova, 2004). Extrinsic summarization performance measures are more 
often used in query-oriented summarization, comparing task performance given different summaries. For 
instance, reading comprehension can be evaluated on summaries to determine their fluency (Jones, 
2007). 
 

DATA 
 
There is no universal database for album reviews, and databases offered to the public may have 
unwanted quirks.  To assure a relatively consistent tone across reviews and avoid quirks in our data, we 
decided to extract content ourselves from one popular source for music reviews, Pitchfork Media 
(pitchfork.com). We built a content scraper in order to extract review information from individual album 
review pages. These HTML websites were parsed and structured information was extracted such as the 
album title and artist. Review content was parsed into paragraphs using HTML tags and we parsed the 
sentences in these using the Stanford NLP parser. 
 
One major task we faced was developing a gold standard tagged set of summary sentences. Unlike other 
domains where summaries of reviews are readily available, album reviews are typically left in long form. 
One website, metacritic.com, does manually summarize album reviews by other publishers. In order to 
use these, we again scraped the Metacritic website, and then associated these summaries with the 
Pitchfork reviews which we had also scraped. Some of these summaries were multiple sentences or 
paraphrases of multiple sentences in the review, so we developed a metric to pick the sentence that best 
matched the summary: 
 

       
                                                         

                       
 

 
The sentence that maximized this metric was chosen as the gold standard sentence for the review, and 
typically was the majority of the content in the summary. This generated 2,241 tagged album reviews. 
 
We also developed our own gold standard for album summarization in order to capture our intuitions 
about what makes a good gold standard. In comparing against the gold standard produced by Metacritic, 
we were often struck by the observation that 
we would have been satisfied with several of 
the sentences in the review, not just the one 
Metacritic chose. We also occasionally 
disagreed amongst ourselves as to which 
particular sentences made a good summary 
in a review, so we built a system in which we 
could tag these sentences ourselves.  
 
In the interface, each sentence for a review is 
presented in order with paragraph breaks 
removed, and the user is able to choose 
which subset of the sentences should make 
up the gold standard of sentences that would 
make a good summary of the album. This 
sped up generating gold standards for 



reviews, and enabled us to tag over 100 albums with gold standard data.  The interface is available at 
albumant.heroku.com. 
 
 

SUMMARY EXTRACTION 

 
We aimed to produce generic single-document extractive summaries.  Such summaries are “generic” 
because they do not depend on user supplied queries; they are “single-document” because they do not 
combine information from multiple document sources, and they are “extractive” because they extract key 
sentences rather than construct original phrasing.  Not only is this approach more straightforward than 
alternatives (e.g. abstractive query-based summaries from multiple sources), it is also the most common 
type of summaries used by review aggregator sites like Rotten Tomatoes and Metacritic.  In trying to 
replicate and automate the process used by these sites, we decided that generic single-document 
extractive summaries were the most promising and straightforward approach to achieving our goal. 
 
Content selection, or the process of identifying important sentences in a text, is typically the first task of 
machine summarization.  Oftentimes this is treated as a classification problem, where each sentence is 
simply labeled as either important or unimportant (JR pg. 790).  We take a more fine-grained approach, 
constructing several scoring techniques that assign “importance scores” to each sentence.  Using these 
scores, we can then rank the sentences and identify the most important ones.  By having separate scorers, 
we also allow for the ability to interpolate between our scorers, potentially offering better overall 
performance.  Below we discuss each of our scoring techniques: TF-IDF, Hand-Weighted Features, Naive 
Bayes, Maximum Entropy, and Sentiment.  We reserve our error analysis of each approach for the 
following section. 

 

 

TF-IDF 
Our tf-idf scorer ranks sentences based on their tf-idf score, as described in Chapter 23 of J&M.  We treat 
each album as a document.  Term Frequency (tf) is calculated for each term in the album (how often it 
appears / total terms).  Inverse Document Frequency (idf) is calculated as the ratio of the number of 
documents to the number of documents in which the term appears.  The tf-idf value is tf*idf.  We 
calculate tf-idf for every term in all sentences in the review, and average them.  The sentences of the 
review are then scored by this average tf-idf.   
 



The standard practice in tf-idf scoring is to use stopwords.  The motivation is that high-frequency, closed-
class terms should carry little semantic weight and are unlikely to help with retrieval (J&M).  In addition to 
ignoring stopwords ("stopwords.txt"), we ignored punctuation in our tf-idf scorer (one might think of 
punctuation as a form of stopwords--frequent and weak in semantic meaning).   
 
Our tf-idf scorer performance was mediocre out-of-the-box.  On our hand-labeled gold data, we got a 
summary sentence overlap of only 10%. We re-examined the standard decision to ignore stopwords and 
punctuation, and found that performance improved significantly when we considered both.  From our 
error analysis of ranked sentences, we hypothesize that this is because we threw out too much important 
information in our stopwords: the word "although," for example, which is in our stoplist, carries important 
semantic information and generally means that a sentence will include contrasting viewpoints, which may 
make for a good summary sentence.  While "although" is used fairly frequently, it is not in nearly as many 
documents as the other stopwords, so the denominator in idf is still relatively low, and thus the term gets 
an important weight.    
 
Our tf-idf scorer performance considering stopwords and punctuation performed better, but we saw that 
there were a few terms that were really skewing our data: terms that appeared just once or a few times in 
the whole corpus got ridiculously low idf scores, so their tf-idf was too high.  We experimented with a 
threshold to cut out words whose total prevalence in the corpus was less than some N, and found the 
optimal N to be 9.  This led to our best performance yet from tf-idf, 31% of sentences had summary 
overlap. 

 

FEATURE SELECTION 
The remaining sentence scoring techniques all depend on identifying and weighting features of key 
sentences.  We generated our features manually, examining many reviews and observing patterns that 
suggest important sentences.  Broadly, our features fell into two camps: positional and linguistic. 
 
The positional features encode information about each sentence’s position within a review.  We observed 
that important sentences often occur at the beginning and the end of paragraphs.  In particular, the first 
and last paragraphs—and the first and last sentences within those paragraphs—tend to be important as 
well.  See the table below for the specific positional features we used.  Interestingly, while machine 
generated summaries are often evaluated against a first-sentence “baseline” summary, we found that 
music reviews typically begin with meandering background context for the album, leaving most of the key 
summary sentences for the end of the review (JR pg. 807).  Based on this observation, we use the last 
sentence of each review as the baseline for comparison.  We discuss this more in the section on 
Evaluation. 
 
The linguistic features encode the linguistic characteristics of each sentence.  Our linguistic features are 
diverse, relying on everything from metadata about the album (e.g. artist, title) to part-of-speech tagging. 
 Roughly, these linguistic features fall into 5 sub-categories: metadata, summary phrases, key phrases, key 
words, and miscellaneous.  For the metadata features, we observed that key sentences often directly 
reference either the artist’s name or the title of the album.  Our features detect these mentions using 
metadata, and include additional flexibility as well in order to detect variations on names (e.g. James 
Blake or just Blake; Tron: Legacy or just Legacy).  For the summary phrases features, we detect phrases 
that commonly indicate an overall view, such as “overall” or “in the end”—phrases we derived empirically 
via our corpus of reviews.  In the literature, these are often referred to as cue phrases (JR pg. 794). 
 Similarly, we also identified tell-tale phrases that occur in key sentences in our corpus.  Examples include 
“this band” or “these songs” or “this time”, all of which tend to indicate direct statements about the 
album being reviewed.  We also used the common technique of identifying topic signature words specific 
to our domain, such as album, band, record, sound, and many more.  Finally, we had several 
miscellaneous features such as sentence length (key sentences tend to be longer), the presence of 
quotation marks (key sentences tend not to contain quotes), and verb tense (key sentences tend to be in 



present tense while discussing the current album). 

 
  
We also explored the combination of several related features into a single related feature, a process we 
call “chunking.”  For example, rather than use distinct features for each key phrase (e.g. this time, these 
songs, this album), we made it possible to chunk these features into the single feature 
“contains_key_phrase”.  This chunking allowed us to avoid sparsity problems when weighting our 
different features, and we tested our models with this chunking both on and off. 
 

Hand Scorer 

Prior to using machine learning methods to determine weights for our features, we tried “hand 
weighting” the features ourselves.  Partly this was to test the functionality and efficacy of the feature 
coding, and partly this was to create an “intuition baseline” by which to judge the effectiveness of our 
machine learning models.  When weighting the features by hand, we kept things simple by using the 
following weight system: 3 points for very important features, 2 points for important features, and 1 
points for less important features.  For instance, the presence of the artist’s name received a “3”, the verb 
tense of the sentence received a “2”, and the presence of key words received a “1”.  In this case, we 
“chunked” the features to make the hand-weighting more manageable, only handling ~15 features 
instead of ~50.  To determine the score of a sentence, we simply took the sum-product of features 
present in the sentence and their associated scores.   This produced integer-valued scores which we could 
then use to rank the sentences. 
 

Naive Bayes 

Our first supervised learning method to learn feature weights used a Naive Bayes classifier.  Naive Bayes 
makes classification decisions by returning whichever class has the highest probability.  It calculates the 
probability that an element belongs to a particular class by multiplying the prior probability of that class 
by the combined probability of the features given that class.  Both the prior probability P(C) and the 
conditional probabilities P(feature-n | class) are learned from a labeled training set.  The model then 
chooses the class that receives the highest probability. 
 
We use Naive Bayes to classify each sentence as either SUMMARY or OTHER.  Our implementation uses 
the features described above and trains on our Gold labeled data set.  Since Naive Bayes assumes 
conditional independence between the features (IR pg. 246) we used “chunking” to eliminate any double 
counting due to overlaps between our features.  We also use laplace +1 smoothing to account for feature 
sparseness in our dataset. Our score equation is then: 

 
       ̂(       |        (                (            (     

 
Initially our model classified every sentence as OTHER, i.e. the probability of class OTHER always 



dominated the probability of class SUMMARY.  This likely occurred because of the combination of (1) the 
small size of our training set, and (2) the lopsided prior probability of each class—SUMMARY sentences 
account for ~10% of the data while OTHER sentences account for ~90%.  When dealing with such 
asymmetrical classes, it is important to have a large training set in order to better capture the features 
that can offset the prior probabilities.  However, we only had a small training set of 115 labeled reviews. 
 
To circumvent this one-sided classification problem, we scored each sentence as the ratio between the 
class probabilities, i.e. P(SUMMARY) / P(OTHER).  This way, despite every sentence being classified as 
OTHER, we could now rank the sentences by which ones were more likely to be classified as summaries 
than others.   
 

MAXENT 
Our second supervised learning method to learn feature weights used a MaxEnt classifier, also known as a 
multinomial logistic regression.  As with Naive Bayes, we trained our MaxEnt classifier on our Gold dataset 
using the features described above (used as indicator functions with values of either 1 or 0 rather than 
real values).  However, with adopting the MaxEnt code from Assignment #3, we similarly optimize feature 
weights using the EM algorithm on our training data.   
 
Unlike our Naive Bayes classifier, the MaxEnt classifier did indeed assign sentences to the SUMMARY 
class.  However, to generate a score for each sentence, we still used the ratio between P(SUMMARY) and 
P(OTHER) as explained above.  
 

SENTIMENT  
During our error analysis of previous models, we saw that often what came across was information in an 
"intellectual" sense.  The tf-idf scorer focused on rare terms, which often included technical terms 
describing the music.  Similarly, both the linguistic- and position-based features use din our feature-based 
scorers captured “intellectual” information: metadata information, and information looking for certain 
structure phrases (such as "in conclusion," or "ultimately,"), which is structural/intellectual.  What was 
missing from the reviews was the feeling.  Some of the best summary sentences—some of the sexiest—
used evocative imagery and charged emotion to get the point across.  We weren't capturing that. 
 Further, many of the reviews didn't have any one clear sentence that would stand alone as a good 
review.  In these cases, the closest we could come (the gold) was the sentence that had the most 
"oomph," the one that was the most vivid and emotionally intriguing.   
 
We decided to experiment with taking sentiment into account in our scoring.  To try to capture some of 
the sentiment of our reviews, we used SentiWordNet.  SentiWordNet contains, among other things, a 
real-valued 0-1 score for both positive and negative emotional value for a large number of words.  Words 
that have a >0 positivity do not necessarily have 0 negativity; rather, manipulating the two degrees of 
freedom of positivity and negativity, where the two sum to 1 (guaranteed) allows for calculation of a 
word's objectivity: a word's objectivity is 1-sum(positivity, negativity), as suggested by the SentiWordNet 
authors. 
 



We annotated all the words in our dataset with their SentiWordNet scores, and created a series of 5 
scorers that each captured a different aspect of emotionality.  The first three scored sentences based on 
the sum of their words' positivity, or negativity, or subjectivity (1-objectivity).  The latter two scored 
sentences based on the average word value for positivity or negativity. 
 
As noted above, one common problem was that when there was no one clear summary sentence, our 
“intellectual” approach faltered, and the emotional approach did quite well (in addition to doing well 
even in the case of a clear summary sentence).  We wanted to combine our “intellectual” and “emotional” 
scoring, using each one’s strengths and weaknesses.  We saw two ways to do this: a linear weighting 
across the two scorers to determine the one generated summary sentence, and multi-sentence summary 
generation where sentences are taken from different scorers with different strengths.   
 

COMBINING CLASSIFIERS 

Each classification system includes a scorer that generates a rank order for every sentence in a review 
from best to worst candidate for a summary. Besides using these to classify sentences, we combined the 
rank order of several scorers in order to produce a better ranking of sentences. The formula for revised 
ranking was the negative sum of each sentence rank times a weight such that the weights sum to 1, or: 
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Where s(e) is the rank of the extract e in scorer 
s and w(s) is the weight of scorer s. The new 
rank order for sentences was given by the 
ordering of sentences by computed score. This 
ranking method ignores the classification of a 
sentence: a highly ranked sentence could have 
been classified as “OTHER” by MaxEnt, for 
instance. Since we are selecting a relatively 
high fraction of sentences from the review, we 
can ignore the actual classification and attempt 
to just find the best sentence given a 
classifier’s scorer. 
 
In order to find the ideal weightings for 
combinations of scorers, we performed a grid 
search on the weight space to find the 
maximum performance. This produced results 
better than any individual classifier alone, even 
at a course grain of searching (0.1 granularity 
in weights that had to sum to 1). 
 

EVALUATION 
 
We evaluated our system in several ways.  In this section, we discuss each of those evaluation methods 
and their results.  Machine summary evaluation is standardly split into extrinsic task-based methods 
(where the system is judged based on the user’s performance on a given task) and task-independent 
methods (JR pg805).  Here, all of our evaluation methods are task-independent, i.e. matching the output 
of our system to human-generated snippets.  We do not use the standard ROUGE evaluation metric (i.e. 
averaging the number of overlapping N-grams between the machine and human generated snippets) 
because we are always extracting full sentences from the text; here the ROUGE metric would always 



return either 1 or 0 depending on whether the machine and human snippets matched.  Our system does 
not lend itself well to that subtlety.  Instead, we use the following 4 evaluation methods: 
 
(1)  Random sentence baseline.  We compare our system (and sub-systems) against a performance of a 
random snippet extracted from the same text. 
 
(2)  Last sentence baseline.  While machine generated summaries are often evaluated against a first-
sentence “baseline” summary, we found that music reviews typically begin with meandering background 
context for the album, leaving most of the key summary sentences for the end of the review (JR pg. 807). 
 Based on this observation, we use the last sentence of each review as the baseline for comparison. We 
then augment this baseline with the second-to-last sentence and the first sentence of the review (in that 
order).  This proved to be a formidable baseline. 
 
(3)  Hand-Labeled test set.  We evaluate our machine generated summaries against a hand-labeled data 
set that we created for evaluation purposes.  In this data set, many reviews have multiple candidates for 
“best summary sentence”.  This is a reasonable outcome of human labeling since (a) oftentimes several 
sentences would make good summaries, and (b) people often make very different judgments about what 
sentences makes the best summaries (JR pg806).   
 
We allowed for varying degrees of flexibility when evaluating our system on the test set.  In the strictest 
case, we checked whether the top-scored sentence returned by our system matched one of the sentences 
in our hand-labeled Gold sentences.  We then provided additional flexibility by checking whether any of 
the top n sentences returned by our system matched the Gold sentences.  In other words, this adjustment 
checked whether any of our highly scored sentences—not necessarily the highest scored sentences—
worked well as summaries.  We quantify this flexibility using an evaluation approach often employed in 
evaluating Q&A systems where each question is scored as the inverse of the rank of the correct response 
(JR pg787). 
 
(4)  Bake Off Grading.  In our judgment, our system often produced adequate summary sentences that 
didn’t match the Gold sentences in the test set.  To test this intuition, we blindly graded 100 blind trials 
comparing our machine-snippets to a random sentence, the last sentence of the review, and a hand-
labeled Gold sentence. 
 

RESULTS 
 
Our various classifiers had varying success in modeling the album review data. Some models, such as TF-
IDF and MaxEnt, were unable to beat the last-sentence baseline. Other models performed far better than 
the baseline – in particular, Naïve Bayes, sentiment-based, and hand-weighted models all out-performed 
the baseline, especially as the summary length increased.   
 



 
 
Another way of representing the results is to use the number of times when the gold standard summary 
and the generated summary had any overlap. We evaluated our system with variable length summaries. 
 
 Sufficient Summaries     

 Test Set: 109 Hand-Labeled Gold Albums    

    

# of Top 
Sentences 
Considered   

  1 2 3 4 5 
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 Chance 5% 9% 13% 17% 21% 

TF-IDF 5% 16% 31% 41% 48% 

MaxEnt 14% 21% 25% 30% 39% 

Emotional 24% 39% 47% 56% 65% 

Baseline 25% 37% 39% 43% 49% 

Naïve Bayes 25% 38% 51% 59% 64% 

LinearNaiveEmo 27% 41% 50% 58% 64% 

 Hand 40% 58% 65% 72% 79% 

 Testing on the hand-labeled training set 
 
Next, we tested the system using bake-off grading as described in the above section to see which scorers 
produced the best rankings of sentences along with picking the right excerpts. 
 

 

Inverse Rank Score 

Baseline 37 

Hand 60 

Naive 42 

MaxEnt 24 

TF-IDF 21 

Emotional 42 

LinearNaiveEmo 44 
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Last, we put ourselves through a blind trial of the summary results to do a type of task-based evaluation. 
We were given four summaries in random order, and had to rank each summary 1-4 from best to worst. 
The ranks of each summarizer were then averaged to produce a view at how they ranked relative to one 
another. 
 

 
 

ERROR ANALYSIS AND DISCUSSION 
 
From the data, it is clear that most reviews fell into two categories: those that most systems were able to 
summarize effectively, and those that no system was able to summarize effectively except for the hand 
scorer.  
 

Review of Subiza by Delorian 

Gold Standard 
On their new album, Subiza, the Spanish four-piece deploys the build-and-burst tempos of 90s house and techno 
music, and they do so explicitly, never shying away from arms-in-the-air piano bridges or incandescent raves. 

While hardly modest, Delorean have toned down their anthems, so that much of Subiza feels like a very tiny, very 
personal rave. 

Naïve Bayes (feature words) 
Delorean just make beautiful, modern pop music. 

Subiza sounds like a simple and straightforward record. 

Emotionality (positive words) 
It contains few obvious singles, yet its winning moments -- those piano breakdowns, the “Get up / Get up / Get up” 
bridge of “Stay Close”, and the resplendent chorus of “Warmer Places” -- pile up and leave you dizzy.  

While hardly modest, Delorean have toned down their anthems, so that much of Subiza feels like a very tiny, very 
personal rave. 

 
Consider the review of Subiza by Delorian. The gold standard is two sentences that evaluate the album’s 
feel and the band’s history. Our Bayesian classifer chose two sentences from the review that contain the 
band name, salient words, and the album name, while the emotionality tagger chose two sentences with 
many words with positive emotionality scores. The latter was able to classify the sentence, while the 
former was not due to the lack of strong signals in either of the gold standard sentences. The feature 
/their album/, for instance, was not activated for the first sentence because of the adjective new. This 
suggests expanding the feature model to include clauses and not just exact word matches.  
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Review of This is Happening by They Might Be Giants 

Gold Standard 
Perhaps TMBG are just happier making kid's music -- even when they try to grapple with adult situations on 
“Upside Down Frown” or “Climbing Up the Walls” it still comes out G-rated. 

Naïve Bayes (feature words) 
I don't want the world, I just want that half.  
But if they could just concentrate on what it was like to be young, but not that young, for longer than the 2:39 of 
“I'm Impressed”, they could remind people that they were once more than just licensing geniuses and rugrat 
headliners, they were nervy, high-strung, geek-rock kings.  
The creepy Marcel Dzama art of The Else would suggest so, as would the wonderfully stiff beat of “I'm 
Impressed”, an anthem for beta-males with music as nervous as its message, not jokingly wrapped in big rock 
production like so much latter-day TMBG.  

Linear weighting of Naïve Bayes and Emotionality (positive words) 
I don't want the world, I just want that half. 
But if they could just concentrate on what it was like to be young, but not that young, for longer than the 2:39 of 
“I'm Impressed”, they could remind people that they were once more than just licensing geniuses and rugrat 
headliners, they were nervy, high-strung, geek-rock kings. 
Perhaps TMBG are just happier making kid's music -- even when they try to grapple with adult situations on 
“Upside Down Frown” or “Climbing Up the Walls” it still comes out G-rated. 
 
In contrast, consider this Metacritic-tagged review of This is Happening by They Might Be Giants. The gold 
standard review contains an evaluation of the band itself, not the album except as a kind of backhanded 
insult. Naïve bayes ends up fooled by sentences containing present tense verbs and a few marked words. 
Emotionality (not listed) performed similarly poorly. However, the linear weighting of the two scorers’ 
rankings was able to increase the rank of the gold standard sentence enough to be included in the top 
three. It is also in present tense, and contains several positive-emotionality words. What is more likely 
than the sentence being ranked highly, however, is that the rankings of other sentences were inconsistent 
between scorers, so the sentence that was most agreed upon rose up in the final rankings. 
 
Last, we examine why the hand scorer outperformed all other classifiers for hand tagged. Beyond the 
obvious observation that the handscorer was designed by the same people who tagged album data as 
“gold standard” or not, it is worth examining why its features successfully classified sentences both on the 
hand-tagged and generated corpora. In the latter corpus, it performed on-par with other classifiers. 

 
Review of Interpol by Interpol 

Gold Standard 
It's an album about exhaustion, confusion, the hollowness of success, the bitter feeling of having few options worth 
chasing, and the realization that endlessly satisfying your own desires can turn you into a pretty shitty person.  

It’s just that, as a listener, it's easy to get the feeling that any other version of this band -- happy Interpol, smarmy 
Interpol, pissed-off Interpol, the tense-and-edgy Interpol of their debut -- would be more entertaining to listen to 
than the tapped-out, unsure act that shows up here, sounding like people who have come to loathe certain motions 
but can't stop going through them.  

Hand Scorer (feature words) 
It’s just that, as a listener, it's easy to get the feeling that any other version of this band -- happy Interpol, smarmy 
Interpol, pissed-off Interpol, the tense-and-edgy Interpol of their debut -- would be more entertaining to listen to 
than the tapped-out, unsure act that shows up here, sounding like people who have come to loathe certain motions 
but can't stop going through them. 

The songs might be more enjoyable if they seemed to present some glimmer of an answer, or at least some 
consolation -- if it could convince you that this, this music right here, was the payoff for all the agonizing, not just 
another job that's barely worth doing.  

Naïve Bayes (feature words) 
How do you manage your own desires and turn out a decent person?  

The songs might be more enjoyable if they seemed to present some glimmer of an answer, or at least some 
consolation -- if it could convince you that this, this music right here, was the payoff for all the agonizing, not just 
another job that's barely worth doing. 



The hand scorer heavily weights the correct sentence here because it is at the end of a paragraph and it 
features both the album name and the artist title (something of a fluke). It also values sentences that are 
in the present tense. The Naïve Bayes classifier, however, does not value these features quite as highly 
and mistakes a present tense sentence in the last paragraph as one that should be returned first instead.  

These intuitions about the relative value of sentences and album titles are captured in the hand scorer, 
but not in the other summarization systems. Their learning procedures were unable to capture what 
makes a gold standard sentence good either based upon the features we provided or the amount of data 
available for training. Since the amount of training data was large, we hypothesize that the major reason 
for poor performance is feature selection. 

FUTURE WORK 
 
DATA: The data we used for this project was world-class.  We cleverly used Metacritic snippets and their 
originating reviews to create a very powerful and trustworthy corpus.  We also created a small but 
dependable hand-labeled corpus of 109 music reviews, where each review realistically contains several 
candidate summary sentences rather than just one.  As a result, we see no route for improvement in 
determining key summary sentences for Pitchfork reviews.  However, in future work we would like to 
expand this system beyond just music reviews from Pitchfork.  We acknowledge that Pitchfork potentially 
has a very distinctive style and structure of writing that may differ from other music criticism.  To avoid a 
drop in performance in running our system on other sites, it would likely be necessary to train on non-
Pitchfork reviews.  To do this, we could similarly reference reviews from other music criticism sites to the 
snippets used by Metacritic.  We could also expand our corpus of hand-labeled testing data, both from 
Pitchfork and elsewhere. 
 
CLASSIFIERS: In terms of our linguistic analysis, we explored both standard supervised learning classifiers 
(Naives Bayes, MaxEnt), along with unsupervised methods as well (hand-weighted, TF-IDF, emotionality). 
 We feel confident in our feature selection for the supervised learning methods, though in future work we 
could make more sophisticated decisions for particular parts of each classifier, e.g. better smoothing 
techniques. 
 
The greatest improvements for our system involve more sophisticated output summaries.  For this 
project, we deliberately chose to pursue single-sentence extractive summaries, in part to match the 
practices used by review aggregator sites and in part to facilitate evaluation of our system against 
available data.  Beyond improving the performance of our system against our testing data, there is still 
room for improvement even with our single-sentence extractive summaries.  As a reasonable next step, 
we might “clean” our sentences to get rid of unimportant relative clauses, confusing conjunctions starting 
sentences, ambiguous pronoun references, and many other such small tasks. 
 
OUTPUT: The biggest improvement would be to expand our summaries to multiple sentences.  We could 
initially do this by adding sentences to each summary by naively using the next-best scored sentences. 
 However, we could employ more sophisticated methods as well to determine additional sentences, such 
as using maximum marginal relevance (MMR) or even templating.  For instance, perhaps a 4-sentence 
template could dictate the different types of sentences that make up a good music review: a sentence 
about vocals, emotions, lyrics, relative bands, production, etc.  Of course, doing this would require 
classifiers not just for summaries, but for other themes as well.  Here is one such template: 
 

<<overall summary>> <<similar artists>> <<lyrics>> <<emotions evoked by music>>  
 
Finally, the most exciting extensions of our work are to the immediate practical applications to existing 
aggregator sites that use hand-chosen summaries.  The economic benefits of such a system, however, 
have yet to be determined.
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