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1 Introduction

In this project, we investigte the hierarchical name entity recognition problem imple-
ment three modesl to empirically verify that it is probable to utilize the hierarchical
relationship between entity types to improve the tranditional NER task. Specifically,
our three models are all non-trivial extensions of the classical MEMM classifier. We
believe some of the ideas can be conveniently adapted to sequence classifiers such as
conditional random fields.

2 MEMM and Hierachical NER

2.1 Definition

Assuming that we have a bunch of entities X = {x(i)}Nx
i=1, and a collection of entity types

C = {ci}Nc
i=1. An name-entity recognition task is to identify entities in the text and map

them to their belonged classes. One commonly used model to do this is the Maximum
Entropy Markov Model, which can be specified as follows,

Pλ(c|x, c−) =
exp(

∑
j λjfj(x, c−, c))∑

c′∈C exp(
∑
j λjfj(x, c−, c

′))
(1)

In the above formulation, c− is the class for the previous word of x. In training, this
information is available for training the MEMM. However, in testing, such information
is hidden and a verterbi decoding algorithm is usually used to get the most probable
sequence of entity classes. MEMM is a very useful technique used in various applica-
tions concerning sequence-based classification. Though there are some more principled
sequence model such as conditional random fields, in practice, MEMM is comparable
with those advanced sequenced models.

In traditional NER, each word is assumed to be belonged to one entity class and
entity classes are always by default assumed to be independent. However, in real world
applications, even entity classes can be dependent. One such dependence is called nested
entity relationship[2], in which one entity class is allowed to include several other classes.
For instance, in the word sequence ’Bank Of America’, ’bank’ and ’America’ are both
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Figure 1: Ontology Tree

Figure 2: Tree Normalization
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assumed to belong to some entity classes, and the whole world ’Bank of America’ also
belongs to some entity class. Such implicit relationships about entity classes are very
interesting and may help improve the performance of the NER tasks.

In this report, we consider another entity class relaitonship and propose large scale
hierachical NER. Unlike traditional NER which only involve 3 or 4 entity classes, we
considerthe domain which includes many entity classes. Biomedicine is just one such
domain which has more than ten entity types. These entities form the leaves of a hierar-
chical tree structure and the dependency distance of two entity types can be measured
by their distance in the tree. One typical example of this is shown in Figure 1. It will
be interesting to see if the given tree structure can help the traditional NER taks which
ignore the tree structure and take the leaves in the tree to be independent of each other.

Formally, suppose that we have a hierarchical tree structure T, and each node in the
tree has a label indicating the node’s corresponding class. The labels of the leaves of T
forms a set C = {ci}Nc

i=1, which is just consisted of the entity classes in our NER task. For
a node u in the tree. we use A(u) to denote the set of u’s ancestors in the tree. Also, let
A(c) denote the ancestor nodes of node u whose label is c. Furthermore, we use D(T, d)
to denote all the nodes at depth d in the tree, and the root of the tree is considered to
be at depth 0. The concept of tree normalization refers to converting the tree such that
all leaves in the tree are at the same depth. For instance, if in the original tree, one leaf
u1 is at depth 2 and the other one u2 is at depth 5, then tree normalization attaches a
path of length 2 to leaf u1. We show an example of tree normalization in Figure 2. With
these concepts and notations, we now describe our three proposed models.

2.2 model 0

Model 0 is our baseline model, which does not exploit any tree stucture and only takes
the labels of the leaves in the tree to be entity types and does a traditional NER task.

2.3 model 1

The first model is the simplest model but also the most intuitive one. The basic idea
is just to use the information in the hierarchical tree to enrich features and expect to
improve the model performance. We modify the MEMM formulation a bit as follows.

Pλ(c|x, c−) =
exp(

∑
j λjfj(x,A(c−), c))∑

c′∈C exp(
∑
j λjfj(x,A(c−), c′))

(2)

Notice that here instead of only being only a function of the label of the previous label
c−, the feature function is now a function of a path from the leaf with label c to the
root. We take the tree in to be an example of this idea. Suppose that we have now an
word whose previous word belongs to entity class ’DNA’. In traditional NER, when we
extract features, we will on do the following,

• features.Add(’PREVLABEL-DNA’)

However, in our model1, we will instead do the following
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Figure 3: Weight Construction for model 2

• features.Add(’PREVLABEL-DNA’)

• features.Add(’PREVLABEL-Nulceid Acid’)

• features.Add(’PREVLABEL-’Is Entity’)

In prediction, the viterbi decoding algorithm is a dynamic programming on the paths
from root to leaves since we need all ancesters of a leaf to make the prediction.

2.4 Model 2

In this model, the basic idea is to train a classifier at each depth and combine all
classifier’s prediction result to make the final prediction. Suppose the tree T is already
normalized, and at the d-th level, the set of entity classes is Cd and the model parameters
are λd, the prediction of the d-th level can be written to be

Pλd(cd|x, cd−) =
exp(

∑
j λjfj(x, c

d
−, c

d))∑
cd′∈Cd exp(

∑
j λjfj(x, c

d
−, c

d′))
(3)

An illustration for the weight vector for each node is shown in Figure 3. Since we
want to combine the prediction from classifier’s result, we proposed two approaches. The
first approach is a heuristic which is shown not to very useful in the experiments. But
as an approach we have tried in our experiments, we also report it here.

2.5 Model 2.1

The idea here is to ignore the sequence and let the classifier vote for the entity type
for a word. Since the label of the previous word is one of the features for the classifier,
the probability of a word’s label is conditional on the previous label. Therefore when
calculating the type of a word, we need to eliminate the conditional variable and do
something like belief prorogation, that is

P (c|xt, .., x0) =
∑
c−∈C

P (c|xt, c−)P (c−|xt−1, .., x0) (4)
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The above equation can be easily calculate by going through all words in the sequence.
Recall that we are in the hierarchical setting, and for each depth d, we can calculate
P (cd|xt, .., x0). Then for each label path from the root to a leaf p = (c1, .., cd, ..), we
calculate

∑i
c P (ci|xt, .., x0). Then we take path with the largest probability and the leaf

of the path to be the entity of xt.

2.6 Model 2.2

In model 2.2, we extend the viterbi algorithm as follows. Suppose that Vt−1,p is the
maximum probability of sequence in which the (t-1)-th word in the sentence corresponds
to path p. Here p is a path from the root to a leaf, and we say a word corresponds to a
path p when the word’s label was the leaf corresponding to the path.

Vt,p = max{P (p|xt, p−)Vt−1,p−} (5)

In the above function, xt is the word at position t, p− is the possible label path for the
previous word and

P (p|xt, p−) =
∏
u∈p

P (u|xt, u−) (6)

Here u is a node on the path, and P (u|xt, u−) can be calculated from each independently
trained classifier.

We give an example on the extended Viterbi algorithm, suppose that in the tree
in Figure 2, we want to calculate the maximum probability of the sequence in which
xt belongs to label RNA. The label path corresponding to the label rna is is p =
(is entity,nucleic acid compound, rna). To calculate the maximum probability, we need
to enumerate all the label paths of the previous word,

P− = {(O,O,O), (is entity, protein, protein)

(is entity, nucleic acid compound, rna),

(is entity, nucleic acid compound, dna)} (7)

For p− = (is entity, nucleic acid compound, rna),

P (p|xt, p−) = P (is entity|xt, is entity)

P (nucleic acid compound|xt, nucleic acid compound)

P (rna|xt, dna) (8)

And here P (is entity|xt, is entity), P (nucleic acid compound|xt, nucleic acid compound),
and P (rna|xt, dna) are calculated from classifiers for nodes in depth 2, depth 3, and
depth 4 respectively.

2.7 Model 3

All the above mentioned models rely on some sort of heuristics. We finally describe
a model which can principally exploits the tree structure. The trick here is that we
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Figure 4: Weight Construction for Model 3

construct the weight vector using the tree structure. For convenience of defining the
model, we use a different formalization of MEMM: the logistic regression model. In LR
model, we denote f(x) to be the feature vector for instance x, and W c to be the weight
vector for class c. And the probability of x belonging to class c can be written to be

P (c|x) =
exp(W cx)∑
c′ exp(W

c′x)
(9)

It is easy to see the equivalence of the above formulation and the MEMM formulation.
Recall that in the Hierarchical NER setting, each entity class should belong to a leaf in
the entity type tree. We now construct the weight vectors {W c} from the taxonomy.
Assume that every node u in the tree is associated with a ’local’ weight vector wu, and
the ’global’ weight vector W u is defined to be

W root = wroot

W u = wu +W pa(u)

Here pa(u) means the parent of node u. Writing the above definition in another way, we
have

W u = wu +
∑

v∈A(u)
wv (10)

Recall that A(u) is the ancesters of node u. An illustration of this weight vector con-
struction is shown in Figure 4. Intuitively, the global weight of u is the sum of the local
weights on the path from the root to the node u. Thus if we come back to the hierar-
chical NER problem in which each entity type corresponds to a leaf, we can rewrite the
logistic regression formulation to be

P (c|x) =
exp(

∑
u∈A(c)w

ux)∑
c′ exp(

∑
u∈A(c′)w

ux)
(11)

Our task here is to estimate all the local weights wc in the entity type tree.
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We give some analysis of how the above formulation utilizes the tree structure. The
basic intuition comes from the observation that if two leaves u1 and u2 (correponding
to two entity types) has a shares common ancester v, then their global weight vectors
W u1 and W u2 share a local weight vector wv. The closer u1 and u2 are in the tree, the
more local weight vectors they share. In our example tree, the global weight vectors
of rna and dna have a common part which is W u where u is the node corresponding
to nucleic acid compound in our example tree. In the learning process, whenever the
model receives instances belonging to either dna or ran, it will update all the local weight
vectors from the root to the node corresponding to nucleic acid compound. This can
be seen more clearly if we calculate the derivative with respect to wu when the model
receives a set of instances {(x(i), c(i))}Ni=1. Notice that the error function for logistic
regression can be written to be

E =
N∑
i=1

log(P (c(i)|xi))

=
N∑
i=1

log
exp(

∑
u∈A(c(i))w

ux(i))∑
c′ exp(

∑
u∈A(c′)w

ux(i))

Let Cv be the set of leaves of the subtree rooted at node v, the derivative of E with
respect to a node v in the entity type tree can be written as follows

∂E

∂wv
=

∑
c(i)∈Cv

x(i) −
∑
c′∈Cv x(i)exp

∑
u∈A(c′)w

ux(i)∑
c′ exp(

∑
u∈A(c′)w

ux(i))

=
∑

c(i)∈Cv

x(i) − x(i)
∑
c′∈Cv exp

∑
u∈A(c′)w

u∑
c′ exp(

∑
u∈A(c′)w

ux(i))

=
∑

c(i)∈Cv

x(i)(1−
∑
c′∈Cv

p(c′|xi))

The above formula can be interpreted as follows: The derivative of wv will be large only
if the classifier cannot classify the instance to the leaves of the tree rooted in v. On the
other hand, if the current classifier can classifier the instance into any of the leaves of the
subtree rooted at v, then that instance will not contribute to the gradient of wv. This
observation is also consistent with our intention of constructing the weight vectors: wv

can be seen to be a sub-classifier which helps determine whether an instance should be
classified into the subtree rooted at v. Since all instances with labels corresponding to
leaves of that subtree can be seen to belong to entity type v, we should not differenetiate
between these instances when we are leaning wv.

To elabroate the above model, we further propose two extensions,
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2.8 Model 3.1

We formulate the error function as follows

E =
N∑
i=1

log(P (c(i)|xi)) +
∑

0<d≤depth(T )
λd

∑
u∈D(T,d)

||wu||2 (12)

Recall that we have stated in the definition part that D(T,d) is set of all nodes at depth
d of the tree T. Here λd1 ≤ λd2 for d1 ≤ d2. We briefly explain the intuition behind
this. Basically, a node at a larger depth in the tree will have less training instances and
will be more likely have the problem of overfitting. Therefore it is necessary to add a
larger regularization term to weight vectors correponding to nodes at a larger depth to
avoid overfitting. Another interesting way of thinking about the learned weight vectors
can be expected to be consistent over the tree. Here consistency means that for two
nodes u1 and u2 at depth d in the tree, if W u1f(x) > W u2f(x), then for any two nodes
v1 and v2, where v1 and v2 are respectively the nodes in the subtrees rooted at u1 and
u2, it satisfies W v1f(x) > W v2f(x). This can be roughly obtained (but no exact math
proof!) as follows. Let p(u1, v1) be the path from one of u1’s child to v1, then we can write
W v1f(x) = W u1f(x)+

∑
u∈p(u1,v1)w

uf(x). Since u is at a deeper position in the tree than
u, we can think that (again, it’s just high level , not maths proof!) ||wu|| � ||W u1 ||. Thus
it can be expected thatW u1f(x)−W u2f(x) > −

∑
u∈p(u1,v1)w

uf(x)+
∑
u∈p(u2,v2)w

uf(x),
indicating the consistency.

2.9 Model 3.2

We do not implement this model, but it should be an interesting extension. We write
error function to be

E =
N∑
i=1

log(P (c(i)|xi)) +
∑

0<d≤depth(T )
λd

∑
u∈D(T,d)

|wu|1 (13)

Here λd1 ≥ λd2 for d1 ≤ d2.. Notice that we only change the l2 regularization to l1
regularization. Our intention of proposing the above function is to enable to model to
do feature selection. We would like to select the entity classes’ shared features and also
their own specific features. Since the regularization term at a shallower node has a larger
regularization term, we can expect the learned feature vector will be sparser, and will
select those common features in the subtree rooted at the corresponding node. And the
leaf nodes will be the least sparse, and it will enable the model to discover entity class
specific features.

2.10 Features Used By the Model

We extracted several categories of features, which we summarize below

• current word
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• previous word

• next word

• previous word+current word

• current word+next word

• previous word shape

• current word shape

• next word shape

• if the word contains a non-letter character(such as hyphen)

• if the word contains a capital letter

• substring of a word. The range of the substring length is [2,6]

For wordshape feature, we just replace all letter characters with ’x’, all digit characters
with ’d’, and all other weird characters with ’?’. All the other feature templates are quite
clear. Also notice that the features for model 1 should further include all the ancesters
of the previous word’s label.

3 Experimental Results

The dataset we use is the genia corpus, which is an xml file. NER on this dataset has
also been studied by [1]. In this dataset, each word can be associated with an entity,
which can be mapped to a leaf in the ontology tree as in Figure 1. To simplify the
task and have a quick result of whether hierarchical NER can improve the performance,
we simpliy the originla ontology tree and use a very simple tree structure as defined in
Figure 2. There are three entity types, DNA, protein , and RNA.

The models used are model0, model1, model2.2, and model3.1. We have also imple-
mented and evaluated model 2.1, but it does not work very well on the dataset, and it
is even worse than the baseline. Thus we do not report its results here. From the table,
we can see that the hierarchical structure always helps improve the performance. Model
1 and Model 2.2 is comparable with each other. Our last model 3.1 achieves the best
performance and is consistently better than all the other model in the F1-performance.
We have also compared the overall accuracy of the four models in Figure 5. From the
figure we can also see that model3.1 achieves the best accuracy.

4 Conclusion and future work

Ww in this report have built four models which can exploit the hierarchical entity type
structure. Out of the four models, three of them have already been empirically proven
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precision recall FB1

overall 67.73% 69.54% 68.62%

DNA 51.26% 49.93% 50.58%

protein 73.18% 76.62% 74.86%

RNA 43.98% 39.85% 41.81%

Table 1: baseline

precision recall FB1

overall 72.40% 68.89% 70.60%

DNA 59.74% 48.89% 53.77%

protein 76.18% 76.24% 76.21%

RNA 48.68% 34.59% 40.44%

Table 2: model1

precision recall FB1

overall 72.12% 69.21% 70.64%

DNA 58.47% 48.96% 53.30%

protein 76.28% 76.60% 76.44%

RNA 47.52% 36.09% 41.03%

Table 3: model2.2

precision recall FB1

overall 72.25% 70.07% 71.14%

DNA 59.38% 50.11% 54.35%

protein 76.07% 77.29% 76.68%

RNA 52.24% 39.47% 44.97%

Table 4: model3.1

to be useful in improving the performance. Further work includes implmenting model
3.2 to see whehter the model can do automatic feature selection. It is also interesting to
investigate whether the proposed ideas in this work can be adapted to more advanced
sequence classifiers such as CRF.
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Figure 5: Accuracy Comparison
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