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1 Abstract

Most existing approaches to sentiment analysis focus on predicting sentence-level (or higher) level
sentiment categories or distributions. Recent work such as that by Socher et al. (2011) has at-
tempted to improve this model by semantically composing vector-space representations of sentences
using recursive neural networks in order to capture the parse structure of a sentence in sentiment
classification. This paper extends this work by utilizing a new dataset that includes detailed senti-
ment information at all nodes in parse trees describing movie review sentences, which improves all
classification models, including baselines. We identify a new metric for evaluation - accuracy on all-
node classification with both multi-class and positive/negative labeling. We create baselines to take
advantage of the new depth of information available in the new dataset, which outperform previous
baselines on classical tasks and achieve near state-of-the-art performance on positive/negative clas-
sification. We achieve performance with a variety of recursive deep learning methods that exceeds
the best baseline by up to 12% on all-node multi class classification, but are unable to outperform
the baselines on positive-negative classification.

2 Introduction

Sentiment analysis as a task in natural language processing has drawn considerable interest in recent
years, with the explosion of easily available electronic text via sources such as social networks,
review websites, and news articles. This task requires large corpora of labelled data in order to
be effective as natural language includes vast numbers of possible formulations, each with different
sentiment characteristics. The widespread availability of data, especially automatically labelled
data from review websites, has enabled sentiment analysis to blossom as an area of NLP. Numerous
applications have sprung up to utilize this new classification potential, including high frequency
trading using sentiment analysis on news articles to make stock market buy or sell decisions. This
has led to a wide movement attempting to solve this problem through various machine learning
methods.

Many researchers, such as Mullen and Collier (2004), have used empirical distributions of words
and hand-selected features to perform this analysis with a variety of standard machine learning
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models, such as SVMs and Naive-Bayes. These approaches have been effective on certain datasets,
but have poor cross-domain performance and require significant domain-specific tailoring. Further-
more, such methods fail to capture the semantic compositionally of natural language - meaning
builds up through the structure of sentences. Statistical models that do not use this information
are thus very likely to rely heavily upon domain-specific vocabulary and are not able to deal well
with linguistic phenomena such as negations and subordinated clauses. These prove to be a weak
point in many models. Therefore, we can take from this that explicit modeling of these more
complicated linguistic effects can be beneficial to any sort of semantic analysis - in particular, in-
cluding sentiment analysis. Additionally, the datasets these models are based upon generally only
contain sentiment labels for the entire sentence, making it ambiguous which part of the sentence
was responsible for the sentiment.

3 Background

Recently, work by Socher et al. (2012) has created a type of model, called a Matrix-Vector Recursive
Neural Network (MV-RNN), that attempts to recursively compose the meaning of an entire sentence
by building it up from vector representations. Each node in every parse tree, including the words
(represented as leaf nodes), is represented with both a vector and an operator matrix meant to
express the semantic compositional effect of that particular node. This model consists of a multilayer
recursive neural network that uses unsupervised feature learning to automatically learn both the
vector of every word as well as its operator matrix. This type of deep learning is based upon
work from Collobert and Weston (2008). The model uses binary parse trees (created using the
Stanford parser, although any off-the-shelf parser can be used for this task) to perform the semantic
composition. Thus, the input to the model consists of parse trees of sentences and the outputs
consist of category predictions (by default done via a softmax output layer) for every node. The
sentence label is simply the category of the root node of the parse tree.

This model provides the framework for projecting all nodes from words, to parse tree nonter-
minals, all the way up to the node representing the sentence in a single vector space that can all
be classified into a pre-determined number of classes. This allows for a model capable of explic-
itly representing many types of linguistic phenomena that is furthermore able to learn these in an
unsupervised manner insensitive to the domain or dataset used. This is a major advantage for
extensibility purposes - it can be directly applied to other types of data or even other languages
without modification.

State-of-the-art results on a positive/negative sentiment prediction for a movie reviews dataset
were achieved through this model. However, the model was limited by the dataset given - the only
labels were those of the entire sentence. Therefore when something was wrong at the root level,
it becomes difficult for the model to learn which part of the complicated parse structure in fact
accounted for this. With deep parse trees, this is a major cause of ambiguity.

The work in this paper builds upon the models and Matlab code from Socher et al.

4 Dataset and Models

In response to the inadequacy of sentence-level sentiment labels, the work in this paper uses a
new dataset which has been annotated with sentiment labels at every node of the parse trees of
10,000 sentences from Rotten Tomatoes movie reviews. The sentiment labels themselves are much
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finer sentiment descriptions than in past datasets as they contain a continuous range of labels
from 1 to 25, giving distinctions between degrees of positivity and negativity, as well as expressing
the concept of neutral. The dataset contains a much deeper level of information than standard
sentiment datasets as now it is possible to explore and directly use the interaction of every part of a
sentence in order to build up sentiment. I modified the existing MV-RNN codebase to appropriately
load the dataset, pre-process it according to the current experimental setup, run the data through
the MV-RNN code and evaluate performance. The main prediction model used throughout this
paper is 5 class classification, which splits the 1-25 range evenly into 5 sections.

4.1 Dataset Distributions

The all-nodes sentiment dataset has a wealth of information unavailable to most datasets, but
suffers from label distribution problems. In particular, while the sentence-level distributions have
a fairly even split of positive / negative (with less than 20% of labels falling into our neutral class),
the all-node sentiment distribution is far more skewed. Over 69% of nodes in the training set are
labelled neutral. This an unfortunate consequence of building up semantic representations rather
than using empirical distributions - most n-grams below sentence level have no particular sentiment
as they do not constitute sufficiently complete phrases to have any inherent sentiment value, positive
or negative. Furthermore, as can be seen in graph below, the proportion of nodes that are neutral
is inversely proportional to the length of the n-gram the node represents, falling from about 85%
neutral at unigrams to 20% for 25-grams. This property of the dataset made it difficult to train
with as all models would be drawn to over predict neutral nodes due to their prevalence in the
dataset. The graph below shows the proportion of neutral nodes in the dataset at different n-gram
lengths.
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4.2 Baselines

I implemented two common baselines for this system: a Naive-Bayes bag-of-words model with add-
one smoothing and an L2-regularized multiclass SVM using bag-of-words as features. In order to
take advantage of the entire dataset, I unrolled all of the labelled trees into all possible subtrees
and used each as a separate bag-of-words example as input to the baselines.

4.3 MV-RNN

I began by building off the existing MV-RNN implementation. The existing implementation con-
sisted of 4 main layers - the word vector layer Wv, the word matrix (semantic compositionality)
layer Wo, the recursive neural network layer W , and the categorical output layer Wcat.

The cost function over a particular sentence is the sum of all cross entropy errors over all nodes
in the parse tree of that sentence. In the existing implementation, all nodes simply inherited the
sentiment label of the root. I modified the implementation to instead take the sentiment label of
each particular node and back propagate the cross entropy error based on this value.

The basic back propagation formula is given below, where the δ is the propagated error that
is passed down to all the derivative calculations (for the word vectors, operator matrices and the
recursive hidden layer W ):

∂E

∂W
=

1

m

m∑
i

(WT
cat ∗ yi + δp(i),down) � f ′(zi) ∗ [cai ; cbi ]

T

Where cai
and cbi are the left and right children of node yi respectively.

The initial experiments I ran with the MV-RNN retrieved very poor overall performance due to
consistent over prediction of neutral nodes. This was of course due to the problematic distribution
of these nodes. In order to compensate for the neutral-skewed distribution of interior nodes, I
applied a simple weighting scheme to the cross-entropy delta given from each given node, to give
the effect of downsampling neutral nodes. This was done by adding a weight wk to each node’s
cross-entropy error. wk = 1 for any non-neutral node, and we used values in the range of 0.2 - 0.4
for neutral nodes (as these seemed to give the best performance).

4.4 Linear Regression Model

While softmax categorical prediction gives a good way of splitting the continuous sentiment labels
into meaningful categories, it suffers from the flaw that a miscategorization of a class 1 (very
negative) node to class 5 (very positive) is penalized the same a miscategorization of a class 1 to a
class 2 (somewhat negative). Clearly mislabeling something as ”somewhat negative” when it should
have been ”very negative” is not as big of a mistake as mislabeling the opposite sentiment entirely,
so it would be ideal if we could encode this difference into our cost function. With a softmax
categorical prediction, this is not a clear distinction to be made.

However, this sort of penalization falls quite clearly out of a linear regression model with a
Euclidean error term as larger errors get quadratically larger penalties. Thus, I modified the MV-
RNN to use a linear regression output and use a different error term (coming from the Euclidean
error) in the back propagation. The results of this method were compared to the results of the
multi-class classification by projecting them back to 5 classes after prediction. The maximum all-
node accuracy reached by this method was 75.03%, putting it not far behind the other methods,
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but the positive/negative classification - which this method should have excelled at - attained only
61.19% accuracy. This result was somewhat surprising given the fact that linear regression should
have punished positive/negative misclassification more than the softmax layer could. I suspect this
result may be due to the difficulty of training a continuous valued output layer.

4.5 Tensor RNN

The next model implemented was a tensor RNN. The basic recursive model in the MV-RNN followed
the equation y = f(W ∗ [O2 ∗x1;O1 ∗x2]T + b), where y is the activation of the parent node, x1 and
x2 are the activations of the child nodes, and O1 and O2 are the operation matrices of the child
nodes (which operate on the sibling). This develops a more complicated non-linear model even
without the non-linear function f (which was tanh throughout this paper) by including operation
matrices. In contrast, the tensor RNN did not include these operation matrices at all but rather
introduced a quadratic vector formula. The equivalent tensor activation formula is as follows:

y(i) = f([x1;x2]T ∗W (i) ∗ [x1;x2])

where y(i) is the i’th element of the activation vector. As can be seen here the tensor formu-
lation no longer has any operator matrices, but has a many more recursive parameters that are
learned (4n3vs2n2, where n is the dimensionality of the word vectors). This puts less power in the
parameters of each word but theoretically allows for better handling of unseen words, since more
of the compositional meaning comes from global parameters.

4.6 Positive-Negative Prediction

For all neural network models, the default prediction layer (except in the case of linear regression)
is categorical prediction using a softmax classifier. The positive-negative prediction was done by
using the same model with 2 classes instead of the normal 5, and by ignoring all neutral labeled
nodes in both train and dev sets.

5 Result Evaluation

Our analysis of the results included both qualitative analysis and quantitative measurements. We
identified 4 key metrics of quantitative evaluation: sentence level (root node) positive/negative
classification, sentence-level 5 class classification, all-node positive-negative classification and all
node 5 class classification.

5.1 Quantitative Evaluation

We performed all four of our metric evaluations on all models. Note that we only applied the linear
regression model to the MV-RNN as it did not have sufficiently good results to necessitate adapting
other models. Additionally, all of the positive/negative results on the various models were retrieved
through direct training and prediction on positive/negative examples only (defined as examples
with a sentiment score between 0.4 and 0.6, exclusive, on a 0.0-1.0 scale).

All of these results are from the development set only (consisting of 1000 sentences, of which
809 sentences fell into clear positive/negative categories), as this work is part of an on-going project
and we have not yet finalized our models.
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Accuracy on All Models (%)
Model Multiclass Positive/Negative

Sentence All Node Sentence All Node
Most Frequent Class 27.0 68.2 51.6 56.5

SVM 29.1 64.3 79.7 84.9
Naive-Bayes bag-of-words 40.8 67.2 79.7 82.5

RNN 37.6 77.1 74.7 82.9
MV-RNN Linear 36.3 75.0 61.6 –

MV-RNN 40.8 78.2 78.9 83.9
TensorRNN 40.9 77.9 78.2 83.4

To add some context, we compare these figures to the performance of the system without
factoring in the parse tree annotations. The Naive-Bayes baseline increased to near state-of-the-art
performance by simply using all of the labeled data available on this dataset, to 79.7% accuracy
on root node positive/negative when trained on every subtree, compared to 70.1% when trained
only on the full sentence labels. Multi-class performance also increased from 35.7% to 40.8%. On
the other hand, SVM performance on multi-class decreased, likely due to the difficulty in linearly
separating the increased data. However, the SVM achieves the best performance of all on the all-
node positive-negative classification, outperforming the best neural model (MV-RNN) by 1% and
similar results to Naive-Bayes on sentence-level positive-negative prediction.

Overall, the neural networks are able to outperform the baselines on multiclass, especially on
the all-node classification task, while the baselines are better at positive-negative classification.
This is likely because most methods that attempt to estimate likeliness on multiple categories
(especially SVMs, which rely upon linear separations) are likely to be unable to appropriately
distinguish between categorical indicators at different n-gram lengths. More specifically, it becomes
increasingly unclear which class a particular set of indicators should be giving higher weight to
when different total possible lengths are involved. In particular, as can be seen in the graph below,
the performance of Naive-Bayes is much worse for short n-gram lengths than the neural networks,
likely due to this issue.
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The falling performance with increasing n-gram length roughly follows the trend of the propor-
tion of neutral labels in the dataset at various lengths as seen earlier.

5.2 Neural Network Performance

The neural networks are not as affected by this problem of lengths as every subtree is represented
by a constant size word vector (and operator matrix in the case of MV-RNN), which mitigates
the problem faced by SVMs and Naive-Bayes. Nonetheless, these models are not able to attain
consistent accuracy at varying n-gram lengths. The MV-RNN has higher accuracy at shorter n-
gram lengths, which slowly drops to near the level of the root node performance. This can be
attributed to both the difficulty of training the neural models and the linguistic intricacies of the
dataset. An example of the latter is the case of “but” conjunctions. The clause preceding the
but may have a positive or negative label, but the next node up in the tree (which contains just
the clause and the word “but”) is almost invariably labelled neutral. A particular sentence in the
dataset shows this property:

“This one is certainly well-meaning,” has a positive label
“This one is certainly well-meaning, but” has a neutral label
This makes sense from a semantic perspective. A human reading such a sentence would thus

have an expectation that the “but” signifies a change in sentiment for the rest of the sentence,
leading them to label the first part including the but as neutral. However, this behavior is likely to
confuse a neural model which does not have any explicit representation of future expectation. In
a survey of the predictions on “but” containing sentences, the neural network models very rarely
capture this expectant behavior of assigning neutral labels to these situations. However, they are
able to capture the general “but” semantics in many cases, where the sentiment of the second clause
should take over the sentiment of the combination. The above example is classified correctly as:

“This one is certainly well-meaning” is assigned a positive label while the full sentence (class 4)
“This one is certainly well-meaning, but it’s also simple-minded and contrived.” is assigned a

negative label (class 2).
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However, in addition to these problems of training and linguistic intricacies, the neural networks
seem to suffer from the basic issue of compounding errors. Since the models build up meaning bot-
tom up, the likelihood of misclassifications and incorrect behavior increases as the nodes represent
larger and larger parts of the tree. This is no doubt a major reason for the performance drop off as
the n-grams increase in length, while short n-grams perform very well.

5.3 Positive-Negative Analysis

The baselines are able to outperform the neural networks on simple positive-negative sentiment
classification, which is the usual metric in sentiment analysis. I suspect this is because the base-
line models able to handle a single linear separation much better than they can handle multi-class
likelihood estimation and thus can effectively identify positive/negative indicator combinations at
multiple n-gram lengths. On the other hand, neural networks suffer from the problem of compound-
ing errors as a new representation is built up over the length of tree. Better training and a different
prediction model - perhaps such as logistic regression - may be able to improve the neural network
model performance significantly, beyond that of the baselines.

Furthermore, the neural network model is conceptually more general than the baseline methods,
implying that it would be directly applicable to other domains and datasets, while the simpler
methods would likely be hurt by different sentiment distributions and different domain-specific
vocabulary.

6 Future Work

The work in this paper could be augmented with several modifications to the neural network
training and prediction models. A simple change would be to use a more advanced neutral node
down-sampling method such as a logarithmic neutral node weighting scheme which attempts to
keep the effective weight of neutral nodes constant across n-gram lengths. This should help to deal
with the drop in performance with longer n-gram lengths.

Additionally, a better prediction model, such as logistic regression, might improve performance
by reducing the number of parameters in the output layer. This could make it simpler to optimize
for positive/negative prediction as there would be no need to explicitly represent both classes.

A related idea would be to have a separate prediction model at different n-gram lengths due to
the very different sentiment distributions. This could be bucketed so as to avoid over fitting the
dataset, but would make some semantic sense as the sentiment characteristics of short phrases and
full sentences are quite different.

To test my hypothesis of the generalizability and extensibility of the neural network model, it
would also be beneficial to evaluate the performance of the trained neural networks and baseline
models on some datasets from other domains. On a related note, it would be useful to improve
the baselines (with more features, better tuning, more regularization, etc) and try to optimize the
hyper parameters of these to see how much performance can be statistically extracted from the
dataset. This would be useful in comparing the final neural network performance as well as testing
the bounds of the dataset.
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