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The linear textual displays of printed dictionaries and their unimaginative translations
to electronic form limit the use of modern visualisation techniques on dictionary
content. This problem is made worse by the disembodied nature of computer
interfaces. This project has attempted to not only store the lexical database with an
improved structure, but to make this information accessible to the user in an
interactive, customisable way. In the creation of a computer interface, this research
has investigated various aspects of delivering information about a language via a
dictionary, these include: multimedia; hypertext linkages; note-taking facilities;
advanced search capabilities for effective information access and illustrating the
network of words and their inter-relationships with an animated, laid out graph. This
broad ranging functionality had particular importance for the electronic dictionary’s
development for the Warlpiri language – an Aboriginal language of Central Australia.
While the focus has been on the user interface, a well-structured dictionary,
supplemented by corpus-processing techniques facilitates this functionality. By
making this representation interactive and letting user adjust the amount of
information and customise its display, an understanding of other words in the
language is encouraged. Such a synthesis of a rich lexical database and its visual
representation better facilitates an enjoyable and more importantly, an informative
dictionary experience.
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Chapter 1: Introduction
Current electronic dictionaries do nothing more than simply search and retrieve
dictionary data, presenting information in a plain format similar to the paper version it
was adapted from. While these systems may save the user the time turning pages, they
lose the functionality of paper dictionaries in allowing users to browse through the
other words of the language, or see the entries nearby. This ability to browse makes
paper dictionaries easier to use than simple electronic dictionaries. The concept of an
Electronic Dictionary should open up many ways of accessing the vocabulary, other
that alphabetically.
The aim of this thesis was to explore various ways of allowing a user to access the
information in a bilingual dictionary for Warlpiri an Aboriginal language of Central
Australia. Incorporated with this aim for the research has been the goal to ensure that
the system developed will actually be usable by learners of Warlpiri. Hence the
following problem statement for this thesis:
“To create a richly structured, electronic bilingual dictionary with a flexible
user interface, such that the information in the entries can be visualised in
various (innovative) ways that may allow words to be browsed by casual users
or referenced efficiently by language users.”
Past research into electronic dictionaries seems to fall into the two very distinct
categories of dictionary databases or Machine Readable Dictionaries and the use of
dictionaries for language learners. As identified in [Kegl 1995], it is surprising that
despite the enormous potential of having dictionaries in electronic databases there has
been almost nothing in the way of combining these two areas of research and using
advances in electronic dictionaries and language education to benefit speakers of the
language.
This makes the research conducted in this thesis highly original in terms of its broad
scope. This thesis has attempted to address the range of issues associated with the
construction of a usable electronic dictionary. These issues can be divided into the
three areas of: processing, storage and visualisation.
1.1 The need for dictionaries
In detailing the use of a lexicographical workstation for the creation of dictionaries,
Weiner [Weiner 1994] discusses the initial purpose of the Oxford English Dictionary
(OED) and the eventual diversion from their goal:
“…To create a record of vocabulary so that English literature could be
understood by all. But English scholarship grew up and lexicography grew
with it…inevitably parting company with the man in the street”.
The creation of what the author calls the “Scholarly Dictionary” is described as being
a very labour-intensive process. For a dictionary to be an accurate record of a living
language, the process of revising and restructuring the lexical database never ends.
With all this research, it seems that the initial purpose of the OED (which dates back
to Victorian times) has, if not faded, been significantly blurred. The present OED is
essentially monolingual, and although it is comprehensive in its documentation of
1

lexicographic information and the history of words, this information is inaccessible to
casual English dictionary users who get better value from a shorter work such as the
Concise Oxford English Dictionary.
The conventional scholarly dictionary is created by collating ‘slips’ from example
texts that demonstrate the ‘real’ use of the word. The computerisation of this process
has made this very tedious task simpler and more efficient for lexicographers. Yet the
potential of working with this electronic medium is not fully realised because the final
product will still be a linearly organised paper volume. An interesting point made by
Weiner is that there is a rich network of information available during the composition
of these dictionaries that cannot be expressed “entry by entry, in alphabetical order”.
While this network is implied in the paper editions by cross-references made to
related entries on other pages, an ‘e-dictionary’ can allow these interrelated textual
categories to be more easily understood and accessible.
Dictionaries are used for a wide variety of purposes, by people with various
backgrounds in the language. It is difficult to have a published dictionary that suits the
dictionary needs of a language learner as well as the information requirements of a
more experienced speaker of the language. This has lead to the creation of many
different dictionary products aimed at fulfilling these different requirements, such as
primary school editions, and beginner’s guides. In most cases these different versions
must almost be created from scratch from the example slips so that the writers can
ensure the entries in the dictionary are appropriate for their intended users.
The potential advantage of a computerised dictionary is that there is an interface
between the user and the complete dictionary. This means that the way information is
delivered to the user can be altered significantly, for much less cost than the creation
of another paper dictionary edition. The importance of having a dictionary interface
that is flexible to the users needs is stressed in the minutes from the Australian
Institute of Aboriginal and Torres Strait Islander Studies (AIATSIS) meeting about
Electronic Interfaces for Electronic Dictionaries [EIFED 1994]. Electronic
dictionaries “e-dictionaries” also have the potential to allow users to customise what
and how information is presented to suit their preference. This immediately means
that the dictionary can deal with a broader range of intentions and a greater range of
language competency than is possible with printed copy.
How well a dictionary application satisfies a diverse range of users, depends on how
well the developers use the potential of working in an electronic medium. Despite
some significant research in the area of computerising dictionaries, there has been
little effort in addressing the challenge of taking this to real speakers and language
learners. This has been a focus of this project, to not be satisfied with simply a better
structured dictionary database, but also to address the issues of whether this allows the
dictionary to be any more usable by real users. In utilising the potential of an
electronic dictionary we may come closer to the initial aims of the OED by
customising the overall experience of vocabulary to the user, so that learning can take
place by all.
1.2 Working with Warlpiri
The Warlpiri language is spoken by a community of about three thousand people
located in Central Australia. There has been significant research into the language as
2

part of the Warlpiri dictionary project [Laughren and Nash 1983]. The dictionary
includes more than five thousand lexical entries, along with encyclopaedic
information.
There are a number of issues that makes implementing an electronic bilingual
dictionary for this language particularly useful. One is the low level of literacy, which
impedes use of a printed dictionary. Hence a constraint in the system’s design was
that it not be heavily reliant on written/typed interaction from the user. Features such
as being able to point-and-click at words and hear their pronunciation are important in
allowing the system to be usable by the intended users.
The preparation of different printed editions of the Warlpiri dictionary as a reference
to more experienced speakers as well as suiting the needs of language learners is
precluded for economic reasons as the community of speakers is relatively small. In a
similar way to the need for the construction of the OED, there is a need for
documentation of the language for it to be able to be understood and preserved.
Creating a computer interface to the present Warlpiri dictionary makes the
information instantly accessible and also customisable to the relative needs of the
user.
Part of the challenge of making a computer interface to the Warlpiri dictionary is to
give learners some incentive for learning the language. There is little economic value
in knowing Warlpiri, hence learning of the language must be encouraged. Although
there is interest developing among Aboriginal people in speaking their ancestral
languages [Goddard and Thieberger 1997] a computerised system must be easy and
fun to use, to sustain this initial interest.
1.3 Thesis Overview
The challenge for the work of this thesis has been to creatively (intelligently) address
the following three areas: dictionary data processing, storing this extracted
information in a suitable format and displaying this dictionary information in a usable
way. These areas are represented in the system overview in Figure 1. This thesis
follows the work in these areas of research and how they relate to each other. The
organisation is as follows:
Chapter 2: reviews the past work in the fields of electronic dictionary research and the
use of dictionaries in teaching. In discussing what is lacking in much of the database
oriented approaches to electronic dictionaries, I will discuss some of the challenges in
attempting to visualise dictionary information, and summarise the approaches taken in
this thesis.
Chapter 3: begins with a discussion of the issues associated with using commercial
database systems for the storage of dictionary information and why this approach was
considered inappropriate for this thesis. Although there has already been significant
work done in creating the Warlpiri dictionary in marked-up text files [Laughren and
Nash 1983], the inconsistencies of the format used lead to the decision to convert the
dictionary to XML. I discuss how not only does this more structured markup facilitate
intelligent information access, its global support in software made tasks such as
parsing, and formatting via style sheets (in XSL), significantly easier to incorporate
into the code for this project.
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Chapter 4: discusses the motivation and potential of corpus processing in
supplementing the information in dictionaries. I review the different approaches taken
to the collection of collocations in this thesis and the implementation issues associated
in collecting this sort of information.
Chapter 5: introduces the application created for this thesis – ‘clickText’. The most
visual part of this application is the representation of the network of words and their
relationships via a graph. I discuss the ‘spring algorithm’ approach to animated graph
layout, its relative merits and other issues that arose in applying it to dictionaries. I
also discuss the special considerations in constructing a dictionary interface for
Warlpiri such as reducing the reliance on the written word, by including sounds,
pictures and point-and-click (rather than typed) interactivity with words.
Chapter 6: discusses the usability issues taken into account in the creation of
‘clickText’. These included features such as allowing users to search by ‘sounds-like’
spelling, and make personalised notes. I discuss the strengths of the application’s high
level of customisability and extensibility, and how this facilitates informative and
enjoyable usage of the Warlpiri dictionary.
Chapter 7: will summarise the many exciting and yet untapped areas in electronic
dictionary research.

Figure 1: System Overview
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Chapter 2: Past Work
2.1 Dictionary usage and e-dictionary effects
In considering the usage of electric dictionaries, one must consider the usefulness of
such systems relative to paper versions as well as the issues associated with their
content. There has been research done from a psychological perspective [Black 1991]
involving comprehension tasks to assess the use of interactive electronic and paper
dictionaries. The results showed that although the purpose of a dictionary consultation
is typically met by a definition when “the user must construct, extend or confirm”
their understanding of the word, examples are superior for recognition of word
meaning. These results were obtained by recording for which entries the users sought
more information and highlights the importance of providing different “consultation
routes” in an on-line system.
A similar study using hyper-reference electronic dictionaries and paper dictionaries
was conducted with bilingual dictionaries [Aust, Kelly and Roby 1994]. Although the
comprehension tasks did not show a significant difference, there were some important
points made about on-line dictionaries. “The naive lexical hypothesis” claims that
bilingual dictionaries can encourage learners to “surface translate” or decode into
their preferred language rather than thinking and encoding into the target language,
hence the importance of examples in the foreign language. The importance of
allowing personalised notes to be made, ie. “metanotes” (like pencilled notes in the
margin) is raised as an area for future development and should be considered a crucial
feature to incorporate into a dictionary system. The other issue raised was the
influence of multi-media in the form of open access, sounds or pictures. There is a
chance that the technology becomes a distraction rather than promoting learning, and
in the case of open access to hyper-linking can often lead to learners getting side
tracked and confused.
In an article by [Sharpe 1995] various existing (mostly hand-held) bilingual
dictionaries are discussed in terms of their relative good and bad points. Although
many of the recommendations made were specific to the issues of translating Japanese
characters to English, there were some general points of relevance. One of these
issues was the difference in the amount of headwords required, relative to the users
native tongue. For a bilingual dictionary designed for Japanese speakers, there were
19000 headwords in the English-Japanese part and only 7500 in the Japanese-English
part. The paper explains this data in terms of the importance of having a larger
amount of headwords for the language that the user needs to comprehend (their
passive vocabulary). The smaller amount of headwords reflects that fewer headwords
are required in the generation of language (ie. into their active vocabulary). If this
dictionary were to be used by an English user, the roles of the two dictionaries would
be reversed, ie English-Japanese would be used for the generation of language. Thus
the relative amount of headwords should also be reversed for the user to get the best
usage from it. This issue emphasises the importance of the system being adaptable to
the needs of users with different levels of language background and different needs
for a bilingual dictionary.
Another issue raised in [Sharpe 1995] is the “distinction between information gained
and knowledge sought”, which is very important but rarely identified in e-dictionary
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research. The speed of information retrieval that e-dictionaries (characteristically)
deliver can be said to lose the memory retention benefits that manually searching
through paper dictionaries provide. For language learning purposes, using paper
dictionaries has the benefit of exposing the user to many other words as they flick
through the pages to the entry they are looking up and as they look at the other entries
surrounding the word on the same page. Current on-line systems lose this
functionality, as they do nothing more than search for the word and give an instant
retrieval and display of the definition. These systems fail to encourage learning rather
than memorisation. Hence, another important aspect of the display of information will
be to make the system “fun” to use. Providing interactivity that encourages browsing
the web of entries may be one way of achieving this, while at the same time it is
important to be able to deliver quick and informative search results for the more
serious/experienced user.
2.2 Improving dictionary representation (and content?)
2.2.1 Database Structure
A significant amount of research has been conducted at Princeton University on a
system called “WordNet” [Miller et. al. 1993]. The WordNet system attempts to go
beyond the typical dictionary (such as the OED) by incorporating syntactic and
semantic relationships between words into the organisation of the lexical database.
As words in printed dictionaries are limited to the two-dimensional page that will be
part of a volume that must be usable, there are restrictions on the amount of content
for lexical entries and the way that they are presented. This has lead to printed
dictionaries becoming relatively standardised over the years. What makes WordNet
different from any other research into electronic dictionaries, is that it attempts to
utilise the scope that working in an electronic medium provides [Beckwith et. al.
1993].
WordNet gives the on-line dictionary entries the functionality of an on-line thesaurus,
with cross-referencing capabilities between synonyms. Yet this is not the most
outstanding feature of the system. The WordNet database contains far more
information than the synonymous relations found in a thesaurus.
The research involved designing a lexical database from scratch so as not to be
burdened by the linear, alphabetical organisation of its predecessors. The lexical
entries in the database are based on a model of how lexical knowledge is represented
in the mind of a native English speaker (this field of research is known as
‘psycholinguistics’, which is a combination of the disciplines of psychology and
linguistics).
One of the features incorporated into the WordNet database is the concept of word
familiarity. With such information stored with the dictionary entries, there is more
information that can be delivered to the user of an electronic dictionary than merely
the definition or similar words. For example, the information that the word “horse” is
more familiar (in the minds of English speakers) than the word “equine” is relevant in
itself, but even more so for someone searching for the definition of “bronco”. So
conveying this information to someone who is searching for the meaning of a word is
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a significant and unique improvement on printed volumes. The challenge of somehow
finding the relative levels of familiarity is discussed in the next section.

Figure 2: Semantic relationships represented by a graph [Miller 1993]

Words in the WordNet database are organised into sets of synonymous words. These
sets are linked together by various different relationships that are either lexical or
semantic. For example, the noun ‘synonym sets’ are organised in a hierarchy of sets
that reflect hyponymy or “is-a” relationships, which start from very general categories
such as “entity” and branch out into more specific categories like “mammal”,
“equine” then “horse” [Miller 1993]. Other relations include antonym (opposite word
form) and meronymy (“has-a” relationship). The significance of this organisation is
that the dictionary contains much more information and functionality than an ordinary
dictionary or even a thesaurus, as relationships other than synonymy are reflected in
its structure.
With the relationships such as those displayed in Figure 2 incorporated into the
dictionary entries, there is the potential for the interface that displays this information
to do much more than give the ‘incidental’ learning benefits of a printed dictionary.
Having entries on a page makes other words in the language with similar spelling
immediately accessible to the user. If the e-dictionary can display not only words with
similar meaning, but other words that are associated in some way to the one being
looked up then there is the possibility for a much richer learning experience. For
example, if the word “brother” were looked up in a printed dictionary the other words
that would be immediately browsable would be “brothel” and “brotherhood”. It’s
possible that for someone who has looked up this word, having other words from the
WordNet hierarchy that can be browsed such as “sister” or “family” would be more
useful and educational. Thus an e-dictionary may be able to address the issue of the
“distinction between information gained and knowledge sought” raised in [Sharpe
1995] by allowing at least ‘clicking’ through the related words of the language rather
than ‘flicking’ through the pages of words that merely begin with the same letter.
The decision of the WordNet researchers to divide the dictionary entries into separate
hierarchical trees of noun, verb, adjective or adverb is by their own admission
controversial. The implementation of this theory puts certain limitations on the variety
of relationships that can be expressed between words other than the standard linguistic
concepts such as meronymy, hyponymy, antonymy, synonymy, etc. There has been
some research into improving the semantic linking between the WordNet verb classes
and the nouns they commonly relate to [Gomez 1997]. Such methodologies are based
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on detailed models of English grammar and will take some time to apply to the entire
WordNet database.
The argument against constructing a lexical database based on English syntax is that
although it is useful for Natural Language generation or processing, it is doubtful for
the purposes reflecting word association in our minds. As will be discussed in the next
section, extracting relationships between words that correspond to the linguistic
concepts is difficult and beyond the scope of this project. The relationships that will
be represented for this project will be based on associating words with other words
they are commonly used with, hence forming parcels of meaning. As this contrary
theory does not require any knowledge of the syntax of the language to apply corpus
processing techniques it is more practical and will have the same benefits discussed
before in giving the user a more appropriate range of browsable words. Although it
will not be proved in this project, this may be better from a psycholinguistic
perspective as well.
2.2.2 Corpus Processing
A fascinating area of research is the possibility of obtaining information about a
language from large text samples of the language. This topic of corpus lexicography is
discussed in the paper “Starting where the dictionaries stop…” [Fillmore & Atkins
1994] in which it is proposed that the virtue of a dictionary constructed primarily from
electronic corpora is that the entries capture the truth of the meaning of the words.
By comparing the way that a number of dictionaries deal with the same word (“risk”)
Fillmore and Atkins show how omissions in the entires can lead to lack of clarity in
the definition of the word. Often these omissions in the word entries are due to simple
time and space limitations on the lexicographer. The traditional view that a definition
should be roughly substitutable for the word it defines is shown to be inadequate
compared to describing the use of the word so that by knowing it’s background it can
be mapped to a grammatical representation. This research showed that:
“… the wealth of information which the corpus held could not be mapped into
the format of a two dimensional printed dictionary. The words are so complex
that a multi-dimensional picture is required if we were to set out its full
potential and network of relationships within the language”.
Although the research by Fillmore and Atkins also demonstrated the difficulties
associated with working with large corpora, there has been some application of
automatic processing techniques to add information to existing dictionaries. While the
WordNet system was “hand coded” based on linguistic theory, the index of word
familiarity is based on processing text. One heuristic for discovering word familiarity
is to process a large cross section of the language in order to get an idea of the
frequency with which a word is used with [Beckwith et. al. 1993]. The problem with
this approach is that there must be a significant amount of time and resources devoted
to processing a large variety of texts to get a reasonable reflection of the use of
infrequently used words. The example from this paper is that if regular speaking is
120 words/minute, then a million words corresponds to just two weeks of normal
exposure to the language.
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Another indication of word familiarity discussed is that the more frequently a word
form is used, the more different meanings it will have. Thus familiarity of a word can
also be gauged from the amount of different meanings it has (polysemy). This
information can very easily be found from any existing dictionary for the language
and is the method used by the WordNet system for assessing word familiarity. Being
able to incorporate a similar familiarity index into the Warlpiri dictionary will be a
very useful feature in terms of customising the database for the user. As there is
already an existing on-line dictionary available, this information can be obtained
fairly easily.
There has been some research into acquiring information about the linguistic
relationships between words by corpus processing. Such methods require using
knowledge of the syntax of the language, to find patterns that reveal certain
relationships. [Hearst 1992] details a method for extracting hyponyms (is-a
relationships) from a corpus by looking for a number of patterns such as:
“X such as [Y]* {or | and} Z”
to match sentences like:

“…European countries such as France, Italy and Spain”

Techniques like this require a large amount and variety of text to be able to acquire
useful relationships. Because these methods require knowledge of the grammar of the
language, they are beyond the scope of this project. The approach that was taken to
the corpus processing in this project was to find useful relationships between words
from a more mathematical perspective.
2.2.3 Collocations
Just as useful as knowledge-based Natural Language Processing and considerably
easier from a corpus processing viewpoint is to extract words that are commonly used
together in the language – called Collocations. A collocation is simply an expression
consisting of two or more words that have a strong tendency to be used together
[Manning and Schütze 1998].
The advantage of using this approach over other corpus processing methods is that it
requires minimal knowledge of the grammar of the language. Another advantage is
that the technique being used can be gradually made more sophisticated depending on
time constraints. As detailed in [Manning and Schütze 1998], the simplest approach is
to find which pairs of words occur together most frequently in the texts. While this
approach may give some useful pairs of words, the majority of pairs will be with
words such as ‘the’, ‘of’, ‘and’, etc.
This approach can be improved with little effort by taking into account the
morphology of the language (ie. different forms of the same word eg. ‘light’, ‘lights’,
‘lighting’, ‘lit’) and simple heuristic parsing to ignore the common function words,
allowing only the words likely to be parts of “phrases”. The amount of useful
collocations that can be obtained from the corpora can be even further improved by
taking into account pairs of words that are not necessarily adjacent and in the same
order, but used in close proximity (less than about five words) to one another. The
difficulty that arises when allowing more flexibility with the ordering of a pair of
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words is that there is a greater chance that pairs of words will be found to occur
regularly in the corpus that are not strongly related.
These ‘misleading’ collocations would occur for words that are individually used
frequently in the language. Thus it is likely that the words often appear close together,
by pure coincidence. There are different approaches that deal with this by using
statistical analysis to take into account the frequencies of the words to calculate the
probability that the words occur close together because of each other, rather than by
chance.
2.3 Graphical display of dictionary data
For applications with simple, lexical databases behind them, there is little that can be
done in the way of accessing the language apart from giving an on-line reflection of
what one would see on a printed page. Despite their efforts in constructing the
database, the window application that allows the WordNet system to be browsed
(xwn) is fairly disappointing in its awkwardness. The program is clearly aimed at
someone with background knowledge of the theories behind WordNet and linguistics
in general (which makes one wonder whose mind the system is mapping and why the
X-windows interface was necessary at all).

Figure 3: xwn - The X-windows browser for the WordNet system

A system that tries to fully utilise the potential of working with a graphical interface is
the Visual Thesaurus created by software company plumbdesign [Plumbdesign 1998].
The system runs as a Java applet over the web and uses the WordNet database for the
synonyms of the thesaurus. As it is a thesaurus the system makes no attempt to give
any information about the lexical entries or to have any other types of relationship
represented other than synonymy. On the other hand, the level of interactivity in the
system, in encouraging the user to click on words to “sprout” new synonyms is an
appealing concept that inspired development within this project for the purposes of
‘learn by clicking’. Working in the context of a dictionary rather than simply a
thesaurus, there is the need to have the dictionary information available to the user
and to represent some of the different relationships between words discussed.
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A problem with the visual thesaurus is the crossing over of links and the words in the
nodes as they constantly move to try to rectify themselves in three dimensions. The
theory behind laying out a graph of elements and links in a way that is visually easy to
understand is a fairly complex area of research. One approach to the problem [Eades,
et al. 1998] is to associate gravitational forces to the nodes and spring forces to the
links and then laying out the animation according to the laws of physics. This method
has already been proven in applications displaying the structure of links between
documents of the World Wide Web as it allows for parts of the graph to be displayed
on the screen as required.
This algorithm was implemented in this project for the purposes of displaying the
network of related words. The algorithm involves giving values to the nodes and
edges, so that for a hierarchical system, the children of a node are positioned close
together (with enough repulsion to prevent overlap) while the two related parent
nodes maintain a certain distance between each other. The advantage of using this
system is that the layout behaviour is determined by the arbitrary weights allocated, so
it is possible to allow the user to adjust the graphical layout simply by allowing them
to adjust the weights with no modification to the code required.

Figure 4: The visual thesaurus Java applet

2.4 Methods of Storage for Dictionary information
When dealing with lexical databases, there is some debate regarding the use of
relational databases. The advantage of using a database management system such as
Oracle is that the query handling and information retrieval is handled by the system.
Also an advantage is the applications that are typically part of such systems that allow
editing of the tables and their linked entries and even applications that allow the
creation of forms interfaces to query the database. One system that has been converted
from a traditional ‘flat file’ lexical database to the table format of a commercial
database system is the IITLEX project from the Illinois Institute of Technology
[Conlon et al. 1995]. This project firstly involved converting an existing dictionary
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file (Machine Readable Dictionary) into tables with fields that represent what
categories the entry belongs to. This data was then stored in separate text files that
would represent the main tables being used in the database before being put into the
relational database system (Oracle).
The process of developing IITLEX highlights that one of the problems in using a
commercial database for the storage of lexical information is that not all potential
users will have access to such systems. The researchers have attempted to address this
problem by having the flat file versions of the database tables available. With no
querying functionality available, the benefits of having all data in tables is lost. The
main problem with this approach is that it stifles the amount and variety of
relationships that can be represented between lexical entities (as will be discussed in
more detail in Chapter 3).
The Oxford English Dictionary is stored in flat files with SGML markup (Standard
Generalised Markup Language). This format was chosen as part of an international
cooperative called the Text Encoding Initiative (TEI) [Sperberg-McQueen 1995] to
standardise the encoding of electronic text. SGML was chosen by the TEI because it
separates the representation of the information from the way that it is displayed, thus a
lexical database such as the OED is reusable because its data is not application
specific.
The problem of using SGML is that it is a very complicated language to work with,
making it difficult for users to utilise the features of being able to specify their own
markup. This has lead to the development of the eXtensible Markup Language
(XML), a simplified version of SGML but with the same benefits of allowing
electronic documents to be expressed in a structured, reusable way [Light 1997].
XML was the markup chosen for the representation of the dictionary in this project to
utilise its qualities of structure, extensibility and reusability. The alternatives for
dictionary storage and the rationale behind choosing XML are discussed in more
detail in the next Chapter.
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Chapter 3: Storage of a Lexical Database
When dealing with lexical databases, there is some disagreement as to what is the best
way to store them in electronic form. Keeping the dictionary in a flat word-processed
file has the advantage of allowing the linguist a great deal of freedom with the
structure of the dictionary entries. The disadvantage with this approach is that even
though the file is on a disk it must essentially be accessed linearly, from beginning to
end to find the entry you are looking for. For many linguists involved in the
development of new dictionaries, the convenience outweighs this disadvantage.
Having a dictionary in a plain text file makes the dictionary portable and is
completely application independent. This means the dictionary can be edited with any
word processor and searching can be done easily by simple ‘greps’ for regular
expressions. As discussed in [Baker and Manning 1998], many dictionaries for
Australian languages at least begin in a basic text file, including the Warlpiri
dictionary used in this project [Laughren and Nash 1983] (the Warlpiri dictionary is
still manageable at 8.7Mb with 5450 entries).
Once dictionaries become larger, it is no longer practical to store the data in plain text
file eg. the second edition of the Oxford English Dictionary is about 570Mb in size.
When the information in the dictionary becomes large enough to be of use as a
reference or for automatic processing purposes, it becomes crucial that the
information stored in file is in a regular and consistent structure. This allows entries
and the data contained in them to be identified and searched for or modified.
These issues have been the driving forces behind some significant research in to the
use of commercial Database Management Systems (DBMS) to store lexical
information. Although there have been a few systems that have been successfully
transported into a relational database, there are a number of problems that must be
considered before embracing this technology.
3.1 The use of a DBMS for a lexical database
A major advantage of using a database management system (such as Oracle, Sybase,
etc.) for storage of a large amount of information is that once the data has been put
into tables, you have direct access to the entries via an already implemented query
language interface (SQL). This not only lets you search for specific data, but also
allows more complex manipulation of the data in the database, such as sorting query
results, grouping data by criteria, etc.
Maintaining a large database also becomes easier when working with a DBMS, for
the same reasons of easy entry retrieval and not having to worry about loading the
entire database in to your word processor. The data modelling task is also made easier
by many commercial CASE tools (such as info-modeller) on the market that work
with the DBMS and allow editing of database tables and the links between their data.
There are even applications that provide an environment for the development of
graphical interfaces to act as a front end to the database for other users (eg. Power
builder).
Despite the advantages of using this technology, the requirement to store the data in
table structures is a problem when dealing with dictionary information. A DBMS is
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very effective for dealing with regular, structured information where all entries have a
standard set of attributes. As identified in [Patrick et. al. 1998] this is not the case
with dictionary ‘entities’ which are each unique: “entries vary from a simple reference
to another word, to one with super-homophones, homophones, senses, sub-senses and
more” as shown in Figure 5 (although an English example is used here for ease of
reading, the same is true for the Warlpiri dictionary).
pronunciation

PORQ32

risk /
/, n. 1. state of being open to the
chance of injury or loss; Don’t run ~s. 2.
Insurance a. the chance of loss. b. the
type of loss, as life, fire, disaster,
subsense
earthquake, etc., against which insurance
policies are drawn. 3. no risk (an
exclamation of confidence or approval).
subentry
4. to lay open to the chance of injury
or loss: He ~ed his life to save another. 5.
to take or run the ~ of: You will ~ a fall
by climbing. [F, from It: to risk, dare, ?
from Gk: cliff (though meaning of to sail
around a cliff)] –risky, adj.

SUTWVYXZV

etc.

et cetera.
cross -reference
sense

example

history

Figure 5: Variation between fields contained in two dictionary entries [Macquarie 1987]

Figure 6: Possible Entity-Relationship model for a dictionary entry
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The Entity-Relationship (ER) model has been often criticised for its difficulty in
representing hierarchal information such as this as well as its inability to deal with
data that has a variable structure from one entity to another. With such variation
possible in the attributes of a dictionary entry, normalising the data into relational
database tables will inevitably require its attributes to be stored in a large amount of
tables with a large amount of empty or N/A fields. These difficulties can be best
demonstrated by constructing a simplified Entity-Relationship model for a dictionary
entry.
The generalised model in Figure 6 assumes that a dictionary entry must have a
Headword and may have a Part of Speech value (eg. Noun, Adjective), or a definition
(hence the cardinality of (0,1) – may have a minimum of zero and a maximum of one
of this attribute). Entries may have many examples, sub-entries, senses, synonyms,
and cross-references.
We can attempt to convert this E-R model into relational tables that could be stored in
a database by following the standard E-R transformation rules, such as those detailed
in O’Neil [O’Neil 1994].
1. Map each entity to a table named after it:
entry(e_key, headword, pos, definition)
sense(s_key, definition)
subentry(se_key, headword, definition)
example(ex_key, text, translation, source)

2. Multi-valued attributes mapped to a table.
3. Map N-N relationships to a table, which will have foreign keys from both tables
as its key. Thus we begin to encounter problems with this modelling, because
even though Entry, Sub-Entry and Sense have inherited qualities, they are
different entities.
entry_example(e_key,ex_key)
sense_example(s_key, ex_key)
subentry_example(se_key, ex_key)
cross_refernce(e_key, e_key)
synonym(e_key, e_key)

4. For 1-N relationships, put a foreign key in the entity that there is many of.
sense(s_key, e_key, definition)
subentry(se_key, e_key, headword, definition)

Waste of space is a major concern with this modelling for all attributes that have
cardinality (0,1) ie. the entity can have none or at most one of that attribute. For
example if the source (bibliographic reference) of an example is not known, then this
attribute will be left blank, but because the data is stored in tables (rows hold the
entities and columns hold the attributes) the space is still set aside for the field. This is
a problem that can be widespread over the thousands of entries in the dictionary. In
contrast, if the entry is stored in a formatted file, all information known about the
word is written with the word, data that is not known is then simply ignored, hence
not wasting any space at all.

15

This added complexity of having to store data in relational tables to use the database
begins to detract from the advantages of using a DBMS for the storage of lexical
information. When the information of a dictionary entry is spread over many tables,
the task of retrieving the entire original entry becomes complex and time consuming,
as it requires joining of the various tables and filtering out of any null fields. Keeping
in mind that a real dictionary may allow sub-entries and senses to have their own subentries or other more complicated constructs, it seems that a DBMS soon becomes
practically unusable.
Patrick et al. propose a way of dealing with these problems, that is beyond the scope
of this project, but is a good example of the effort required in storing dictionary data
in a DBMS [Patrick et al. 1998]. By first representing the dictionary entry in a Parse
State Structure (PSS) as shown in Figure 7, the entire tree structure of the PSS
representation can then be encoded into a single ASCII text field representation and
stored in one main table. This main table has one encoded PSS for each lexical entry
in the database.
<entry>
<form>
<orthography>

<homograph>
<geography>

<part_of_speach>

<defintion>

<example>

Figure 7: basic PSS for a dictionary entry [Patrick et al. 1998]

Corresponding to this large encoded text field is a field that contains information that
describes what attributes of the dictionary entry can be obtained from the linear
representation of the tree, as well as pointers to their location in this text. In addition
to the task of storage, a query language needed to be developed so that these encoded
fields could be accessed directly.
As identified in the IITLEX project [Conlon et al. 1995] discussed in Chapter 2,
portability is another concern when storing the lexical database in a DBMS. A
commercial database system is expensive, and not something that casual users are
likely to have access to. With the lexical information in the DBMS, maintenance and
local access may be easier, but the solution must still incorporate some way of
exporting the information to files that can be used by outside users. In [Patrick et. al.
1998] it is proposed that the generation of SGML files from the database will be
straight forward as the PSS entries in the main table can be represented in an identical
structure of SGML marked up entries.
Even when a system manages to find a way of representing the dictionary entries in
relational tables of a DBMS, another problem with this solution is that this structure
becomes very difficult to change. Say, for example, if the model in Figure 6 was
implemented by using the system of tables specified in the example. If later on it is
decided to let the system handle sub-entries having their own senses (such as the
“risk” entry in Figure 5), this change in a relational system will require a major
redesigning of the database and the data in their tables. Once the database is
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constructed by normalisation of the ER model, the structure and allowable
relationships are virtually set.
The lack of flexibility is a considerable disadvantage as far as the usability of the
DBMS as a storage medium is concerned. Dictionaries are rarely just constructed and
released, they are works that must be maintained indefinitely to suit the needs of the
language. Considering that the Warlpiri dictionary is still relatively young, and has
potential for development in its content and organisation, this justifies overlooking a
cheaper relational database system such as Microsoft Access.
As the usability of the dictionary by researchers and end users is a priority, this is
enough reason to conclude that staying with a large tag-formatted file is the best form
of storage for the dictionary. For this project, storing the dictionary in a structured
text file was considered an effective solution between the open flexibility and
portability of text documents and the rigidly structured, indexed relational database.
As discussed before, there has already been a significant amount of research into the
Warlpiri language and the creation of a dictionary from the knowledge of this
language. This dictionary is stored in a series of files with a unique language of tags
to represent the dictionary fields ie a markup language. Although the tags used in
these files do give some structure to the database, there are a number of weaknesses
with their approach. As will be discussed in the following section, XML was chosen
as the most appropriate way to represent the information in the dictionary in a way
that encompasses structure, flexibility, and easy access.
3.2 Storing dictionaries in flat files with Markup
3.2.1 Field-Oriented Standard Format (FOSF)
The Field-Oriented Standard Format was developed by the Summer Institute of
Linguistics (SIL), which devotes a lot of research into creating dictionaries for
indigenous languages. In general terms, dictionary entries are contained in
‘paragraphs’, each separated by a blank line. The elements such as definition,
examples, part of speech, etc. within a dictionary entry are each contained in a
separate line. A line begins with a tag that represents the type of field being
represented, which is then followed by the value, which extends until the end of the
line. An example entry is shown below in Figure 8.
This example has been taken from another Warlpiri-English dictionary constructed by
Steve Swartz. The tags that have been used in this example are: \w – headword, \v –
alternative spelling, \p – part of speech, \i – example and \t – translation.
The simplicity in the structure of this format means that the file is freed from any
particular computer or piece of software (however there are a few special purpose
dictionary making programs that facilitate management of these sorts of files, such as
Shoebox and MacLex). The simplicity of FOSF makes it easy for anyone to use the
file or develop an application to use this information. Parsing the file is simply read
one line at a time, checking the start of a line to decipher what field is being
represented. As discussed before, the unlimited flexibility in the organisation of these
files makes changes to dictionary structure effortless. For example, to add a
“collocation” field to entries would involve creating a code (say “\c”) and then
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adding the line of data to applicable entries – much easier than the same task in a
relational database.

\w
\v
\p
\d
\d
\i

rdarr-kanyi
rdaarr-kanyi
vc3t
to en*danger someone
put=at=*risk, as of pain or punishment
Rdarr-kanyi karna kutu Japaljarri nyampuju nyanungu-panujangarra punku panu, kuja manu ngapuju-nyanu nyampu
Nampijinpa, ngari kalu kutu pinyi jaja-nyanu-warrarlu
nyanungu-panu.
\t I’m going to take this Japaljarri for his punishment because
he’s bad. He took the other’ spouse, and so now all the
jaja’s will punish him.

Figure 8: Extract from a Warlpiri dictionary in FOSF format

For serious dictionary representation however, FOSF is too simple. A major weakness
is that there is no way to clearly identify information contained within fields. For
example, in the ‘\d’ field for the definition the author indicates words that would be
appropriate for use in an English ‘finderlist’ by using a clumsy set of tags that must be
decoded if the information is to be used.
*
%
=
{…}

start of keyword
terminate keyword before end of word
extend keyword to include next word
invisible keyword

Incorporating keywords to be used in an English finderlist is a useful feature of the
dictionary file, because all the English words used in a definition of a single word
may not always be appropriate to be used the reverse way in an English-Warlpiri
look-up. However, the way that these keywords are incorporated, by filling the
dictionary fields with processing flags, “reduces data integrity and also prevents the
achievement of data independence” [Nathan and Austin 1992]. Any application that is
to use these files must take into account the special flags and filter out the characters
before displaying the English definition.
As identified in [Goddard and Thieberger 1997], another major disadvantage of using
FOSF as a markup language for dictionaries is that it does not allow nested data
structures. This restricts how well the information of the dictionary can be
represented. As discussed in Section 3.1, dictionary entries are hierarchal structures. It
is not justifiable to compromise this for the sake of easier and more efficient
processing, because somewhere in this process, the richness of information will be
lost. For example the sense tag ‘\n’ specifies clearly that the value to the right of it
relates to another sense of the headword, but there is then ambiguity as to whether the
fields that follow (such as examples) belong to this sense or the main dictionary entry.
Unless the creators of the file document some convention, there is no obvious
identification (a convention may be that all tags belong to the nearest main entry,
sense, or subentry tag above it).
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For a dictionary file to maintain data integrity and be useable, no information should
be implied in text of the field. If information is explicitly marked up in the text, this
data can then be identified and searched for, filtered out or associated with the
appropriate field.
3.2.2 The Warlpiri Dictionary Project (1983)
Although the FOSF has been widely used as a markup language for Australian
language dictionaries (promoted by both SIL and ASEDA – Aboriginal Studies
Electronic Data Archive), the authors of the Warlpiri dictionary (used in this thesis)
identified that this approach was inadequate for their purposes. The Warlpiri
Dictionary project has been described as “truly remarkable for its scope, longevity
and ambitiousness” [Goddard and Thieberger 1997].
For a dictionary of this size and complexity, FOSF would be inadequate, considering
that the dictionary entries have comprehensive documentation of senses, subentries
and multiple examples and translations for each. The dictionary is stored in a marked
up text file that includes end tags to represent where entries (or subentries) end, as
well as to identify items inside the dictionary fields. However, there are a number of
inconsistencies in the use of these tags. An example layout of a simple entry is shown
below (a complete Warlpiri dictionary project example is included in the
Appendices):
\me headword *Number* (POS)
\def text \edef
\gl ^word1, ^word2, word3, word4, ^word5 \egl
\we Warlpiri example \[<source]
\et English translation
\we Warlpiri example
\et English translation
\ewe
\eme
\sse subentry word
...
\esse

Figure 9: Template of a typical Warlpiri dictionary entry (see A.1 for an actual entry)

A number of the weaknesses of the FOSF are inherited by their approach. One is the
variation in tags used to identify fields contained within fields. For example the
“*Number*” tag to identify numbered homophones (ie. different meanings of the same
word form), the “^” tag to indicate finderlist words and the “\[<source]” tag for
bibliographic references. There is also inconsistent use of the end tag “\e...”, such
as “\eme” to signify the end of a main entry “\me”. Although there is potential to
represent the hierarchal subentry, sense structure, it seems to have been avoided.
There is ambiguity introduced into the entry by ending fields before their
corresponding sub-items are specified. Thus a sense field must be assumed to belong
to the entry or subentry preceding it, while subentries must be assumed to belong to
the main entry (and not be subentries of the subentries that may precede it). There is
also unusual use of tags with the examples, where there are no end tags for Warlpiri
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examples “\we” or their translation, but there is an end tag to encapsulate the set of
examples “\ewe”, even though there is no start tag for the set.
For any application to effectively use the information in this file (there are none at
present), parsing is made extremely difficult because almost each different field has
special features. Hence to access the information, there can be no generalised method
of finding values represented in the fields, as the unique features must be specifically
taken into account before processing. Another problem is that because the data was
entirely hand coded, there are numerous cases of missing or misspelt tags and end
tags.
For these reasons, the eXtensible Markup Language was chosen for the storage of the
dictionary as it allows specification of well-defined nested structures with flexible
possibilities fro the contents of each structure. An added benefit of using this markup
was its global support, which will be discussed next.
3.2.3 The eXtensible Markup Language (XML)
XML is a simplification of the Standard Generalised Markup Language (SGML),
which is a standard system for defining the content and format of an electronic
document.
The most widely known instance of SGML is the Hypertext Markup Language
(HTML), which is standard the way of describing hypertext and multimedia in web
documents. Unlike SGML, HTML does not allow the user to define their own tags,
hence it has become a format oriented set of tags. That is, the tags define how the data
should be shown in a browser, but do not let the user encode specific information
about what the data is for it to be usable in a database, for example. The benefit of the
simplicity of HTML is that it is much easier to build applications for displaying
HTML. At the time it was developed, keeping the markup simple was a reasonable
goal in terms of the types of documents that were foreseen to be interchanged, but
there is now a greater demand for the features left out of SGML. Applications that
have more serious and intelligent uses of the Web, such as the transmitting of
database data, require a markup that allows the structure of the information content to
be reflected in the text.
The need for interchange of more complex content oriented data over the web (such
as Medical records, Legal data, Financial reports, lexical information, etc.) lead to the
World Wide Web Consortium (W3C) creating an SGML working group to investigate
how it could be used for documents sent over the web. The strengths of SGML as a
format for representing information include [Bosak 1997]:
•

Extensibility: allowing users to define their own tags (or attributes) to suit the
data being represented.

•

Structure: allowing nested structures of any depth, hence being well suited to
lexical database schemas.

•

Validation: allows the structure of the data to be validated before use by
applications.
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The weakness of SGML is that it is almost too comprehensive in what it can be used
for and hence making it too complex to be used easily by most applications. This
influenced the development of a simplification of SGML that retained the strengths of
SGML (ie. extensibility, structures and validity) but much easier to learn and
implement.
The need for this sort of markup for the web has influenced rapid development with
XML. The advantage of using a globally recognised markup language for the Warlpiri
dictionary is that the research benefits from the various general purpose tools
available, rather than have to develop specific tools, as would be the case for the
previous dictionary format (Section 3.2.2). The dictionary file also becomes more
portable than a plain text file, because now for anyone to use the data all they need is
access to any XML tools (if not the same products used in this project).
The only disadvantage in using XML compared to SGML is that despite the
remarkable growth of the technology, it is still a relatively young language. This
means that many of the tools available for SGML formatted data, such as query
language interfaces, editing tools, etc. are still being developed for XML. For the
purposes of this project, it was enough to have access to an XML parser. With the
future of the dictionary in mind, XML is by far the best markup for the dictionary, in
terms of making the data as usable as possible. There is a significant difference
between structured data that is readable and data that is usable.
3.3 XML Information access
3.3.1 Access via an index file
Storing the lexical database in an XML formatted file is (as discussed in Section 3.1)
an effective median between the structure of a relational database and the flexibility
and portability of a plain text document. The strengths of this approach were best
appreciated in the development of the “clickText” dictionary browser for this thesis.
It was found that once the XML dictionary (8.7Mb) was parsed into data structures in
the program, the memory used by the system was excessively high (40Mb). Although
a more efficient internal representation of the parsed file may have halved the
memory usage, this would still be far too resource intensive for an application of this
kind. The best solution was to create an index file that contained the words and the
corresponding file position of its entry in the XML file. Hence of the 5450 entires in
the dictionary, only those requested by the user, will be read in and processed This
lead to a considerable improvement in the speed of the application and its resource
efficiency.
This approach worked well with the XML parser being used (Microstar's Ælfred
parser). Although the parser was built to parse an entire file at a time, it was relatively
easy to adapt the code to allow either processing of just one entry or a whole XML
document.
The use of an index file was also well suited to the applications potential to be used
over the Web. Because the parser only processes the parts of the XML file, when they
are required, the system is very efficient over a connection where there is low
bandwidth. If the application processed the entire file at start up it would typically
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take almost 30 minutes for the file to be sent alone (at 4kbs). In the present system,
when being run over the Web, the program simply makes a URL connection to the
file for as long as it takes to process one entry (the implementation of this is
elementary using the standard network classes of Java).
.

headword
...

Index in memory
* file position
* other data
...

XML formatted
Warlpiri dictionary file
<DICTIONARY>

1
across
file system or
over the web

clickText
2

Dictionary
application

3
5

XML
parser

<ENTRY>
...
</ENTRY>

<ENTRY>
...
</ENTRY>

4
</DICTIONARY>

Figure 10: Indexing the XML lexical database for better information access

To further improve efficiency, the small amount of information that is accessed most
frequently from the dictionary entries was included in the index. For example, the
English finderlist words, as well as synonyms, antonyms, collocates and cross
references – which are used in the visualisation part of the application.
3.3.2 Searching the XML database
In contrast to the markup used by the Warlpiri dictionary project, the tags in XML are
consistent, as is the way they encapsulate text or more tagged fields. Once the
dictionary is encoded in XML, each field is explicitly identified by the markup and
can be accessed or searched for.
When data is given a tag, it can be considered as having a name describing what it is.
There are SGML applications that use this concept of named fields to give query
language interfaces to SGML encoded files. Although the query language may not
allow some of the complex operations of SQL (eg. joining tables or in the SGML
case, combining results of multiple files), for the purposes of searching and
processing results, they make searching well-structured data easy. Although there are
no such tools for XML at the time of writing, implementing a search of an XML
encoded database is easy for the same reasons a query interface similar to that of a
relational database is possible for SGML.
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The application created for this project includes some more advanced searching than
just by dictionary headword (shown in Figure 11). Although search by specific field is
limited to searching the English finderlist words at the moment, extending this
functionality to let the user specify other fields to search by, can be very easily
incorporated into this aspect of the program.

Figure 11: A screen shot of the clickText search facility

Because names are given to data fields in the XML dictionary, writing queries or
implementing applications becomes considerably more logical because one can search
by name rather than special character for example, “^”.
3.4 Using XSL for a formatted dictionary
Yet another virtue of storing the dictionary in XML format is that there is an
abstraction of the content of the data from the way it is going to be used or displayed.
This makes using XML data very flexible in the way it can be formatted. Alongside
the development of XML has been the creating of a language that allows users to
specify how the content of a file should be displayed – called the eXtensible Style
Language (XSL).
An XSL file can be used to convert an XML document into format specific format
such as HTML, Rich Text Format (RTF) or Postscript. This process is done by an
XSL processor, which takes the XML file and the XSL file and creates the formatted
file. The structure of an XSL document is essentially a list of rules that tell the XSL
processor what to produce when it encounters certain “target-elements” in the XML
file.
XSL is still only at the stage of a draft standard [XSL 1998]. At the time of this
writing (November 98), there is only one command line version of an XSL processor
that can perform this sort of task (ie. the Microsoft XSL Utility – which requires
Internet Explorer 4 to be installed on the system). One would expect that it is only a
matter of time before more processors with more functionality are released.
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XML

<GL>
<FL>whispering</FL>,
<FL>soft</FL> (of
voice), <FL>low</FL>
(of voice) </GL>

XSL
<rule>
....
<select-elements>
<target-element type="GL"/>
</select-elements>
....
</rule>

+

<rule>
<target-element type="GL"/>
<DD><B>English</B>:
<select-elements>
<target-element type="FL"/>
</select-elements>
</DD>
</rule>
<rule>
<target-element type="FL"/>
&nbsp;<children/>
</rule>

with XSL processor
HTML
English: whispering soft low
looks like

<DD><B>English</B>: &nbsp;
whispering &nbsp; soft &nbsp; low
</DD>

Figure 12: Using XSL to style the XML data (to HTML in this case)
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Chapter 4: Corpus Processing for Dictionary Information
4.1 Why Corpus Processing?
In a paper by [Kegl 1995], the usage of dictionaries by language learners is discussed
and related to ‘dictionary skills training’ in the USA. The use of dictionaries in
America is described as “odd” as they are used (unsuccessfully) for teaching grammar
and vocabulary rather than just reference books. While it is a useful concept to teach
students to be able to find the meaning of unfamiliar words that they come across, it
was found that students gain little to nothing from their exercises with a typical
printed dictionary. Coupled with the use of dictionaries for teaching, American
dictionaries unlike those of most other countries include ‘usage notes’ which explain
how word should be used. However, for the same reasons the dictionary exercises fail,
the focus of this sort of explanation is on more difficult or rare words. It was found
that not only is this sort of emphasis on words that one is unlikely to use in real life of
little benefit to students, it often produces bad sentences. The weakness of usage notes
is that there is a great deal of work required to produce comprehensive information of
this sort for every word in the dictionary.
The task of finding the ‘typical usage’ of a word perfectly suited to corpus
processing. As discussed in [Fillmore & Atkins 1994], finding the meaning of words
from the ways they are used in actual written text takes the judgement and uncertainty
out of the dictionary definition. It is proposed that results of this kind actually
“capture the truth of the meaning of the words”. It is for this reason that corpus
processing of Warlpiri text was considered a very important task in improving the
content of the dictionary and the way words could be related to the user.
4.2 Collocations and Dictionaries
The problem with natural language processing techniques to corpus processing is that
they require a comprehensive knowledge of the grammar of the language in order to
parse sentences into their linguistic structures. A collocation (as discussed in Section
2.2.3), is simply an expression consisting of two or more words that correspond to
some conventional way of saying things [Firth 1957]. Extraction of this relationship
between words can be considered a ‘knowledge-poor’ approach to corpus processing,
because it is based on statistical techniques on the words and can performed on large
text corpora with minimal knowledge of the syntax of the language.
From a language learning perspective, such expressions can bridge the gap between
saying something that conforms to the rules of syntax and saying something that
expresses the meaning that one wants. For example, the sentence “She was robbed in
bright daylight”1 does not express the intended meaning of the speaker as well as
“She was robbed in broad daylight”. The problem for someone new to a language is
that such useful ‘prefabricated chunks’ are not available in a conventional dictionary
definition of a word or expressible via the standard linguistic categories, but can very
easily be discovered by corpus processing.

1

Example taken from the “collocations homepage”:
http://www.students.uiuc.edu/~jc-lai/collocationsdef.html
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Collocations are an interesting area of research due to their neglect by structural
linguistics. A criticism made in [Manning and Schütze 1998] is that treating text
sentences as being spoken by an ‘idealised’ speaker and putting it into abstract
structures tends to lose the context in which a given word is used. By adding this
contextual information to the dictionary the user may be given more than just a
detailed definition of the word, but also an understanding of how the word is used in
the language. While most dictionaries include information about synonyms and
antonyms, these are a narrow view of the interesting relationships between words.
Clearly, it would be useful if you were to look up “open” in a dictionary and be
referred to words like “door”, “bank account”, etc.
4.3 Collocation Calculation and Results
4.3.1 Using Raw Frequency
The simplest approach to obtaining collocations is to record for every word in the
corpus, the words that occur to the left and right of it. Selecting the most frequently
occurring pairs of words will give some indication of relationships between words.
The major weakness with this approach is that the pairs that will occur most
frequently are not very interesting or useful. As identified in [Manning and Schütze
1998], the majority of the frequently occurring pairs of words will involve function
words such as ‘the’, ‘of’, ‘to’, ‘is’, etc.
The quality of these results can be improved with relatively little effort by using a
part-of-speech filter [Justeson and Katz 1995]. By first passing sentences through the
heuristic filter, the system is able to only take into account the patterns of words that
are likely to be phrases. This approach shows how adding a small amount of linguistic
knowledge to a quantitative technique such as the frequency filter, can make a
significant difference to the results.
What is lacking in this technique, is that the search takes a fixed phrase approach,
where words must appear immediately adjacent to each other to be considered. Hence
this would not work for finding collocations that consist of two words that appear in a
more flexible position to each other. An example of this the relationship between
‘knock’ and ‘door’ [Manning and Schütze 1998].
She knocked on his door.
100 women knocked on Mr. Donaldson’s door.
He opened the door before I could knock.
The words that occur appear between ‘knock’ and ‘door’ varies, as does the distance
between them, so a fixed phrase distance approach would not work. What is important
is that there is enough commonality in the patterns to show that ‘knock’ is a more
regularly used word than ‘hit’, ‘beat’ or ‘rap’.
4.3.2 Mean and Variance
An approach to deal with words such as ‘knock’ and ‘door’ that occur as a more
variable collocation is to calculate the mean and variance of the distances between the
26

two words in the corpus. The mean is just the average of all the distances between the
two words (the distance is considered negative in instances where the second word in
the pair occurs before the first word). The variance is a representation of how much
the individual distances deviate from the average.
ie.

` ^ \ b
b _ ∑a ( c µ )
σ
[ \ ]

, where

is the mean

These two features reflect the distribution of distances between the two given words
in the corpus. Collocates can be identified using this information by the fact that if a
pair has a low standard deviation, this is an indication that the words usually occur at
about the same distance. A variance of zero indicates the two words occur at the same
distance to each other all of the time.
4.3.3 Mutual Information
In this project, an information theory approach was taken to the acquisition of
collocations from the corpora. By using the frequency statistics of the pairs of words
and their constituent words, the Mutual Information can be calculated to assess the
likelihood that the words will occur with each other.
Mutual Information:
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= log2 (Probability of the pair occurring)
(Prob. of x) * (Prob. of y)
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In essence, the value mutual information can be considered an expression of the
likelihood that if one word is present, the other word will be present as well.
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A mutual information of zero indicates there is no correspondence between the two
words. Looking at the above example, the information about the occurrence of the
word ‘springs’ increases by X bits if we know ‘alice’ occurs in the position before it.
The greater the value, the greater the dependency of one word on the other.
By using mutual information as a cut-off for filtering out collocation pairs, the results
can involve pairs that need not be adjacent, something the part-of-speech filter is not
capable of. Also part of the appeal of using this approach is that it does not require
even minimal knowledge of the grammar of the language, which given the time
constraints of this project, is an advantage.
Using mutual information on its own is not enough to get useful collocations. It is a
measure of the increased likelihood of a word occurring. Hence if a word occurs
rarely in a corpus but each time it appears near a certain word, this will give a high
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mutual information even though the pair of words may not really correspond to each
other.
The problem with this approach is best illustrated by the results in Figure 13. These
were obtained by using the pure Mutual Information approach on a corpus made up of
various Warlpiri texts consisting of about 243535 words in total. By extracting the
word pairs with the highest mutual information we get results that involve at least one
word that occurs once in the relatively small corpus. It is clear (without knowing
Warlpiri expressions) that the pairs of words obtained do not appear to be
collocations.
Warlpiri Word 1 (English)

Warlpiri Word 2 (English)

mimi (forehead)
papimi (ignite)
mangkajingi (goanna burrow)
purdijirri (fauna)
kanapakarra (piece of wood)
kuwarri (beating rhythm)
jiwiri (place with water)
wanjapiri (untouched)

nyuurlpari (hump)
rdupa (shelter)
partangarra (months)
yarrkamarlu (creature)
nganjinypa (curved, curled)
marriwa (reckless)
kitiki (burrow)
yangkurl (habitat, nest)

pair
1
1
1
1
1
1
1
2

Count
W1
W2
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
3

avg.
dist.
1
3
2
-1
3
3
3
2.5

MI
1
1
1
1
1
1
1
0.66

Figure 13: Results using only mutual information favour pairs involving words with low
frequency

The most straightforward solution to the higher weighting for rarer words would be to
filter out pairs that involve words that occur less than a certain amount of times in the
corpus. This simple modification to the process gives an improvement in the quality
of the collocation results, yet the frequency of the words extracted is still low
considering the size of the corpus.
Warlpiri Word 1 (English)

Warlpiri Word 2 (English)

kurnpu (edible sap)
parlka (gutting)
kulangarnti (fog)
luku (heel)
jurtarangi (rainbow)
kapurlu (senior sister)
marnangkartari(conceal tracks)
wapiji (round stone)

mardalyi (tree)
pirla (freed from)
puyukuyuku (mist)
muurl (shoot accurately)
pararri (rainbow)
warnarrpirlangu(elder brother)
yilyanypa (strong fighter)
wapukurru (stone weapon)

pair
6
3
6
3
7
4
4
6

Count
W1
W2
10
6
8
6
6
15
7
7
9
12
9
7
7
8
8
9

avg.
dist.
-0.3
-0.3
-1.6
0
-1.7
2.5
1.5
0

MI
0.1
0.06
0.06
0.06
0.06
0.06
0.07
0.08

Figure 14: Improved results by countering MI weighting to low counts

4.3.4 Log Likelihood Ratios
Despite minor adjustments in the way mutual information is calculated, using this
criteria was not successful in identifying pairs that were most likely to be collocations.
The second approach taken to collocations, which proved to be much more effective
in corpus processing was to use log likelihood ratios.
The log likelihood method for classifying is a way to assess how different two
probabilities are. The implementation in this thesis used the Bayesian method for
looking at log odds. This requires first looking at the marginal distribution of the
words being tested, which can be best understood by looking at the counts in a
contingency table:
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N = total words in corpus

c2

c1

c1 = times word1 occurs
c2 = times word2 occurs

N

c12 = word1 and word2 together

For convenience of notation, the other three cells in the table are labelled as b, c and d
)). Hence:
(for example, b = times word1 occurred without word2 = C(
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c1 = C(w1)
b = C(w1) – C(w1w2)

c2 = C(w2)
c = C(w2) – C(w1w2)

c12 = C(w1w2)
d = N - C(w1) - C(w2) + C(w1w2)

These values are used to calculate three probability values p, p1 and p2
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The log likelihood ratio is then defined as:
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- log L(c2 - c12, N - c1, p2) }
Where, L(x, y, z) = zx(1 – z)y-x

Using the basic log rules of: log(ab) = log(a) + log(b) and log(a)b = blog(a) and the
values defined above, equation 4.1 can be simplified to:
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Using Equation 4.2, pairs with the greater log likelihood ratio are considered to
correspond to a greater dependence of the probability of one words occurrence on the
other.

å Àã ä
åã

ï
ì íðï ë
î

Warlpiri Word 1 (English)

Warlpiri Word 2 (English)

ka (AUX)
kuja (similar)
ka (AUX)
kala (however)
kala (however)
ngula (that)
ngarri (asking for)
kuja (similar)

ngula (that)
yangka (those)
nyina (be seated)
ngula (that)
manu (as well as)
yangka (those)
ngula (that)
ngula (that)

õ ó òîôóô
ñ

pair
230
134
170
199
173
140
734
120

Count
W1
W2
998
904
474
529
998
568
103
904
103
708
904
529
135
904
474
904

avg.
dist.
-0.2
-0.7
0.16
-0.2
0.09
0
-0.9
1.12

Llr.
5659
5253
4680
4119
3911
3719
3131
3042

Figure 15: There is better extraction of frequently occurring pairs using Log likelihood ratios

As can be seen in the results above, log likelihood ratios are a more effective criteria
for extracting the frequently occurring pairs in the corpora. However, there is a
similar problem with the frequency oriented approach in that many of the collocates
with the highest log likelihood ratio involve function words (the results in the table
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represent the top eight). The simplest solution to this is to ignore pairs that involve
words such as auxiliary verbs. To improve on these results further one would need to
use a variation on the part-of-speech filter discussed in [Justeson and Katz 1995], that
could deal with relationships between words that occur in variable distances.
4.5 Stemming
When calculating collocations data, results can be confounded if the algorithm does
not take in into account the morphology of the language. To use the previous example
of ‘knock’ and ‘door’, if the word ‘knock’ is in its plural, or past tense form this does
not alter the words relationship with the word ‘door’ when used near by. Even though
the two words are being used in different ways, there is enough consistency with the
use of one word with the other for the relationship to be identified and represented in
the dictionary entry of at least the word ‘knock’.
Don’t knock on their doors.
He knocks on Sue’s door.
I knocked on Mr. Smith’s door.
To recognise each of the examples above as a relationship between ‘knock’ and
‘door’ the words must be run through a ‘stemmer’ that can cut the word down to its
simple ‘stem’ form. For example, for English this would mean stripping off suffixes
such as ‘-ly’, ‘-ed’, ‘-ing’, ‘-s’, ‘-es’, etc. The algorithm (in pseudo-code) used for this
process is shown below:
String Stemmer(String word)
if word is a recognised stem
return word
else
for each known suffix (longest to shortest)
if suffix matches end of word
stem = strip suffix off word
stem = Stemmer(stem)
if stem != null
word = stem
end
if word has been changed
return word
else return null
end Stemmer

For processing on a large enough English corpora, stemming is often avoided as
English verbs have at most five morphological forms and verbs just two. For Warlpiri
however, stemming was necessary because of the greater morphological complexity
of the language. In Warlpiri a word stem can have a few suffixes at the end of it. For
example [Nash 1986]:
parnka-nja-mpa-kurra speared (as it was running past)
is made up of: parnka
killed (speared)
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Fortunately for the purposes of doing this for Warlpiri, the majority of suffixes were
documented in the original dictionary. When dealing with the occurrence of multiple
stems, a simple heuristic was used in stripping the largest possible suffix first. Ideally,
by taking the longest possible suffix off the word, the stem left is bigger than if
multiple smaller suffixes were taken off.
4.6 Implementation issues
The calculation of collocations is an extremely resource intensive process. Time wise,
the process of stopping at each word in the corpus and recording the words that occur
to the left and right of it can be fairly slow. Of more concern is the amount of memory
required to keep this kind of data while processing. Considering that there are
approximately 5400 headwords in the Warlpiri language, this means that there are
54002
pairs one would want to record at least the amount of occurrences of the pair and the
(progressive) mean distance of the pair of words from each other.
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[word 2]

[word 1]

7

...

...

[word n] ...

5

...

Figure 16: Using a matrix data structure for recording pairs

The simplest approach to this requirement would be to use two plain matrices of 5400
x 5400, as shown in Figure 16. One matrix would store the count of pairs while the
other would record the mean distance. If each integer and real takes up 4 bytes, then
the space in memory required for these two matrices will be: (2 x 29 x 106 x 4) = 232
Megabytes of memory.
This sort of resource usage is not necessary when the sparse nature of the data is
taken into account. The data is sparse because the pairings that are found in a corpus
will be relatively small compared to the total number of possible combinations. In a
matrix of headwords by headwords, the amount of cells that are actually being used
will the scattered amongst the empty spaces. A better approach would be to use a data
structure that only allocated space for the information when it is needed.
The advantage of implementing this sort of task in the Perl programming language is
that hash (symbol) tables are very easy to manipulate. Using a hash of hashes gives
the same if not better manipulation of the data that having a matrix of words has. The
added advantage is that hash structures in Perl, deal well with sparse data [Wall et
al.1996].
This is basically achieved by allocating each row a certain amount of space in which
it (ie. the programming language) will try to fit its cells, as shown in Figure 17.
31

{word 2}

{word n} ...

Hashing algorithm

{word 1}

7

5

Figure 17: Using a Hash table of Hashes means much less unused space

There can be an increased cost in time if the majority of the cells in the “hash-matrix”
are used because it will require the program to be continuously reallocating space for
each row to fit more corresponding columns. For most collocation data, the data is
sufficiently sparse enough to make this cost minimal.
Memory usage can be tuned even further, because for every Hash table that is used
there will be have to be a certain amount of extra unused space allocated. For example
for words that occur once in the corpus and are involved in one pair – although there
is only a relatively small amount a spaces allocated for the word’s Hash table, it is
more than enough for the one entry.
The optimal way to store collocate pairs is in a “Hash of ordered pairs”. As each pair
of words is encountered they are first alphabetically ordered (adjusting the distance if
their order is switched). The two words are then “joined” together to form the key in
just one large Hash table of pairs. For example for the sentence:

“We’re all going on a summer holiday”

1. Switch the two words so they are in
alphabetical order
∴ distance = -1
2. Join the two words to from the key:
holiday#summer
3. Use this key in the two Hash tables –
one for frequency data , the other for
mean distance

The advantage of storing pairs in this way is that the excess space used in Hash tables
is only incurred once in the data structure. The memory usage of this approach is less
than half that of a matrix approach to collocation gathering.
The time cost in forming keys before the Hash table can be accessed is also minimal,
and relatively easy to do. For example in Perl:
$pair = join ’#’, $word1, $word2;
($word1, $word2) = split /#/, $pair;

This forms the key for using in the
Hash table
This extracts the two words from a
pair
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The other possible disadvantage of this approach is that data can not be accessed as
flexibly as with a Hash of Hashes. For example, the process of finding all the pairs
that a given word was involved in would require looking up every pair of words in the
table. As can be seen from the descriptions of the collocation determining algorithms
earlier in this Chapter, for the purposes of collocation gathering, collocate pairs are
only every dealt with as being single units anyway. As long as the frequency of the
individual words in the corpus is available, there is no need to access the other pairs
they may be involved in.

33

Chapter 5: Interface to an Electronic Dictionary
As discussed in Chapter 2, the task of conveying the meaning of words and their use
in a language is difficult to do in an alphabetically organised record of definitions,
which is what printed editions of dictionaries are constrained to. Knowing the
definition of a single word does not achieve much if the language learner does not
know the usage of the word and how it relates to other words. In a computerised
medium there is no such limitation on the way information can be conveyed to the
user.
Despite the amount of research into computerising dictionaries there has been little
done in the way of making the network of relationships between words explorable.
While systems such as WordNet [Miller et al. 1993] have attempted to create a more
richly structured dictionary, because the organisation of their database is confined to
specific linguistic categories (ie. meronymy, hyponymy, synonymy) the linking that
can be represented is very limited. What is worse in terms of WordNet’s
computerisation of the dictionary is that there has been very little done in making this
linking (limited as it may be) known to the user. As was shown in Figure 3, the
graphical front end to the system (xwn) does little to convey it is any more than a
typical plain dictionary. Including in the text gloss for a dictionary entry,
(linguistically technical) information about words that are synonymous, antonyms, or
super or sub-classes of the entry does not come near utilising the potential of working
in an electronic medium.
If the xwn system were to include hyperlinking facilities such as allowing the user to
click on a word which appears in the gloss to be able to jump to that cross-referenced
word, this would at least save the user time in further searching for the meaning of
these words. But even this simple added functionality does not attempt to go beyond
the paper dictionaries, in terms of conveying information about the relationships
between words to give an understanding of the language. The problem of information
visualisation is a challenging one. With the growing graphical capabilities of
computers and the increasing ease with which graphical applications can be created,
this problem is only limited by creativity.
5.1 Introducing “clickText”
Part of the work of this thesis has been to deal with the challenge of creating an
effective application that allows the Warlpiri lexical database to become usable and
provides users with the opportunity to see a visualisation of its content. The software
developed was called “clickText” (this was actually the name of a very basic
prototype, but as the system developed the name still stuck). As shown in Figure 18,
the application is made up of five main ‘modules’, which are:
•

Graph Layout: words and their various relationships with other words are drawn
in the form of an animated network graph of nodes and links between them. The
user is encouraged to move the words around, as the nodes seem to “float” on the
screen. The network can be made as large as they want by progressively
expanding the links around related words.

•

Formatted Entries: the user is also able to read the large amount of information
contained in the dictionary entries. Unlike the compact formatted entires of a
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paper dictionary (or xwn for that matter), the entries are nicely laid out with
sensible use of colour where appropriate. There is also functionality for the user to
click on a cross-referenced word and have the system jump to the entry for that
word.
•

Notes: it is important for a system that is to be used for learning, that there is a
facility for something like ‘pencil notes in the margin’. The users can very easily
jot down (ie type) notes for a specific word as they use the system. These notes
are saved in a user profile that can be search later on. There is even the option to
move these notes around in separate windows, like post-it notes.

•

Multimedia: a very rare feature for an e-dictionary, is the ability to hear the
words of the dictionary to understand their pronunciation. This feature, coupled
with various pictures relating to the word being looked at makes the system very
user friendly.

•

Advanced searching capabilities: included with the many ‘fun’ aspects of the
system is the ability for serious searching of the database. The users can perform
searches using regular expressions, approximate ‘sounds like’ spelling or just
plain text. Facilitated by the well marked-up XML dictionary, any field in the
dictionary can be searched for.
Online
help

Choice of top
module

Ability to
Save/Load
work

Static bottom
module
Customising
options
Headword list

Figure 18: the many parts of ‘clickText’

As reflected in the modules that make up the system, this application is unlike any
other e-dictionary as it was designed to cater for the needs of Warlpiri speakers with
various levels of competence. Features such as the searching facility allow
information to be accessed easily and quickly, while incorporation of animation and
sounds makes the dictionary usable by speakers with little to no background with the
language.
As discussed more in Chapter 6 (Usability and Testing), another feature of this
application is it is highly customisable, encouraging a high level of interaction from
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the user to tailor the interface to suit their needs and use the system to its full
potential. The flexibility engineered into the system also makes ‘clickText’ very easy
to extend in years to come.
Of the five modules discussed above, clearly the most interesting from a research
viewpoint is the layout of words and their inter-relationships in a graph. For this
reason, the following sections discuss the development of this module in detail and
the virtues of this form of visualisation of dictionary information.
5.2 Graph-Based Visualisation
An interesting approach to displaying the web of word inter-relationships in a
language is to represent the network by a graph, where the words act as nodes and the
relationships between them are represented by edges. The plumbdesign visual
thesaurus [Plumbdesign 1998] is a fine example of difficulties that arise from an
information visualisation perspective once the graph becomes complicated. In this
system, it doesn’t take long before the ‘sprouted’ synonyms and the links between
them begin to overlap and move chaotically until the overall image becomes
confusing.

Figure 19: Information overload – the visual thesaurus allows unlimited complexity

The visual thesaurus was created simply as a demonstration of the capabilities of the
software company in creating impressive graphical applications. In making the
‘clickText’ application that allows the Warlpiri dictionary to be browsed it was also
important that the interface be appealing to the eye and “fun” to use. In contrast with
the plumbdesign system however, from a serious language learning viewpoint, the
clarity and simplicity of the graph displayed was of much greater importance.
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Features that improve the overall readability of a graph include that there are no nodes
overlapping, intersection between edges is kept to a minimum and the nodes are
spread over the size of the window they are being viewed in. In what is called the
“classical graph drawing problem” Eades, et al. propose a fairly effective solution
[Eades, et al. 1998]. Their approach involves associating gravitational repulsion
forces to the nodes and spring forces to the links between them and then in
accordance with the laws of physics, letting the nodes virtually lay themselves out.
This paper also discusses the issues associated with displaying only part of what may
be a very large and complicated graph, and allowing the user to progressively see
different sections.
5.2.1 Maintaining the mental map of the user
The theory behind this algorithm is that a graph G, (in this case headwords of the
dictionary) is described as being a set of edges and nodes, ie. G=(V, E). The
interaction of the user with the representation of the graph is thought of as occurring
in a succession of frames Fi, each of which contains a subset of the graph Gi=(Vi, Ei)
and a queue Qi of focus nodes.
The set of neighbouring nodes that are one edge away from a given node v is
represented by N(v). So if a given logical frame F has a focus node queue Q=(v1, v2,
…vs) of nodes, then the nodes that will be drawn is the union of the neighbouring
nodes ie:
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To ensure that there are never too many nodes on the viewing area at a time, when a
logical frame progresses from Fi to Fi+1 a focus node u is added, while one focus node
v is deleted. This progression occurs when the user selects a non-focus node from the
nodes in the frame. Along with the inclusion of u, are its neighbours that aren’t
already in the graph, while the nodes that are only neighbours of v are removed.
In the implementation in this thesis, a FIFO (first in first out) deletion policy is used.
When nodes are clicked on, they are put at the back of the delete queue, so the node
that is removed from the graph is hopefully the one that has the least attention of the
user. When a focus node is deleted, the implementation ensures shared neighbours are
not deleted by keeping a count in each node of how many focus nodes have
connections to it. This count is decremented for all the neighbours of a focus node
when it is deleted. Non-focus nodes that have a ‘pointed-to’ count of zero are deleted.
5.2.2 The modified spring algorithm
The algorithm for laying out the nodes in the current frame considers each node as a
steel ring, which have gravitational repulsion between them. The edges connecting the
nodes are considered as steel springs. The algorithm attempts to calculate a layout
where these rings and springs are in equilibrium. The conceptual advantage of this
analogy is that the nodes will attempt to keep a sufficient distance away from each
other so as not to overlap. The nature of a spring is to exert a force so as to maintain
its zero energy or relaxed length Luv. Treating edges in this way, means that connected
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nodes will be repelled from being too close, while at the same time forced closer if
they venture beyond the zero energy length.
If Fi=(Gi, Qi) is the logical frame on screen and Gi=(Vi, Ei). The total force on a node
v is:
f(v) = Hooke’s spring forces (f) from connected nodes N(v) +
Newtonian gravitational repulsion (g) from all other nodes Vi +
Strong Newtonian repulsion (h)from the focus nodes Qi
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If the distance between two points p and q is d(p, q) and the position of v is
represented by pv=(xv, yv), theses forces are calculated as follows:
According to Hooke’s law, fuv is the force exerted on v by the spring between u and v.
It is proportional to the difference between the distance between u and v and the zero
energy length of the spring Luv. Where
is the stiffness constant of the spring, the x
component of this force is:
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The two Newtonian gravitational forces follow an inverse square law, where
and
represent the strength of the gravitational force. With the strength of
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Thus by combining expressions (5.1) to (5.4) and Newton’s second law of motion,
, where
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. The change in motion in the x

direction for the i+1th animation loop is (the expression for the y component is
similar):
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One of the features of using this system is that the layout behaviour is determined by
the arbitrary weights allocated, so it is possible to allow the user to adjust the
graphical layout simply by allowing them to adjust the weights with no modification
to the code required. Allowing the repulsion behaviour to be adjustable was included
as a useful added functionality to the system. For the current system the default values
used for the constant parameters were:
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This is different to the positive constants used in [Eades, et
al. 1998] eg. From equation (5.1), it is clear that if d(pu, pv) <
Luv and xu > xv then the change in motion of v should be in
needs to be
the negative x direction, away from u. Hence
negative.
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The advantages of this spring algorithm include:
•

The spring force between nodes attempts to keep the distance between them at Luv.

•

The gravitational force guv ensures nodes are not too close together.

•

The extra gravitational force huv aims at ensuring there are fewer overlaps between
the neighbours (children nodes) of the focus nodes. This also means that there is
less commotion when a focus node is deleted from the frame, because the children
nodes N(vi) that are deleted with the focus node vi are kept relatively close
together, and directed away from the rest of the graph.

•

The other advantage of the force huv is that the layout of the focus nodes is kept in
fairly straight line, adding to the overall clarity of the diagram (see Figure 22, for
example).

As discussed in [He and Marriot 1998] the problem with this algorithm is that the
nodes are considered as points when their layout is being calculated. This means that
even though the method ensures that the centres of the focus nodes neighbours are
kept equidistant, there can still be overlapping of the text of these nodes. This has
proved to be a problem for this project when displaying some of the longer Warlpiri
words that had many related words around them.
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Figure 20: Overlap of adjacent nodes in Spring Layout

This problem is demonstrated in Figure 20, the words around the entry on the right
word “marlu” (Red Kangaroo) are all approximately equidistant from the focus word,
and their centres are distributed evenly. The weakness of considering the nodes as
single points is shown in the overlap of words at the above and below the focus node,
where the text in the nodes spreads over the distance maintained between their
centres.
Considering nodes as points allows the graph on the left in Figure 20 come to
equilibrium because the centres of the related words around are at equal angles around
the focus entry “marlarr-marlarrpa” (deceitful, untruthful). Clearly, if the words were
kept at the same distance away from each other, but moved to be at the top and the
bottom of the focus word, there would be no problem.
5.3 Alternate algorithms that deal with node overlap
Although there has been much research into the theory of graph layout, much of it has
been based on the simple assumption that the nodes are points. The problem with this
is that in practice the nodes are very rarely just points. As shown in Figure 20, once
the nodes are represented as (rectangular) textual labels, there will be overlap and
clutter introduced into the graph, despite the efforts in positioning the centres of the
nodes.
5.3.1 Using Constraints
Identifying this problem, He and Marriott propose a way minimising the amount of
node overlapping in a graph once the nodes have been approximately laid out by an
algorithm that assumes they are points [He and Marriott 1998].
The approach involves defining a collection of linear arithmetic constraints. These
constraints are in the form of detailed definitions, which specify where the boundary
of a node should be relative to the rest of the nodes in the graph. For example:
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‘Node B is overlapping the right side of a node A if the xcentre of the B is
greater that the xcentre of A and the left side of the node B is less than the right
side of the node A. Unless node B is above or below A, etc.’
Fixing node overlap is not a simple matter of moving a node off a node it overlaps,
because you may move it onto another node in the process of moving it away. Hence,
the problem of graph layout is translated to a “constrained quadratic problem” of:
Minimise Ø with respect to C
Where C is the collection of layout constraints and Ø is a quadratic expression that
must be minimised.
While the authors admit that the algorithm is not guaranteed to find the best layout of
the graph2, this algorithm will reduce the node overlap in a graph layout with a
suitable quadratic solver. However, despite optimisations possible in a quadratic
program, the algorithm still has an exponential worst case performance.
Böhringer and Paulisch propose a similar approach to the laying out of a graph using
constraints [Böhringer and Paulisch 1990]. In their development of the ‘edge’ graph
layout system, the authors include an interface for the user to modify and query the
constraints being used in the graph. Thus the approach has added usability over He
and Marriott’s application because there is functionality to specify how nodes (or
clusters of nodes) relate not only to each other, but to the regions of the window as
well. Although the layout is performed by the system automatically, it is not
“dynamic” in the sense that the user can not move the nodes by any other means other
than via the constraint manager.
5.3.2 Ignoring Node Overlap
Both the constraint-based methods detailed in Section 5.2.1 deal very well with the
problem of node overlapping in a graph. However, neither discusses the considerable
time cost involved in finding an optimal solution for the constraints. This cost is
justified for systems where it is important that all the information in the graph is
clearly visible, such as data modelling tools that display database tables and their
relationships or diagnostic tools for maintaining the pages and links of a web site. In
these implementations, it is crucial that information be displayed in the clearest
possible way because the understanding that it conveys may effect the decisions made
by the user.
For most graph layout systems (unlike the one developed for this project), once the
nodes of the graph are positioned, there is no more updating of the layout required,
unless the user decides to move or delete a node. As user interaction is rare relative to
the refresh rate of the graph, this again justifies the cost involved in finding the
optimal layout for every new or modified graph.

2

Finding the optimal layout in a graph is claimed in [He and Marriott 1998] to be “NP-hard” – a
problem for which no efficient (non-polynomial) algorithms are known
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Figure 21: A Fast graph layout allows better responsiveness to pulling, throwing, etc. of word
relationships

In this thesis, the priority was the quality of animation and the level of interaction
with the user, hence there was no node overlap correction added to the graph layout
implementation. For constraint based algorithms that claim to be dynamic, this
usually means the user can see the nodes move to their optimally determined
positions, with the ultimate goal being that the user will see the final static
representation of the graph.

Figure 22: maliki (dog) to wakiji (trash) via three degrees of separation

The goals of the graph for this project are very different. By encouraging movement
of the word-nodes via the mouse, there is a parallel to the exploration of language
achieved by the action of flicking through the pages of a dictionary. By keeping the
layout of the graph as simple as possible, the reaction of the graph to user interactions
is attempted to be ‘organic’. The appeal of the spring layout algorithm is that the
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nodes appear to interact with the user, as they repel pushed nodes and follow as the
spring edges are stretched.
Making this aspect of the system fun to use makes it more likely that it will be
accepted and used by language learners. For example, as shown in Figure 22, one
could try to play a “six degrees of separation” game with the words, by trying to see
how many links must be traversed across to get from one initial word to another
(maliki (canine) cf. to
wangu-wangu (dead relatives dog) cf. to
yapunta
(abandoned) cf. to yungkiyi (garbage) synonym with wakiji (trash)).
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As the user is actually interacting with the network of related words, this interface to
the dictionary is certainly very different to any other e-dictionary systems. Also unlike
the majority of existing e-dictionaries the goal of this technology is to contribute to a
much richer exposure to the words in the dictionary.
5.4 Implementation issues for Graph Drawing
5.4.1 Drawing thicker edges
One of the issues that had to be addressed in the implementation of this project was
how to draw edges in the graph in a way that was clear and easily modified by the
user.
In each dictionary entry there are various different relationships documented between
it and other words, such as synonym, antonym, cross-reference and collocation. When
representing this information in a graph, these relationships are reflected as simple
edges connecting the two words. It was decided that the best way to distinguish these
relationships from one another was to associate a colour with its edge.
When using colour to distinguish features in a diagram, an important consideration is
that the colours are distinct enough to identify the difference. In a graph this not only
means choosing a range of contrasting colours, but also ensuring that the edges are
drawn thick enough to be able to distinguish their colour. In the Java language that
this project was implemented in, there is functionality for drawing straight lines using
the routine drawLine(int x1, int y1, int x2, int y2) which is part of the
java.awt.Graphics class. The problem with using this routine for drawing the edges
is that the only arguments in takes are the start and end coordinates of the line, with
no easy functionality for making the thickness of the line drawn any thicker than one
pixel. At one pixel wide, it is very difficult to clearly tell one colour from another.
Rectangles can only be drawn with their sides parallel to the screen ie.
drawRect(int x, int y, int width, int height). As nodes may be various
angles to each other, the only way to represent a thick edge as a rectangle was to
calculate the coordinates of its four vertices and use the drawPolygon(int x[], int
y[], int nPoints) function. The method for calculating these points is discussed
below.
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from the centre of the node can be determined as follows (where Ew is the desired
width of the edge):
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Hence, if (x1, y1) and (x2, y2) are the centres of the text nodes, the four corners of the
polygon (rectangle) edge are located at:
if m<0:
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if m>0:
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if dx=0:

(x1+Ew, y1), (x1-Ew, y1), (x2-Ew, y2), (x2+Ew, y2)

5.4.2 Keeping the graph in the window
One of the claimed features of the modified spring algorithm for graph layout is that it
attempts to make the graph take up as much space in the viewing window as possible.
This is fine when there is one ‘focus’ node in the centre of window, as its
corresponding children nodes will repel out evenly to their maximum spring length.
The net force on the focus node keeps it in the centre, with the children reaching for
the edges of the window. As a few more focus nodes are added to the viewing frame,
this balance is gradually lost. The repulsion of the groups of nodes from each other
will tend to cause the nodes to migrate to the edges of the frame.
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The simplest approach to this problem is to stop nodes from disappearing off the
window by restricting the algorithm to only calculating coordinates within the
viewing frame. For example, if a nodes new x-position (relative to its repulsion) is
determined to be less than zero (ie to the left of the window) it will be given the xcoordinate of zero. The weakness of this approach is that the graphs will still move to
the edge of the frame and simply stay cluttered at the edge. While this at least stops
the nodes from moving out of view, more needs to be done to maintain the layout
appearance of the graph.

Figure 24: The invisible ‘fenceposts’ (coloured blue dots here) are enough to keep the graph away
from the edges

The tendency of the graph to spread out needed to be counteracted when it neared the
edges of the frame, so it could be pushed back in, while keeping the graph’s layout.
The solution was to incorporate invisible nodes (called “fenceposts”) into the window.
These nodes were distributed around the perimeter of the viewing window, so that if
nodes moved close to the edge, they would be repelled by the same forces discussed
in Section 5.1.2.
The advantage of this approach was that the iterative algorithm stays the same, as the
fenceposts are simply incorporated as nodes that do not move. As shown in Figure 24,
another nice quality of this method is that the gravitational behaviour of the
fenceposts (ie. inverse square – see equation 5.4 in Section 5.1.2) means that
repulsion applied to drifting nodes increases parabolically as they get closer to the
edge of the viewing frame.
5.4.3 Customising the Graph Display
As shown in Figure 19, the network of relationships in a language can become too
much for a user to seriously absorb from a detailed diagram. With some entries in the
Warlpiri dictionary having more than thirty related words listed there needed to be a
high level of customisability added to the application that went beyond the simple
functionality to be able to move nodes around.
It is important if this form of visualisation is to be of educational benefit, that the
graph looks the way the user wants and contains the information they require. For an
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animated network of words, there is the added requirement that the user can make the
graph behave the way they want as well.
Yet another feature of the modified spring algorithm is that the behaviour of the graph
is mostly determined by just five arbitrary weights. Because of the iterative nature of
the algorithm, these weights can be changed “online”, allowing the user to see the
effects of the change instantly. These weights include:
Ç

•
•

Ë

Å ÆÄ

: the repulsion between all nodes

ÉÈ Ê

: the extra repulsion from focus nodes

•

Luv: the zero energy length of the (spring) edges

•

C: the speed of the animation

•

Ew: the width of the thick edges

•

N: the size of the node deletion FIFO queue

Each of these weights were made editable in Graph Layout module of the ‘clickText’
application (as shown in Figure 25). The user was also allowed to filter the
appearance of the graph to only display certain relationships between nodes. This
functionality was implemented by adding a counter to each node which behaved in a
similar way to the ‘pointed-to’ pointer discussed in Section 5.1.1. As an edge type is
hidden (eg. “Collocation”) by the user, the non-focus nodes which it connects have
their colour-counter decremented. If all the edges leading to a non-focus node are
hidden, its colour-counter will be zero and hence, it will be hidden.

Figure 25: It is important to allow the user to see the graph the way they want it

In addition to customising the layout of the graph, there was also functionality added
to allow the user to ‘anchor’ nodes in place by right clicking on them and selecting the
‘anchor’ option. Also incorporated into this node menu are options to delete the
specific node, sprout a note-taking window for the word contained in the node, or
include the English finderlist word for that entry inside the rectangle node.
5.5 Non-written interfaces
For speakers with limited literary skills, it is particularly important to have an
interface to the dictionary that does not rely on typing to use it. Although the written
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word can not be totally avoided in a dictionary, having features such as sounds,
images and animated words is a way of taking away the emphasis on the written form
of the words before the application can be used.
5.5.1 Incorporating Multimedia
An important aspect of learning a word is knowing how to say it. Although many
printed dictionaries include phonetic symbols with the lexical entries, it is rare that a
language learner would bother to look up the jacket of the dictionary to understand
how this phonetic alphabet can be decoded into a pronunciation. In many cases, the
technical nature of this sort of information acts as more of a distraction from the
dictionary entry than a help.
With most computers now having sound playing capabilities, an electronic dictionary
can achieve much more in teaching the pronunciation of words by letting them hear
the words themselves. For the purposes of this thesis, this was considered an
important feature of the application. Being able to hear the sounds through the edictionary means there can be immediate recognition of the spoken word, which can
then be related to the written form of the word.
As the application was implemented in the Java programming language, playing
sound bites was a relatively easy feature to incorporate into the ‘clickText’ dictionary
browser. The only disadvantage is that for sounds to be playable the program could no
longer be started on it own, it must be run (as a Java applet) through a web browser.
This is because the language does not have the functionality for the application to
produce the sounds on its own, it must use the capabilities of an intermediate
application that can produce sounds in the speakers of the computer.
Another problem with this approach is that it requires every word in the dictionary (ie.
approximately 5400) to be recorded in a separate sound file3. Due to the time
constraints of this project this meant sound could only be incorporated into the entries
for the more common words. It would have been ideal if speech synthesis could be
used to essentially have the computer do the working out of the sound of a word,
given its phonetic symbols. Getting a synthesiser to work with the sounds of
Aboriginal languages (many of which are not present in English) would be a
considerable undertaking, hence making its use beyond the scope of this thesis.
Including colour pictures with dictionary entries is also an aspect that makes the
dictionary significantly more interesting to use than a standard printed dictionary.
Although this is very easy to incorporate into an electronic dictionary, it’s surprising
that so few applications bother to include this very basic approach of making the
dictionary more visually appealing. Being able to see pictures of especially plants and
animals is an effective way in making the system fun to use, while still being
educational.

3
“au” format –
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5.5.2 Hypertext
Despite the use of multimedia in an e-dictionary, there must still be some facility for
users to read more detailed dictionary information if it is to be considered as a serious
reference. Although it can hardly be considered as a non-written interface, having
formatted dictionary entries that have hypertext is a useful way of displaying related
words. The functionality to let the user point and click on a referenced word to jump
immediately to its corresponding entry is a better way of displaying written dictionary
entries than requiring users to remember referenced words and perform a new search
for their entry.
HTML also has the nice quality of allowing colours, which means that related words
could be coloured in the exact same colours that their edges are coloured in the
animated graph. These aspects help to take away the importance of fully
understanding the written words in the dictionary application before the application
can be used.
As discussed in Chapter 3, a feature of having the lexical database represented in
XML is that formatted documents can be created very easily by creating a style
document in XSL. Rather than have to process the data from the database and go
through the complicated task of formatting while the user waits. The HTML
formatted entries are made by the XSL processor before the program is used (as
shown in Figure 12).
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Chapter 6: Usability and Testing
One of the primary goals of this project has been to not only construct a system that
represented research into a different approach to electronic dictionaries but one that
could be practically used by learners of the Warlpiri language. Given the time span of
this project, and the distance of its intended users, usability testing was not possible.
There are however, plans for the “clickText” system to be tested in Warlpiri schools
in Central Australia during February. This will lead to incorporating modifications to
the system as required.
Throughout the year linguists in the Linguistics department gave feedback on various
versions of the system. As many of these people have experience with working with
Warlpiri as well as teaching of Aboriginal languages, their appraisals of the system
led to the addressing of a number of usability issues.
6.1 Fuzzy Spelling
A very useful functionality incorporated into the application, not specifically related
to dictionaries is the ability to search by how a word sounds rather than how it is spelt.
This functionality was particularly relevant to use with Warlpiri because there are
different conventions in now words are represented lexically (for example, Warlpiri is
spelt as “Warlbiri” in some publications and catalogues). Thus implementing the
option to search through the dictionary entries with a sounds-like search string means
users are not required to conform to any particular standard. This certainly improves
the likelihood of finding the data one may be looking for.
The ‘Metaphone’ algorithm discussed in [Celko 1995] is one approach to searching
by sound. It involves grouping similar sounding sets of letters into categories eg. ‘dg’
and ‘j’ are in the same sound set. Every word is the converted from a string of letters
to an encoded list of categories. Once the words are in this form, a comparison can be
made to see if they match.
With the assistance of Jane Simpson of the linguistics department, sets of ‘equivalent’
spelling conventions for certain sounds were defined as well as common spelling
‘mistakes’. These are shown below:
Frequently confused sounds
1. l, rl, ly
2. n, rn, ny, ng
3. ng, ngk, nk
4. r, rr, rd
5. rd, rt, t
6. u, a
Common mistakes
7. y instead of r, rr
8. m instead of mp
9. n, ny instead of nj
10. ng instead of ngk
11. a instead of aa
12. i instead of ii, iyi
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13. u instead of uu, uwu
14. p instead of b
15. t instead of d
16. k instead of g
17. k instead of c
With the goal of eventually implementing the “Metaphone” algorithm using these
classes, an initial attempt at seeing these the effectiveness of these classes was
implemented with just regular expressions. This involved taking the query string and
substituting the characters defined above with regular expression ‘character classes’.
For example by rule 1, the occurrence of an l, rl or ly will be replaced with the class
“(l|rl|ly)”, which when used as a search string will match any of the three items in the
brackets (the code is: s/(l|rl|ly)/\(l\|rl\|ly\)/). Once all the rules have been applied the
query is turned into a fairly large regular expression, which is then used to match
words in the dictionary4.
eg

é

marliki converts to é
and matches with

(m|mp)(a|aa)(l|(r|rr|(rd|rt|t))l|l(y|r|rr))(i|ii|iyi)k(i|ii|iyi)
maliki (dog)

The performance of this “brute force” approach to the approximate spelling problem
proved to be effective enough for the implementation of the Metaphone algorithm to
be avoided. The biggest time cost in using a regular expression is in defining it (this is
when the expression is compiled into automata). Once defined, using it to match
strings or perform substitutions is relatively efficient.
Because the classes were static, they could be compiled at the beginning of the
program and then reused when needed. Thus when the user enters a ‘fuzzy spelling’
query, the only regular expression compiling that needs to be done is on their
converted search string. The authors of the regular expression software package used
in this thesis claim that searching with their compiled expressions actually works
faster than the standard string matching facility of the Java language.
6.2 Customisability and Extensibility
6.2.1 Changing the application’s appearance
As discussed in the begging of Chapter 5, the “clickText” application window is
divided into two main halves, where modules are visible. The top half allows modules
to switched between using the tabbed panes, while the bottom half is constant. In
initial prototypes of the system, this bottom half contained the formatted dictionary
entries for the current word. After some consultation, it was clear that there may be
situations where the user would want to use the animated graph and hear the sounds at
the same time, while other times where they may want to make notes about words
while searching, etc. Hence, greater customisability in the application was considered
an important feature.
4

Regular expression searching in the application was implemented using the COM.stevesoft.pat
package At: http://www.win.net/~stevesoft/pat - This allows Perl syntax regular expressions to be used
in a Java program
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The different aspects to the “clickText” application were designed as functioning as
almost discrete modules that each inherit from a generic class. This made
incorporating the modules into tabbed panes very effective because the interface of
each of them with the main program is the same. Hence, regardless of which pane is
visible, the way the program communicates with the current pane and the way the
program is notified of events from the module is the same. The user was given the
option to make to bottom half any one of the modules: Formatted (HTML) entries,
Note making, Multimedia or advanced searching (Graph Layout was left out of the
options because of its size).

Figure 26: The layout of the "clickText" application is highly customisable

Another strength of the flexible design of the system is that the application is very
easily extensible. For additional modules to be added to the system (for example, a
tree layout of words to show domain hierarchies) there is a minimal amount of code
that needs to be changed in the main program. The new module simply needs to
inherit from the generic module class defined in the application package.
6.2.2 Post-it notes
While the ability to make notes in a special note-making module was considered a
nice feature, it was clear that more flexibility was needed for it to be used as
frequently as one would the margin of a book with a pencil. The solution was to
provide the functionality to ‘spawn’ little windows that contained the formatted
HTML dictionary entry with the note-making facility.
This feature allows notes to be kept by the side of the application as the user works
with it. In many ways this is similar to having little Post-it notes that can be moved
around the screen. To further contribute to the idea of the notes being a personalised
feature for the users, the module was incorporated with the functionality to change the
colour of the note’s background from the default canary yellow to any colour they
prefer.
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Figure 27: Allowing the user to have (Post-it) notes windows open as they work, is yet another
feature that makes ‘clickText’ usable and fun

6.2.2 Listing words in varying order
When dealing applications for Australian languages, using alphabetical order is a
typically difficult area for learners to deal with. Part of the reason for this is that
although Warlpiri words are spelt with the same alphabetic characters of English, the
alphabet is different. For example, the characters “ng” are considered as one sound
and as hence treated as one letter. This means in ordering, the word “nuurr (fastened)”
will come before “ngaanta (cry)” as words starting with the letter “n” come before
those starting with “ng”.
Allowing the users to customise the way words are listed was considered a very useful
feature to have in the application. In addition to being able to see the main list of
words sorted alphabetically, the user can see the words ordered by their relative
frequency of occurrence (data gather during corpus processing). Words can also be
ordered by last letter - considered a useful feature for use by linguists looking at
suffixes and in rhyming games for younger users. By using the advanced search
module of the application, the word list can be filtered to see only the top words in the
list, or any other criteria the user specifies.
The ability to sort in various ways was also incorporated into the results table of the
search module. As shown in Figure 11, the results table has the appearance of a
typical ‘Windows’ application (eg. in File Explorer, MS Excel) and given the same
functionality of being able to click on the title of the column to sort the entries in the
table by that field5.
6.3 Dealing with Homophones
Having different meanings for the same word from is a very difficult issue to deal
with when developing an electronic dictionary. A common example of this is the
5

The “clickText” interface was written using the new Java Foundation Classes (Swing 1.03)
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word “bank”, which can mean very different things – a financial institution or the
slope of land near a river. In most printed dictionaries, homophones are given their
own separate entires with a subscript number to indicate the different instance of the
word.
It is a complicated process for a computer interface to deal with homophones, because
knowing just the word form is not enough to know which instance of the word is
being referred to. It would be most convenient to ignore the issue totally and collapse
the various meanings of a word form as being one entry. This is the approach taken by
applications such as the “visual thesaurus” [Plumbdesign 1998], where a word such as
“bank” will be surrounded by synonym nodes that have nothing in common with each
other such as, “deposit”, “incline” and “side”.
As there are greater instances of homophones in the Warlpiri language, the
application was developed so that the user had the option to have homophones clearly
identified or ignored. To provide this sort of functionality, data can no longer be
stored in symbol table structures that store a unique headword as a key for a
corresponding value, such as the file position in the XML file, or notes made by the
user. Hence a mapping data structure was developed to provide a means for the one
key to have multiple corresponding values.
Although there was functionality incorporated into the markup of the Warlpiri
dictionary project to deal with cross-references to specific instances of a word form,
this has so far been rarely used. In some cases homophonous words are listed as
“word#?#” where the “?” is meant to be filled in later to refer to a specific numbered
entry for the word. Given the size of the dictionary, filling in these values is a large
task that has not yet been completed.
In the “clickText” application, if the user chooses to see the links of a word while in
“homophone” mode (called “Number Multiples” in the application) they are asked for
feedback as to which of the multiple senses of the word they want to see.
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Chapter 7: Conclusions and Future Work
7.1 Limitations and Extensions
While the various aspects of electronic dictionaries that have been researched and
incorporated into the ‘clickText’ application are broad ranging, there are many other
interesting areas of dictionary processing, storage and visualisation.
While the collocations results obtained were reasonable, other interesting measures
could be experimented with and compared to the ones used in this project. While the
current project focussed on knowledge-poor methods for computing collocations, it
would be interesting to investigate to what extent additional linguistic knowledge
could be added in order to improve results. For example, the statistics gathered for
homophonous and polysemous words had to be pooled together as being common to
all instances of the one word form. This problem could be addressed by research into
word sense disambiguation. In simple terms this would involve looking at the words
near an ambiguous word from to discover which instance is being represented. To use
the example of “bank” again, a corpus processor could ‘guess’ which sense is being
used by searching the words near by for words such as ‘money’ and ‘deposit’ or
‘river’ and ‘shore’. The task of defining what words indicate which senses of a word
is a task in itself (algorithms for this are discussed in [Manning and Schütze 1998]).
This sort of sophistication would improve the quality of collocate relationships
represented in the dictionary.
Incorporating a multimedia database with the lexical database would be a useful
feature to have in ‘clickText’. In this thesis, pictures (and sounds) were automatically
added to their corresponding dictionary entry by a program that used a record of
picture file names and their descriptions to approximately match them with applicable
dictionary entries. This information is then hard coded into the XML database. The
data in this description file is basically discarded once pictures have been allocated.
Clearly, it would be better to allow the user to interact with how loosely or
specifically pictures and sounds are related to their dictionary entries. With the latest
release of the Java programming language (version 1.2) the Media API (Application
Programming Interface) provides the functionality for playing MPEG videos and
various other sound file formats from a standard Java program, this tying together of
databases would be very useful and fun.
As discussed in Chapter 3, a great advantage in using XML for the storage of data is
that it can be converted into any format simply by specifying rules in an XSL style
sheet. At present the ‘clickText’ program uses only one style sheet for converting the
XML entries to HTML. As support for XSL in Java applications improves, it will be
possible for an XSL definition interface to be provided to allow the user to define
how they want dictionary entries formatted, and have an XSL processor generate the
formatted entries online. This sort of online processing would also facilitate printing
of customised data from the program (in postscript perhaps).
Speech technology is an exciting area of research that is becoming easier to
incorporate into programs. Another new part of the Java 1.2 release is the Speech API
which facilitates Java applications taking spoken input from the user via a
microphone. This would be a particularly useful feature to incorporate into a Warlpiri
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dictionary application and go even further in meeting the needs of users with limited
literary skills. If this sort of technology could be incorporated with speech synthesis
software capable of incorporating Warlpiri sounds, every word in the application
could be read out the user. This includes headwords, examples and even program
instructions. While how advanced the capabilities of Java’s speech package is still
unknown at the moment, the possibility of creating a e-dictionary independent of the
written word is not too far off in the future.
As discussed throughout this thesis, it is possible for any one of these topics discussed
above to be almost seamlessly incorporated into ‘clickText’. All these issues are
certainly exciting areas for future research that have unfortunately been shown little
interest by larger scale electronic dictionary projects (such as WordNet).

7.2 Conclusions
In this thesis I have addressed a broad range of issues relating to electronic
dictionaries. From the data-oriented tasks of storing the dictionary in a wellstructured, yet flexible lexical database to the use of corpus processing techniques to
supplement this database. The challenge of making this information usable has been
addressed in the creation of an application that exploits the strengths of the content
and structure of the database to provide real users with a richer dictionary/vocabulary
experience.
The diversity of areas researched in this thesis is rare, relative to past work in
electronic dictionaries, which often addresses the problems of storage, processing and
visualisation/teaching as unrelated. Despite some significant research into the
construction of lexical databases that go beyond the confined dimensions of their
paper ancestors, there has been little attempt in seeing this work through to benefiting
people such as language learners, who could truly benefit from a better interface to
dictionary information.
In creating the ‘clickText’ application for use with the Warlpiri dictionary, by the
Warlpiri people, the system needed to be developed with usability being a priority.
Keeping in mind the typically low literacy levels of its intended users, the system has
attempted to reduce the importance of knowing the written form of the word before
the application can be used. Features such as an animated, clearly laid out network of
words and their relationships, multimedia and hypertext aim at making the system
interesting and enjoyable to use. At the same time, features such as advanced search
capabilities and note-taking make the system practical as a reference tool. Having
designed the system to be highly customisable by the user, it is also highly extensible,
allowing new modules to be incorporated with relative ease.
While the focus of this research has been on Warlpiri, this research (and the software
constructed) can be easily applied to other languages, including other Australian
languages and English.
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In a paper regarding the issues of Machine Readable Dictionaries (MRDs) and
education Kegl concludes:
“... The best future applications of MRDs in education will be those most able
to respond to the insights and needs of their users” [Kegl 1995]
This thesis can be viewed as the first step toward achieving this vision. It is hoped that
the application developed in this thesis will spur more efforts to harness the enormous
potential of computers to improve dictionary usage as well as storage.
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Appendices
A.1 Example entry from the Warlpiri Dictionary Project
\me jaaly(pa)*1* (N) (PV):
\dm sound: \edm
\def low volume (of sound) \edef
\gl ^whispering, ^soft (of voice), ^low (of voice) \egl
\wed Jaalypa, ngulaji yangka kujaka yapa wangkami pingka kanunju yangka
yapakari purda-nyanjawangu, ... \[PPJ 10/87]
\et <Jaalypa> is when a person speaks softly and low so that another
cannot hear, ...
\wed Jaalypa, jaalypa yangka kajika kanunju wangka jaalypa-nyayirni.
...\[<HN:0083-4]
\et <Jaalypa> is like when one speaks in a low voice, very low. ...
\ewe
\cf kanunju, pingka, pulya, wurdungu \ecf
\eme
\sse jaaly(pa)-wangka-mi (V):
\dm sound: speech: \edm
\def x speak (<wangka-mi>) in low volume (to yDAT) \edef
\gl ^whisper, ^speak in an ^undertone, ^speak ^softly \egl
\we Jaalypa ka wangka, kulalparna purda-nyangkarla. \[H59:77ns]
\et He’s whispering and I can’t hear him.
\we Jaalypa-wangkaya -- kalakangkulu purda-nyanyi panukarirli.
\et Speak in a whisper, the others might hear you.
\ewe
\cf waninja \ecf
\cmp YSL#1523 \ecmp
\esse
\se
\dm manner: \edm
\gl secretly, conspiring \egl
\cf jaal(pa), wuruly(pa) \ecf
\ese
\sse jaaly-ma-ni (V): (La,Y)
\dm behavioural: \edm
\def xERG (=being) make plan to act with respect to yDAT (=being), such
that plan is deliberately not made known to y \edef
\gl ^lay ^secret plans, ^plot against, ^conspire against, ^make ^secret
^arrangements for \egl
\we Jintangka kirringka, kujalpalu nyinaja jukurrpa, ngulalurla jaalymanu kurduku marluluku. \[C:22] \[SS p.7 (3/1983)]
\et In the same place where the Dreaming heroes were, they laid plans
concerning the youth to be initiated.
\ewe
\cf jaru-pi-nyi, jirringi-yirra-rni \ecf
\esse
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