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The release of semantically annotated corpora su
as FrameNet (Baker et al., 1998) and PropBan
(Palmer et al., 2003) has made it possible to develop

Joint Learning Improves Semantic Role Labeling

Kristina Toutanova
Dept of Computer Science
Stanford University
Stanford, CA, 94305

kri sti na@s. st anford. edu

Abstract

Despite much recent progress on accu-
rate semantic role labeling, previous work
has largely used independent classifiers,
possibly combined with separate label se-
guence models via Viterbi decoding. This
stands in stark contrast to the linguistic
observation that a core argument frame is
a joint structure, with strong dependen-
cies between arguments. We show how to
build a joint model of argument frames,
incorporating novel features that model
these interactions into discriminative log-
linear models. This system achieves an
error reduction of22% on all arguments
and32% on core arguments over a state-
of-the art independent classifier for gold-
standard parse trees on PropBank.
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with each other or the predicate, and assidt con-
straints — for example, is it unlikely that a predicate
will have two or moreAGENT arguments, or that a
predicate used in the active voice will haverHEME
argument prior to anGENT argument. Several sys-
tems have incorporated such dependencies, for ex-
ample, (Gildea and Jurafsky, 2002; Pradhan et al.,
2004; Thompson et al., 2003) and several systems
submitted in the CONLL-2004 shared task (Carreras
and Marquez, 2004). However, we show that there
are greater gains to be had by modeling joint infor-
mation about a verb’s argument structure.

We propose a discriminative log-linear joint
model for semantic role labeling, which incorpo-
rates more global features and achieves superior
performance in comparison to state-of-the-art mod-
els. To deal with the computational complexity of
the task, we employ dynamic programming and re-
ranking approaches. We present performance re-
sults on the February 2004 version of PropBank on
gold-standard parse trees as well as results on auto-
matic parses generated by Charniak’s parser (Char-
niak, 2000).

Semantic Role Labeling: Task Definition
and Architectures

high-accuracy statistical models for automated S, cider the pair of sentences
mantic role labeling (Gildea and Jurafsky, 2002; ’
Pradhan et al., 2004; Xue and Palmer, 2004). Such ¢ [The GM-Jaguar pactlc.: gives

systems have identified several linguistically mo-
tivated features for discriminating arguments and
their labels (see Table 1). These features usually
characterize aspects of individual arguments and the

predicate.
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It is evident that the labels and the features of ar-

guments are highly correlated. For example, the@espite the different syntactic positions of the la-
are hard constraints — that arguments cannot overlégled phrases, we recognize that each plays the same



role — indicated by the label — in the meaning ofcation phases. Indentification our task is to clas-
this sense of the vergive We call such phrases sify nodes oft as eitherara, an argument (includ-
fillers of semantic roles and our task is, given a sering modifiers), orNONE, a non-argument. lelas-
tence and a target verb, to return all such phrasegtfication we are given a set of argumentstiand
along with their correct labels. Therefore one submust label each one with its appropriate semantic
task is to group the words of a sentence into phrasesle. Formally, letl. denote a mapping of the nodes
or constituents. As in most previous work on sein t to a label set of semantic roles (includingNE)
mantic role labeling, we assume the existence of and let/d(L) be the mapping which collapsdss
separate parsing model that can assign a parse tre@on-NONE values intoARG. Then we can decom-
to each sentence, and the task then is to label eapbse the probability of a labeling into probabili-
node in the parse tree with the semantic role of thiges according to an identification modeg}, and a
phrase it dominates, ®rONE, if the phrase does not classification modePq;.s.
fill any role. We do stress however that the joint
framezvork and features proposed here can a:so be Pspi(Llt:v) = Pip(Id(L)lt,v)
used when only a shallow parse (chunked) represen- Fors(Ljt,v, 1d(L)) (1)
tation is available as in the CoNL2004 shared task This decomposition does not encode any indepen-
(Carreras and Marquez, 2004). dence assumptions, but is a useful way of thinking
In the February 2004 version of the PropBank corabout the problem. Our local models for semantic
pus, annotations are done on top of the Penn Trekole labeling use this decomposition. Previous work
Bank Il parse trees (Marcus et al., 1993). Posshas also made this distinction because, for example,
ble labels of arguments in this corpus are toee different features have been found to be more effec-
argument labelarRG[0-5], and themodifier argu- tive for the two tasks, and it has been a good way
ment labels. The core argumemteG[3-5] do not t0 make training and search during testing more ef-
have consistent global roles and tend to be verb spécient.
cific. There are about4 modifier labels such as Here we use the same features for local identifi-
ARGM-LOC andARGM-TMP, for location and tem- cation and classification models, but use the decom-
poral modifiers respectivelyFigure 1 shows an ex- position for efficiency of training. The identification
ample parse tree annotated with semantic roles. models are trained to classify each node in a parse
We distinguish between models that learn to |aU'ee ASARG Or NONE, and the classification models

bel nodes in the parse tree independently, cdtled are trained to label each argument node in the train-
cal models and models that incorporate dependening set with its specific label. In this way the train-

cies among the labels of multiple nodes, cajtidt  ing set for the classification models is smaller. Note
models We build both local and joint models for se-that we don't do any hard pruning at the identifica-

mantic role labeling, and evaluate the gains achieflon stage in testing and can find the exact labeling
able by incorporating joint information. We startof the complete parse tree, which is the maximizer
by introducing our local models, and later build orPf Equation 1. Thus we do not have accuracy loss

them to define joint models. as in the two-pass hard prune strategy described in
(Pradhan et al., 2005).
3 Local Classifiers In previous work, various machine learning meth-

] __ods have been used to learn local classifiers for role
In the context of role labeling, we call a cIaSS|f|er|abe”ng_ Examples are linearly interpolated rela-
local if it assigns a probability (or score) to the label; o frequency models (Gildea and Jurafsky, 2002),
of an individual parse tree nodg independently of g\/\15 (Pradhan et al., 2004), decision trees (Sur-
the labels of other nodes. deanu et al., 2003), and log-linear models (Xue and
We use the standard separation of the task of spalmer, 2004). In this work we use log-linear mod-
mantic role labeling intadentificationandclassifi-  els for multi-class classification. One advantage of

'For a full listing of PropBank argument labels see (Palme"O(-:]'"m':'ar mc?c_iels over S_VMS forusis t_hat th?y pro-
et al., 2003) duce probability distributions and thus identification



Standard Features(Gildea and Jurafsky, 2002)
PHRASE TYPE: Syntactic Category of node
PREDICATELEMMA: Stemmed Verb

PATH: Path from node to predicate

PosiTioN: Before or after predicate?

VOICE: Active or passive relative to predicate
HEAD WORD OFPHRASE

SuB-CAT: CFG expansion of predicate’s parent

Additional Features (Pradhan et al., 2004)
FIRST/LAST WORD
LEFT/RIGHT SISTERPHRASE-TYPE
LEFT/RIGHT SISTERHEAD WORD/POS
PARENT PHRASE-TYPE
PARENT POS/HEAD-WORD
ORDINAL TREEDISTANCE: Phrase Type with
appended length of /2 H feature
NODE-LCA PARTIAL PATH Path from constituent
to Lowest Common Ancestor with predicate node
PP RRENT HEAD WORD If parentis a PP
return parent’s head word
PP NP HAD WORD/POS For a PP, retrieve
the head Word / POS of its rightmost NP

Selected PairdXue and Palmer, 2004)
PREDICATELEMMA & PATH
PREDICATELEMMA & HEAD WORD
PREDICATELEMMA & PHRASETYPE

VOICE & POSITION

PREDICATELEMMA & PP PARENT HEAD WORD

Table 1: Baseline Features

and classification models can be chained in a prin

pled way, as in Equation 1.

Cl;.

A problem with this approach is that a maximizing
labeling of the nodes could possibly violate the con-
straint that argument nodes should not overlap with
each other. Therefore, to produce a consistent set of
arguments with local classifiers, we must have a way
of enforcing the non-overlapping constraint.

3.1 Enforcing the Non-overlapping Constraint

Here we describe a fast exact dynamic programming
algorithm to find the most likely non-overlapping
(consistent) labeling of all nodes in the parse tree,
according to a product of probabilities from local
models, as in Equation 2. For simplicity, we de-
scribe the dynamic program for the case where only
two classes are possiblexRG andNONE. The gen-
eralization to more classes is straightforward. In-
tuitively, the algorithm is similar to the Viterbi al-
gorithm for context-free grammars, because we can
describe the non-overlapping constraint by a “gram-
mar” that disallowsARG nodes to haveRG descen-
dants.

Below we will talk about maximizing the sum of
the logs of local probabilities rather than the prod-
uct of local probabilities, which is equivalent. The
dynamic program works from the leaves of the tree
up and finds a best assignment for each tree, using

The features we used for local identification angready computed assignments for its children. Sup-
features are a subset of features used in previogs sybtreet with children trees, . . . , t,. each stor-
were defined by (Gildea and Jurafsky, 2002), and gominates as well as the log-probability of the as-

the rest are other useful lexical and structural feas‘ignment of all nodes it dominates k®NE. The
tures identified in more recent work (Pradhan et alyost likely assignment fot is the one that corre-

2004; Surdeanu et al., 2003; Xue and Palmer, 200450nds to the maximum of:

The most direct way to use trained local identifi-
cation and classification models in testing is to se- e The sum of the log-probabilities of the most

lect a labelingL of the parse tree that maximizes

likely assignments of the children subtrees

the product of the probabilities according to the two ¢4, ..., t; plus the log-probability for assigning
models as in Equation 1. Since these models are lo- the nodet to NONE

cal, this is equivalent to independently maximizing

the product of the probabilities of the two models ® The sum of the log-probabilities for assign-

for the labell; of each parse tree nodg as shown

below in Equation 2.

Pipi(Lltv) =[] Pro(d()lt,v)

n;€t

X

n; et

H Pors(lilt, v, 1d(l;))

ing all of ¢;'s nodes toNONE plus the log-
probability for assigning the noddgo ARG.

Propagating this procedure from the leaves to the
root of ¢, we have our most likely non-overlapping
assignment. By slightly modifying this procedure,
we obtain the most likely assignment according to



a product of local identification and classificationassignments according to the local model, we would
models. We use the local models in conjunction witlachieve an F-Measure 68.8 on all arguments. In-
this search procedure to select a most likely labelingreasing the number oV to 30 results in a very
in testing. Test set results for our local mod%IRL small gain in the upper bound on performance and
are given in Table 2. a large increase in memory requirements. We there-
fore selectedV = 20 as a good compromise.
4 Joint Classifiers
Generation of top N most likely joint
As discussed in previous work, there are strong dessignments

pendencies among the labels of the semantic argu-W te the tonN t likel
ment nodes of a verb. A drawback of local models ''c 9enerate the lopA most [likely  non-

is that, when they decide the label of a parse tre%verlapping joint ass:ignments of labels to nodes in

node, they cannot use information about the labefd P2"S€ tree acc_ordlng toa Ipcal mOd%RL’ by_

and features of other nodes in the tree. an exact dynamic programming algorithm, which
is a generalization of the algorithm for finding the

Furthermore, these dependencies are highly nogs, yon_overlapping assignment described in section
local. For instance, to avoid repeating argument lag ¢

bels in a frame, we need to add a dependency from

each node label to the labels of all other nodesszrametric Models

A factorized sequence model that assumes a finite _ _ o
Markov horizon, such as a chain Conditional Ran- Ve léarnlog-linear re-ranking models for joint se-
dom Field (Lafferty et al., 2001), would not be ablemantic role labeling, which use feature maps from a

to encode such dependencies. parse tree and label sequence to a vector space. The
form of the models is as follows. L&k(t,v,L) €
The need for Re-ranking R? denote a feature map from a treetarget verb
_ - v, and joint assignmenk of the nodes of the tree,
For argument identification, the number of possit, the vector spac®®. Let Ly, Lo, - -- , Ly denote

ble assignments for a parse tree withnodes is op N possible joint assignments. We learn a log-
lions for a normal-sized tree. For argument labelyeignt for each of thes dimensions of the feature
ing, the number of possible assignments=i0™,  yector. The probability (or score) of an assignment

if m is the number of arguments of a verb (typi-1, according to this re-ranking model is defined as:
cally betweer2 and5), and20 is the approximate

number of possible labels if considering both core el@(tv,L),W)
and modifying arguments. Training a model which Pgpp(Llt,v) = ZN
has such huge number of classes is infeasible if the I=
model does not factorize due to strong independen%e score of an assignmetit not in the top N

assumptions. Therefore, in order to be able to ir]—S zero. We train the model to maximize the sum

corporate long-range dependencies in our models; | jikelihoods of the best assignments minus a
we chose to adopt a re-ranking approach (COI“”ﬁuadratic regularization term

2000), which selects from likely assignments gener- . i .

ated by a model which makes stronger indt—:qoendenceIn this framework, we can define arbitrary fea_—
assumptions. We utilize the taly assignments of tures 01_‘ labeled trees that capture general properties
our local semantic role labeling modgf ,; to gen- of predicate-argument structure.

erate Ilkely_ assignments. As can be seen from Tab5eoint Model Features

3, for relatively small values ofV, our re-ranking

approach does not present a serious bottleneck toWe will introduce the features of the joint re-
performance. We used a value 8f= 20 for train- ranking model in the context of the example parse
ing. In Table 3 we can see that if we could pick, ustree shown in Figure 1. We model dependencies not
ing an oracle, the best assignment out for the2dp only between the label of a node and the labels of

(L) W) ®)
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Final-hour trading VBD: PRED PP, ARG4 NPs; ARGM-TMP
| — T
accelerated TO, NP, yesterday
[
to 108.1 million shares

Figure 1: An example tree from the PropBank with SemantieRainotations.

other nodes, but also dependencies between the the features:
bel of a node and input features of other argument
nodes. The features are specified by instantiation of

templates and the value of a feature is the number @fhen comparing a local and a joint model, we use
times a particular pattern occurs in the labeled treehe same set of local feature templates in the two
Templates models.

For a treet, predicatev, and joint assignment.  Whole Label SequenceAs observed in previous
of labels to the nodes of the tree, we definedhr- work (Gildea and Jurafsky, 2002; Pradhan et al.,
didate argument sequenes the sequence of non-2004), including information about the set or se-
NONE labeled node§ny, 1y, ..., vprED, nm, lm] (I  quence of labels assigned to argument nodes should
is the label of node:;). A reasonable candidate ar-be very helpful for disambiguation. For example, in-
gument sequence usually contains very few of theluding such information will make the model less
nodes in the tree — aboRtto 7 nodes, as this is the likely to pick multiple fillers for the same role or
typical number of arguments for a verb. To makdo come up with a labeling that does not contain an
it more convenient to express our feature templatesbligatory argument. We added a whole label se-
we include the predicate nodein the sequence. quence feature template that extracts the labels of
This sequence of labeled nodes is defined with redl argument nodes, and preserves information about
spect to the left-to-right order of constituents in thehe position of the predicate. The template also
parse tree. Since namoNE labeled nodes do not includes information about the voice of the predi-
overlap, there is a strict left-to-right order amongcate. For example, this template will be instantiated
these nodes. The candidate argument sequence tastfollows for the example candidate argument se-
corresponds to the correct assignment in Figure quence:
will be: [ voice:activeARG1,PRED,ARG4,ARGM-TMP]

[NP:-ARG1,VBD;-PRED,PP -ARG4,NP;-ARGM-TMP] We also add a variant of this feature which uses a

Features from Local ModelsAll features included 9€NericARG label instead of specific labels. This
in the local models are also included in our joinf€ature template has the effect of counting the num-

models. In particular, each template for local feaPer of arguments to the left and right of the predi-
tures is included as a joint template that concatenat€gte. which provides useful global information about
the local template and the node label. For exanfrgument structure. As previously observed (Prad-
ple, for the local featureATH, we define a joint fea- Nan et al., 2004), including modifying arguments in
ture template, that extraceaTH from every node in Seguence features is not helpful. This was confirmed
the candidate argument sequence and concatendfeUr experiments and we redefined the whole label
it with the label of the node. Both a feature withS€quence features to exclude modifying arguments.
the specific argument label is created and a feature One important variation of this feature uses the
with the generic back-ofARG label. This is similar actual predicate lemma in addition to “voice:active”.
to adding features from identification and classifiAdditionally, we define variations of these feature
cation models. In the case of the example candidatemplates that concatenate the label sequence with
argument sequence above, for the node W€ have features of individual nodes. We experimented with

(NPTS|)-ARG1, (NP1S|)-ARG



variations, and found that including the phrase typint assignmentd., ..., Ly.

and the head of a directly dominating PP — if one ope option is to select the bekt according to
exists —was most helpful. We also add a feature thgigRL’ as in Equation 3, ignoring the score from
detects repetitions of the same label in a candidaige |ocal model. In our experiments, we noticed that
argument sequence, together with the phrase typgs |arger values ofV, the performance of our re-
of the nodes labeled with that label. For examplggnking modelP;,, decreased. This was probably
(NP-ARGO,WHNP-aRGO) is @ common pattern of this gye to the fact that at test time the local classifier
form. produces very poor argument frames near the bot-
Frame FeaturesAnother very effective class of fea- tom of the top/V for large N. Since the re-ranking
tures we defined are features that look at the label ofiodel is trained on relatively few good argument
a single argument node and internal features of oth&@ames, it cannot easily rule out very bad frames. It
argument nodes. The idea of these features is to capakes sense then to incorporate the local model into
ture knowledge about the label of a constituent giveaur final score. Our final score is given by:

the syntactic realization of all arguments of the verb.

This is helpful to capture syntactic alternations, such Fsrr(LItv) = (Pspp(L|t,v))* Pépy (LI, v)

as the dative alternation. For example, consider

the sentence ) “[Shaw Publishinge, offered|[Mr. wherea is a tunable parametéfor how much in-
Smith e [a reimbursementle,” and the alterna- fluence the local score has in the final score. Such in-
tive realization ) “[Shaw Publishingse, offered terpolation with a score from a first-pass model was
[a reimbursemeht., [to Mr. Smithee,”. When also used for parse re-ranking in (Collins, 2000).
classifying the NP in object position, it is useful toGiven this score, at test time we choose among the
know whether the following argument is a PP. Iftop [V local assignments,, ..., Ly according to:

yes, the NP will more likely be anrGy, and if not, P .

it will more likely be anARG,. A feature template Leangl,r.I.l.iXN}alog Phpp (LIt v) +log Pipp (L|t, v)

that captures such information extracts, for each ar-

gument node, its phrase type and label in the con-

text of the phrase types for all other arguments. F

. o :d Experiments and Results
example, the instantiation of such a template [for

reimbursementin (i) would be For our experiments we used the February 2004 re-
[ voice:activeNP,PREDNP-ARG1 PP lease of PropBank3® As is standard, we used the

We also add a template that concatenates the identfyinotations from sections 0221 for training, 24 for

of the predicate lemma itself. development, and 23 for testing. As is done in

We should note that Xue and Palmer (2004) defingome previous work on semantic role labeling, we
a similar feature template, callesintactic frame discard the relatively infrequent discontinuous argu-
which often captures similar information. The im-ments from both the training and test sets. In addi-
portant difference is that their template extracts coriion to reporting the standard results on individual
textual information from noun phrases surroundingrgument F-Measure, we also report Frame Accu-
the predicate, rather than from the sequence of digcy (Acc.), the fraction of sentences for which we
gument nodes. Because our model is joint, we agiccessfully label all nodes. There are reasons to
able to use information about other argument nodg¥efer Frame Accuracy as a measure of performance

when labeling a node. over individual-argument statistics. Foremost, po-
tential applications of role labeling may require cor-
Final Pipeline rect labeling of all (or at least the core) arguments

in a sentence in order to be effective, and partially
Here we describe the application in testing of &orrect labelings may not be very useful.
joint model for semantic role labeling, using a locat—;
We founda = 0.5 to work best

é . . . r
mOdeI_PSRL’ and a joint re-ranking mOddPSR_L' 3Although the first official release of PropBank was recently
PgRL is used to generate tofy non-overlapping released, we have not had time to test on it.



Task CORE ARGM

F1 Acc. F1 Acc.
Identification 95.1 84.0 95.2 80.5
Classification 96.0 93.3 93.6 85.6
Id+Classification 92.2 80.7 89.9 71.8

Table 2: Performance of local classifiers on identificatmassification, and identification+classification on
section23, using gold-standard parse trees.

N CORE ARGM

F1 Acc. F1 Acc.
1 92.2 80.7 89.9 71.8
5 97.8 93.9 96.8 89.5
20 99.2 97.4 98.8 95.3
30 99.3 97.9 99.0 96.2

Table 3: Oracle upper bounds for performance on the completgtification+classification task, using
varying numbers of togV joint labelings according to local classifiers.

Model CORE ARGM

F1 Acc. F1 Acc.
Local 92.2 80.7 89.9 71.8
Joint 94.7 88.2 92.1 79.4

Table 4: Performance of local and joint models on identiftcetclassification on sectio23, using gold-
standard parse trees.

We report results for two variations of the semantrees from Charniak’s parser (Charniak, 2000). For
tic role labeling task. FocoORE we identify and approximately5.6% of the argument constituents
label only core arguments. FarRGM, we identify in the test set, we could not find exact matches in
and label core as well as modifier arguments. Wie automatic parses. Instead of discarding these
report results for local and joint models on arguarguments, we took the largest constituent in the
ment identification, argument classification, and thautomatic parse having the same head-word as the
complete identification and classification pipelinegold-standard argument constituent. Al$8,0f the
Our local models use the features listed in Table firopositions in the test set were discarded because
and the technique for enforcing the non-overlappin@€harniak’s parser altered the tokenization of the in-
constraint discussed in Section 3.1. put sentence and tokens could not be aligned. As our

The labeling of the tree in Figure 1 is a specificreSUItS show, the error reduction of our joint model
example of the kind of errors fixed by the joint mod-With_ respect to the local m_oo_lel is more modest in this
els. The local classifier labeled the first argument ifEtiNg- One reason for this is the lower upper bound,
the tree a®\RGo instead ofARG1, probably because due largely to the the much poorer performance of

anARGo label is more likely for the subject position. the |dent|f|cat|on_ moc_lgl on automatic parses. For
ARGM, the local identification model achievés.9

All joint models for these experiments used the-_Measure and9.4 Frame Accuracy; the local clas-
whole sequence and frame features. As can be segfication model achieves2.3 F-Measure and3.1
from Table 4, our joint models achieve error reducFrame Accuracy. It seems that the largest boost
tions of 32% and22% over our local models in F- \ould come from features that can identify argu-
Measure orcOREandARGM respectively. With re- ments in the presence of parser errors, rather than
spect to the Frame Accuracy metric, the joint erroghe features of our joint model, which ensure global
reduction is38% and26% for COREandARGM re-  coherence of the argument frame. We still achieve
spectively. 10.7% and 18.5% error reduction forcore argu-

We also report results on automatic parses (sé@ents in F-Measure and Frame Accuracy respec-
Table 5). We trained and tested on automatic parseely.



Model CORE ARGM

F1 Acc. F1 Acc.
Local 84.1 66.5 81.4 55.6
Joint 85.8 72.7 82.9 60.8

Table 5: Performance of local and joint models on identifoceiclassification on sectid8, using Charniak
automatically generated parse trees.
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